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Abstract
The IceCube neutrino observatory has established the existence of a high-energy all-sky neutrino flux of
astrophysical origin. This discovery was made using events interacting within a fiducial region of the detector
surrounded by an active veto with reconstructed energy above 60 TeV, commonly known as the high-energy
starting event sample or HESE. This work revisits the HESE sample analysis with an additional 4.5 years
of data, newer glacial ice models, and improved systematics treatment. In addition to updating the data,
this analysis seeks to validate previous measurements and explore all possible avenues that may have been
overlooked. This work reports on the latest astrophysical neutrino flux measurements and presents a source
search for astrophysical neutrinos. The compatibility of these observations with specific isotropic flux models
proposed in the literature and generic power-law-like scenarios are explored. It is found that the astrophysical
neutrino spectrum, when assumed equal for neutrinos and anti-neutrinos and among neutrino flavors, is
compatible with an unbroken power law, with a preferred spectral index of 2.87+0.20
−0.19 for the 68.3 % confidence
interval. The techniques developed here will prove useful in the next generation of analyses, as more data is
incorporated. These include a new approach to accounting for simulation statistical uncertainties in counting
experiments and an improved method of computing the veto suppression effects on atmospheric neutrinos.
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Chapter 1

Introduction
During the last decades, observations of low-energy extraterrestrial neutrinos have pushed forward our
understanding of astrophysical environments and elucidated properties of neutrinos. These advancements
stem from the fact that neutrinos only interact via the weak force, allowing them to escape dense astrophysical
environments where they are produced and travel long distances to us unperturbed. These properties have
enabled measurements of MeV neutrinos from the Sun, the closest detected extraterrestrial neutrino source,
improving our understanding of the Sun’s inner workings [1, 2] and have been pivotal in resolving the neutrino
flavor-changing puzzle [3]. Similarly, the observation of neutrinos from supernova 1987A [4, 5], approximately
168,000 light-years away in the Large Magellanic Cloud, has provided irreplaceable information for supernovae
physics [6], constraining neutrino properties [7, 8, 9, 10], and fundamental physics [11, 12].
Enabled by these unique neutrino properties, the study of high-energy extraterrestrial neutrinos is opening
many new opportunities for discovery. These neutrinos can travel distances that far exceed the distance
traversed by neutrinos observed in 1987. They are expected to be produced in high-energy hadronic processes
in our Universe either directly from hadronic decaying or decaying charged leptons produced in hadronic
interactions [13]. Regions of charged-particle acceleration are then prime candidates as high-energy neutrino
sources. The observation of EeV cosmic rays indicates that objects of large size or high magnetic field
strength are accelerating charged particles to high energies, potentially narrowing the search for neutrino
sources to a subclass of objects [14, 15]. Measurements of the cosmic ray, gamma ray, and neutrino fluxes
show similar energy content despite their disparate energy regimes, as demonstrated by recent measurements
in Fig. 1.1. Despite this information and a wealth of cosmic-ray observations, the sources of ultra-high-energy
cosmic rays are an unresolved mystery [16]. Thus, much like solar neutrinos that can escape their birthplace,
these neutrinos are an indispensable probe for cosmic-ray sources that provide insight into the long-standing
problem of cosmic-ray origin as they can escape dense environments to reach us unperturbed. By studying
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Figure 1.1: High-energy fluxes of gamma rays, neutrinos, and cosmic rays. The segmented powerlaw neutrino flux, described in Section 8.1.1.5, obtained in the analysis described in this work, is shown as
red circles. The single power-law assumption, described in Section 8.1.1.1, is shown as the light red region.
The high-energy gamma-ray measurements by Fermi [17] are shown in orange, while the very-high-energy
cosmic-ray measurements by the Pierre Auger observatory [18] are shown as purple data points. The
comparable energy content of these three fluxes is of particular interest in the investigation of cosmic-ray
origin.
their flux and energy spectrum, we can constrain the acceleration environments that produce these neutrinos.
High-energy astrophysical neutrinos are also powerful probes of new physics [19]. This is in large part
because neutrinos are charged under flavor [13, 20, 21], unlike other cosmic messengers. New flavor-non-trivial
interactions can arise from breaking of space-time symmetries [22, 23], secret neutrino interactions with the
cosmic-neutrino background [24, 25, 26, 27], flavored dark-matter neutrino interactions [28, 29, 30], or other
non-standard interactions [31]. Beyond flavor, the very-long distances traversed by high-energy astrophysical
neutrinos can be used for accurate time-of-flight [32] and neutrino-flux spectral distortion [33] measurements.
Their high energy also provides a unique way to study very-heavy decaying and annihilating dark matter,
whose other standard model products will not reach Earth [34]. Finally, these neutrinos can also probe the
high-energy neutrino-nucleon cross section [35, 36, 37, 38, 39]. Such a measurement is of interest due to the
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possibility of observing gluon screening [40] which could reduce the cross section at the highest energies [41,
42, 43], or new physics phenomena, e.g. low-scale quantum gravity [44], leptoquarks [45, 46, 47, 48, 49, 50,
51], sphalerons [52, 53], and micro black hole production [54, 55]; see [56] for a recent review.
The IceCube Neutrino Observatory has firmly established the existence of high-energy astrophysical
neutrinos. Northern Sky measurements of through-going muon tracks [57, 58], all-sky measurements using
events with interaction vertices contained in the detector fiducial volume [59, 60, 61, 62] such as High-Energy
Starting Events (HESE), and additional studies extending to lower energies with contained cascades [63, 64]
have all contributed to the characterization of the astrophysical neutrino flux. However, the energy spectrum,
directional distribution, and composition of this neutrino flux are still too poorly constrained to differentiate
between many astrophysical scenarios.
Figure 1.2 shows how the different components of the analysis are related. The following chapters cover
these components except for Monte-Carlo generation and detector simulation. Chapter 2 provides some brief
background on neutrino interactions, cosmic rays, and cosmic-ray air-shower products relevant for IceCube.
These physical phenomena set the stage for what we must consider in the analysis, and information from this
chapter is relevant for many of the components given in Fig. 1.2. Chapter 3 explains relevant details of the
IceCube detector and discusses some inherent detector systematics relevant to the astrophysical neutrino flux
measurement. Chapter 4 outlines the event selection used for these measurements, the calculation of relevant
backgrounds, and a new technique for computing the background suppression effects of the selection. The
new technique for computing this background suppression effect was developed in collaboration with Carlos
Argüelles, Sergio Palomares-Ruiz, Logan Wille, and Tianlu Yuan. The content relating to this technique is
reproduced from the corresponding publication [65]. Chapter 7 explores the statistical techniques needed to
analyze the data and make inferences about the astrophysical flux parameters. This chapter also develops a
new technique to account for the uncertainties inherent when using simulation with a limited sample size, a
hurdle that must be overcome because of computationally limited background estimation. This technique was
developed in collaboration with Carlos Argüelles and Tianlu Yuan; some content of this chapter is reproduced
from the corresponding publication [66]. Finally, Chapter 8 provides the analysis description and discussion
of results. Information from this chapter will also be reproduced in a forthcoming publication.

Figure 1.2: Anatomy of an analysis. This diagram shows the flow of information through the different components of the analysis. The upper
portion begins with Monte-Carlo generation and the IceCube detector operation. These mark the beginning of data and simulation, which follow
parallel paths until they are compared in the likelihood function. Along the way, model parameters are introduced in order to weight the simulation to
a physical hypothesis. Reweighting the simulation involves several components whose relationship is described in the lower portion of the diagram.
Contributions from three classes of fluxes are added together to get the total event weight. The atmospheric and astrophysical neutrino weighting both
involve detector systematics, and the atmospheric weighting also includes the calculation of passing fractions.

4

5

Chapter 2

Background information

2.1

Cosmic rays and air showers

Cosmic rays are high-energy protons and atomic nuclei that propagate through space. Around 90 % of cosmic
rays we observe are protons, with a smaller proportion of alpha particles, and less than 1 % which are heavy
nuclei [67]. Most cosmic rays originate from outside our solar system but within our galaxy. Increased solar
activity has been shown to inversely correlate with the majority of cosmic ray observations, which can be
understood as an exclusion from our stellar neighborhood by the magnetized solar wind. The bulk of cosmic
rays have gyro-radii small enough to be contained in the Milky-Way by galactic magnetic fields. Additionally,
gamma-ray measurements at the energies relevant for neutral pion decay show a spatial distribution consistent
with a galactic population of cosmic rays. If the bulk of cosmic rays were of extra-galactic origin, we would
expect neutral pions to be produced in abundance within intergalactic space, and this is not supported by
the gamma-ray measurements [68]. In fact, the peak of the gamma-ray spectrum from neutral-pion decay is
observed with galactic gamma-ray data in the ∼ 70 MeV − 40 GeV energy range, and accurately predicts the
measured cosmic ray spectrum in the ∼ 200 MeV − 100 GeV energy range [69].
Observations of the relative proportions of primary and secondary nuclei suggest that cosmic rays, on
average, traverse distances thousands of times greater than the galactic disk’s thickness before reaching Earth.
This proportion of secondary nuclei decreases with energy, meaning that higher energy particles traverse less
material on average before reaching us. We expect this trend if acceleration and propagation are separate
processes that occur on different timescales. For this reason, we believe cosmic rays to be accelerated by
dense astrophysical objects and then subsequently diffused by propagation through the interstellar medium.
Simultaneous propagation and acceleration also fail because the timescale to accelerate cosmic rays to their
observed energy is greater than the age of the galaxy in such a scenario. While the acceleration mechanisms
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and particular sources of cosmic rays are unknown, we can narrow the candidates to astrophysical objects
that are large or have strong magnetic fields.
A small proportion of cosmic rays have been observed in excess of 1 × 1019 eV. At these energies, cosmic
rays cannot be sufficiently bound by the galactic magnetic field to produce an isotropic flux. Thus, cosmic
rays at this energy scale must either point towards nearby accelerators or arrive roughly isotropically from
extra-galactic sources. This highest energy population’s spectrum and spatial distribution has been shown as
distinct from the lower-energy population and likely to be of extragalactic origin. The sources and acceleration
mechanisms of these extra-galactic cosmic rays are unknown to date. They remain a subject of significant
study and interest, particularly because much more extreme environments are required for acceleration
to these energies. A simple energetic consideration tells us that the maximum energy achievable through
acceleration by an object with a size R and magnetic field strength B is E < ecBR. Tighter constraints on
the maximum energy can be derived when considering diffusive shock acceleration specifically. This limit
is adequately summarized by the Hillas diagram, which compares the size and magnetic field strength of
various objects to the upper limit on cosmic ray energy. Figure 2.1 shows this limit for 1 × 1020 eV protons
considering various acceleration scenarios and energy losses. Clearly, there are many candidates for cosmic-ray
production, and narrowing the field may require another approach.
Cosmic rays can be observed interacting in the Earth’s atmosphere, as they produce extensive particle
air-showers whose constituents and products can be observed with a wide range of techniques. The charged
particle products of these interactions have been observed as early as 1912 [71]. These air showers are
of particular concern to neutrino detectors as they produce high-energy muons and neutrinos in relative
abundance, both of which can be observed by neutrino detectors even with significant shielding and overburden.
When cosmic rays interact with the atmosphere, some nuclear fragments can be produced, but hadronization occurs due to the high energy of the incident cosmic ray and initiates a hadronic particle shower. As part
of the hadronic shower, pions and kaons are produced in abundance. These subsequently decay or interact in
the low-density atmosphere. Leptonic and semi-leptonic decays of charged pions and kaons that produce
muons or neutrinos have a large decay branching fraction, resulting in an abundance of muons and neutrinos
in any air shower that begins hadronically. Decays of charged pions (π + → µ+ νµ ), KL0 (KL0 → π ± e∓ νe ,
KL0 → π ± µ∓ νµ ), and K + (K + → µ+ νµ , K + → π 0 e+ νe , K + → π 0 µ+ νµ ) all have direct contributions to the
muon and neutrino fluxes; secondary contributions from pion production in kaon decay are also present,
particularly for KS0 . The yield of muons and neutrinos is highly zenith dependent. This dependence is a
result of the interplay between the probability of meson interaction and meson decay. Unlike those that
decay, pions and kaons that interact with the atmosphere or Earth will not produce neutrinos, and decay is
much more likely in the low-density atmosphere. Between the zenith and horizon, the average path length of
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Figure 2.1: Hillas criterion for 1 × 1020 eV protons. This figure is reproduced here from [70]. The
black line denotes the region above which objects meet the Hillas criterion. The shaded regions show regions
allowed for different acceleration scenarios: light gray for one-shot acceleration, gray for one-shot acceleration
with synchrotron losses, and dark gray for one-shot acceleration and diffusive shock acceleration. Boxes
denote the parameters of various astrophysical objects: the central parsecs (AD) of active galaxies (low-power
Seyfert galaxies (Sy) and powerful radio galaxies (RG) and blazars (BL)), relativistic jets, knots (K), hot
spots (HS) and lobes (L) of powerful active galaxies (RG and BL); non-relativistic jets of low-power galaxies
(Sy); starburst galaxies; gamma-ray bursts (GRB); galaxy clusters and inter-cluster voids; immediate the
neighborhood of neutron stars (NS), anomalous X-ray pulsars and magnetars (AXP).
mesons through the atmosphere increases with zenith angle, thereby increasing the yield of neutrinos for the
same flux of cosmic rays. For this reason, neutrino production from pions and kaons is peaked at the horizon,
as shown in Fig. 2.2.
Neutrinos can also be produced by charmed hadrons present in air showers. These hadrons are much
shorter-lived than the pion and kaon, and almost invariably decay before interaction. As the interaction
probability for these charmed hadrons is so low, the production of neutrinos from them has practically no
dependence on the zenith angle. This flux of neutrinos is still unobserved, although its spectrum has been
predicted (∼ E −2.7 ) and constraints placed on its normalization. As this atmospheric flux is effectively
isotropic, some have suggested that it may be confused for the astrophysical flux. However, the astrophysical
flux can be distinguished by its energy spectrum and the effect described in Section 6.1.2.
Muons produced in these air showers reach the ground where they can be detected, and often penetrate
many kilometers into the Earth’s surface. Underground neutrino detectors can, therefore, be sensitive to
muon backgrounds despite large overburdens of rock, water, or ice. On the other hand, Neutrinos have a
small interaction cross such that the effective area for neutrinos is approximately 106 times smaller than that
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Figure 2.2: Production of atmospheric muon neutrinos. The atmospheric muon neutrino flux at the
Earth’s surface is plotted as a function of the zenith angle measured with respect to the IceCube detector
center. At these high energies above several TeV, the production of muon neutrinos is dominated by kaon
decays. The kaon and pion production is peaked at the horizon, where the path of these particles includes
the longest stretch of atmosphere before reaching the Earth. This larger path length results in a higher
decay probability for these mesons. Production from the prompt decay of charmed hadrons has no angular
dependence as the decay length of these hadrons is short with respect to the atmosphere for all directions.
for similar energy muons in the few TeV energy regime. With this small interaction cross section, neutrinos
are likely to pass through the Earth without interacting. Neutrino detectors are then able to observe the
atmospheric neutrino flux coming from all directions. Chapter 6 explores in detail how these backgrounds
are estimated for IceCube.

2.2

Neutrino interactions and detection

Neutrinos are the only neutral leptons in the standard model of particle physics. Although fundamentally,
neutrinos only interact through gravity and the exchange of weak bosons, there exists a wide range of processes
that dominate the relevant physical behavior of neutrinos at different energy scales. Such interactions include
nuclear capture, inverse beta-decay, quasi-elastic scattering, resonant particle production, coherent elastic
scattering, deep inelastic scattering (DIS), and ultra-high energy interactions [73, 74]. Above TeV neutrino
energies, only two known processes remain relevant for detection: DIS and resonant W production. Deep
inelastic scattering refers to processes that probe the fundamental components of hadrons. For neutrinos,
this means the exchange of a weak boson with a quark. The momentum imparted to the quark will produce
a hadronic cascade of secondary particles. The details of the lepton side of the interaction depend heavily on
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Figure 2.3: Cosmic Ray Spectrum. This figure is reproduced here from [72]. The measured flux of cosmic
rays is plotted from a variety of cosmic ray observatories. The flux is multiplied by E −2.6 to highlight the
different spectral features. Above 4 × 1018 eV the harder spectrum of extra-galactic cosmic rays is apparent
before the spectrum cuts off.
the species of incident neutrino and weak boson exchanged. We can divide these DIS interactions into two
categories based on the weak boson exchanged. Interactions involving the exchange of a Z 0 are referred to
as “neutral current” (NC), and those exchanging a W + or W − are referred to as “charged current” (CC).
Modern techniques for observing neutrino interactions rely on detecting the charged particle products of
the initial interaction. As a consequence of this, the observable energy can be very different for NC and CC
events. Both interactions produce a hadronic cascade, but on the leptonic side of the interaction, NC events
have an outgoing neutrino (not observable), while CC events have an outgoing charged lepton (observable).
These two interactions are shown in Fig. 2.4.
The third interaction relevant above TeV neutrino energies is the resonant production of a W boson,
otherwise known as the Glashow resonance (GR) [75]. In matter on Earth, this process occurs when an
anti-electron neutrino combines with an atomic electron to produce an on-shell W + as shown in Fig. 2.6. If
we consider the rest frame of the electron, then this resonance occurs at a neutrino energy of 6.3 PeV. For
atomic electrons we should consider the rest frame of the atom, and in this case there is a Doppler broadening
of the resonance of ∼ 20 % due to the orbital motion of the electrons [76]. In practice, this broadening is
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Figure 2.4: The neutrino deep inelastic scattering processes NC (left) and CC (right) in matter is shown in
the figure above for interactions with nucleon component quarks. In both cases, significant momentum can
be imparted to the outgoing quark, which will result in the production of a hadronic particle cascade. In NC
interactions, only the hadronic cascade may be detectable as the interaction product is a neutrino, which is
unlikely to undergo another interaction within the detection medium. Interactions of the CC variety, on the
other hand, produce a charged lepton in addition to the hadronic cascade. This charged lepton can also be
detected if it receives enough energy.
small compared to the energy resolution of modern neutrino detectors that have access to this energy scale,
and any further broadening from thermal motion will be even smaller. The production of a W + and its
subsequent decay can result in either a hadronic shower similar to a NC interaction, or a leptonic final state
similar to a CC interaction. These two possibilities correspond to the hadronic and leptonic decay modes of
the W , respectively.
The cross section of these processes is shown as a function of the neutrino energy in Fig. 2.5. The growth
of the cross section with energy counteracts the falling neutrino spectrum to only a small degree. Despite
the large cross section, only a few Glashow resonance events are expected in 10 years of IceCube detector
operation due to the comparably low neutrino flux at these energies. Absorption of neutrinos in the Earth
becomes significant above ∼ 1 TeV, and is notably peaked near the 6.3 PeV resonance energy.
Through either a NC interaction or the hadronic decay of a W boson, neutrinos can induce a hadronic
shower. In a hadronic shower, both charged hadrons and leptons are produced, which can be detected through
well-established methods. Charged current interactions produce a hadronic shower by imparting momentum
to a quark that is then hadronized, although the charged lepton produced in the interaction is also detectable
and can significantly alter the event’s detection signature.
Through either a CC interaction or the leptonic decay of a W boson, neutrinos can produce a detectable
charged lepton, although the detection signature differs depending on the charged lepton’s flavor. Focusing
on dense detection media like ice or water, the three flavors of charged leptons’ detection signatures are as
follows. High energy electrons and positrons immediately interact with the detection media to initiate an
electromagnetic cascade where charged leptons and high energy photons are alternately produced by one
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Figure 2.5: Neutrino interaction cross sections. Charged current (CC), neutral current (NC), and
Glashow resonance (GR) cross sections are shown as a function of neutrino energy. The CC and NC cross
sections come from [77], while the GR cross sections are computed using the forms in [78] and corrected for
the Doppler shift of electrons in the molecular orbitals of water [76].
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Figure 2.6: The production of an on-shell W + boson through the combination of an anti-electron neutrino
and electron. This resonant process occurs at neutrino energies around 6.3 PeV.
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another. This electromagnetic cascade develops over ∼ 10 radiation lengths (about ∼ 5 m in total) at 10 TeV
with a lateral extension of ∼ 20 cm (twice the Molière radius), expanding within the dense detection medium,
and has an extreme directional bias because of the momentum of the first charged lepton.
Muons from high energy neutrino interactions do not interact as readily as electrons and positrons due to
their larger mass. Instead, muons can travel several kilometers in dense media before losing enough energy to
quickly decay. Along their entire path length, muons lose energy by interacting with the detection medium.
These “energy loss” interactions include ionization, electron-positron pair production, bremsstrahlung, and
photo-nuclear interactions. Although these processes are highly stochastic, the average energy loss of muons
approximately follows −dE/dx = a + bE where a is determined by the ionization energy losses and b is
defined by the other processes. In general, a and b are both functions of muon energy E, but this linear
approximation where a and b are constant holds locally as both are slowly varying as a function of E. For
muon energies above 1 TeV, the so-called “radiative” term bE dominates the average energy losses. Figure 2.7
shows the energy loss rate for the different processes. Once the radiative losses have taken over above ∼ 1 TeV,
the losses grow exponentially with energy.
The strong dependence of the energy loss rate on muon energy means that the energy lost while traversing
the detector can be used to estimate a muon’s energy. For simple observables like the total energy lost over
1 km the stochastic energy losses introduce large variations between muons of the same energy, reducing
their power as a proxy for the muon energy. Figure 2.8 shows the energy of muons lost within 1 km of ice; a
distribution with very long tails. In practice the muon energy can currently be determined to within a factor
of 2, however improved techniques that take advantage of more detailed information may achieve a resolution
as small as 10 % in the future.
Taus produced through a CC interaction, or the leptonic decay of a W boson are also detectable. The
short decay length of a tau, 50 m/PeV, means it is likely to decay very close to the neutrino interaction vertex.
Taus decay hadronically to produce a hadronic shower with a branching ratio of 64.79 %. The tau’s leptonic
decay modes are decay to a charged lepton and corresponding neutrino of either electron or muon flavor. In
the electron case, an electromagnetic shower results; whereas a far traveling muon is produced in the muon
case. For taus produced via the decay of a W boson, the event is indistinguishable from taus produces via
CC and NC interactions other than by the resonance energy at which this process occurs. Although a tau
may traverse tens of meters, which is detectable by IceCube, the energy losses are still negligible over these
distances.
From the wide variety of methods for detecting charged particles, water Cherenkov detectors are most
common for detecting neutrinos in this high-energy regime above 1 TeV. Water Cherenkov detectors have the
advantage that their detection medium is both abundant and inexpensive, a major motivator in the design of
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Figure 2.7: Muon Energy Losses The muon energy loss rate computed for water is plotted as a function of
the muon energy for the five different loss processes. This figure is reproduced here from [79]. Radiative energy
losses dominate above ∼ 1 TeV. Although it is a smaller contribution to the energy losses, photo-nuclear
interactions are the main source of uncertainty above ∼ 1 TeV.
IceCube. Cherenkov radiation results from charged particles propagating through a dielectric medium faster
than the phase velocity of light. As charged particles pass through the dielectric material, the ionization of
the medium induces the emission of light. For particles faster than the phase velocity of emitted light, the
emission forms a conical coherent wave front at a well-defined angle to the particle’s path.
These detectors use Cherenkov radiation to detect particles, but the high-energy secondary charged
leptons themselves contribute only a small fraction of the Cherenkov photons. The tertiary particle showers
produce most of the Cherenkov photons that these leptons give rise to when they lose energy in the detection
medium. This increased light-yield allows detectors to be sparsely instrumented while maintaining detection
efficiency and reconstruction quality.
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Figure 2.8: Muon energy loss in 1 km of ice. Muons are propagated through 1 km of ice, and their lost
energy recorded. For each initial muon energy, the MAP and 90 % HPD region are plotted here. There is
a strong correlation between the initial energy and energy lost. However, the distribution has very long
tails, making a precise determination of the muon energy based on this observable impossible. Below a few
hundred GeV muons lose all of their energy within 1 km of ice, narrowing the distribution of ∆E.
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Figure 2.9: Cherenkov radiation. This diagram shows the photon wavefronts as a charged particle moves
through a dielectric medium. On the left for β < 1/n and on the right for β ≥ 1/n. The Cherenkov angle θc
is shown on the right and describes a ray perpendicular to the coherent wavefront. In the Antarctic ice the
Cherenkov angle θc = 40.72°.
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Water Cherenkov detectors often make use of photo-multiplier-tubes (PMTs) to detect Cherenkov photons.
PMTs have a thin photo-cathode held at a high-voltage differential with respect to an anode; this allows the
production and acceleration of a photo-electron when photons pass through the photo-cathode. Accelerated
photo-electrons hurtle towards an amplification stage composed of many dynodes, each held at a large voltage
difference to the adjacent dynodes. This setup allows a single photo-electron to produce many secondary
electrons upon interaction with a dynode, starting an exponential cascade of electrons across the dynode
stages. The resulting cascade of electrons is amplified with respect to the original signal enough to be detected
electronically as a voltage change. In this way, PMTs can be sensitive to single photons, provided one can
reach the photo-cathode and produce a photo-electron.
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Chapter 3

The IceCube South Pole Neutrino Observatory

3.1

The IceCube detector

IceCube is a gigaton-scale Cherenkov detector embedded in the Antarctic ice [80] at the geographical South
Pole [81]. The detector consists of photo-multiplier tubes (PMTs) and digitization electronics contained within
glass pressure housings; this single unit of the detector is referred to as a “Digital Optical Module” (DOM) [82].
The basic operation of the IceCube PMTs remains the same as in other experiments, but special care has
been taken to design the DOMs to support their operation in the extreme environment of the Antarctic
ice-sheet. The PMT and associated electronics are held inside the DOM’s glass pressure housing, designed
to withstand a sustained 250 bar and up to 690 bar temporarily. A mu-metal cage surrounds the PMT to
reduce the ambient magnetic field’s effect on the PMT. Without this shielding, we would expect 5 − 10 %
lower collection efficiency, poorer charge resolution, and gain variations of up to 20 %. The “digitization” step
performed within the sensor modules was an essential advancement over IceCube’s predecessors, as all sensors
are located more than 1400 m below the glacier surface, preventing accurate analog readout of the detector
from the surface. The high voltage supply is also located within the DOM for similar reasons. Figure 3.1
shows a DOM and its components.
DOMs are arranged into vertical columns connected by cabling, called “strings.” Each string consists
of 60 DOMs spaced ∼ 17 m apart. There are 86 strings in total, 78 of which are configured as described
previously and arranged horizontally in a hexagonal grid with ∼ 125 m spacing. The remaining eight strings
comprise the DeepCore sub-array, which has DOMs arranged with smaller vertical and horizontal spacing
within a hexagonal cell of the main array, and has PMTs with higher quantum efficiency [83]. The DOMs
record discretized charge and timing information if a PMT readout voltage corresponding to at least 0.25
photo-electrons (PE) is observed. The discretized information is referred to as “hits”, where each hit has a
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Figure 3.1: IceCube Digital Optical Module. This figure is reproduced from [81].
recorded charge and time.
Although IceCube was designed and constructed before discovering astrophysical neutrinos, elements of
its design are optimized for their detection. Previous attempts to observe the astrophysical neutrino flux
proved elusive and suggested that a kilometer-scale detector would be necessary to observe the flux [84,
85, 13], and motivating IceCube’s scale. The spacing of strings is optimal for detecting events of several
TeV. The denser vertical spacing of DOMs provides improved zenith angle resolution so that down-going
background muons may be better identified. The detector’s timing resolution is at the nanosecond scale to
make reconstruction over hundreds of meters possible. Finally, DOMs face downwards to increase the amount
of detectable light from up-going neutrino events. Figure 3.2 shows the layout of IceCube from the side, with
each line indicating a string and the circles denoting each DOM.
In IceCube, neutrinos are detected by observing the Cherenkov light emitted by particles produced due
to the neutrino interacting with the ice or the bedrock below the detector. Neutrino neutral-current (NC)
interactions initiate a hadronic shower that appears as a “cascade”-like morphology in the detector, and an
out-going neutrino that is not observable. Here, “cascade”-like refers to highly localized energy deposition
and roughly spherical light emission. Charged-current (CC) interactions produce a hadronic shower at the
site of the neutrino interaction and an out-going charged lepton. When the CC interaction is triggered by an
electron neutrino (νe ), an electron (e) is produced, and its subsequent interaction starts an electromagnetic
shower. This interaction is observable as a cascade-like morphology, which is indistinguishable from a NC
cascade. Suppose the incident particle is instead a muon neutrino (νµ ). In that case, a muon (µ) is produced
in the interaction which, at the energies we are concerned with, will generally traverse several kilometers
and exit the kilometer-scale detection volume while depositing energy stochastically [72]. IceCube observes
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Figure 3.2: IceCube detector configuration. The 86 strings are shown as vertical lines, with each DOM
denoted by a small circle. Blue circles indicate IceTop water Cherenkov tanks at the top. The green region
highlights the DeepCore sub-array. Extending down to a depth 50 m is the firn layer, represented by the thin
white section at the top of the diagram. Below that is 1400 m of ice before the detector begins at a depth of
1450 m. The detector itself is ∼ 1 km in height, terminating at a depth of 2450 m. The bedrock begins at a
depth of ∼ 2820 m.
this muon as a “track”-like morphology, where “track”-like refers roughly to a long and narrow cylinder of
energy depositions and light emission pointed in the same direction. Finally, if the interaction is due to
a tau-neutrino (ντ ) the initial hadronic interaction is accompanied by an out-going τ , which subsequently
decays with a mean decay length of ∼ 50 m/PeV. When the initial interaction and subsequent decay of the τ
can be distinguished, such events are classified as “double cascades” [86, 87]. The morphologies induced by a
tau-neutrino interaction are often trackless, but the τ leptonic decay to ντ µν̄µ is not negligible (∼ 17 % [88])
and in this case, a track can also be observed. By distinguishing between these three “morphologies” (cascades,
tracks, and double-cascades), IceCube is sensitive to the neutrino flux’s flavor composition.
Astrophysical neutrinos are expected to arrive in roughly equal amounts of the three neutrino flavors [89,
90, 23, 91, 92, 93], be distributed isotropically across the sky, and dominate the observed neutrino flux above
∼ 100 TeV [58]. At energies above ∼ 100 TeV IceCube has obtained results consistent with this expectation
so far [94, 95, 96, 97, 98].
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3.2

Detector systematic uncertainties

To imagine the possible systematic uncertainties for an analysis it is helpful to consider the chain of events
that leads to our observations. As this section is concerned with detector systematic uncertainties, we start
immediately after the neutrino interaction as charged particles produce Cherenkov photons. Once a photon is
produced, it propagates through the ice, influenced by the varying optical properties. A photon will undergo
many scatterings and may potentially be absorbed before reaching an optical module. Near the optical
modules, the ice properties are entirely altered by the melting and refreezing that occurred during drilling
and deployment. After passing through this local ice, which may involve additional scatterings, a photon
may reach the PMT surface or be obstructed by many other components. From any incident photons, the
PMT itself facilitates photo-electrons’ production with a quantum efficiency of ∼ 25 %. After producing a
photo-electron, the signal is amplified with a gain of 107 before delay and digitization of the signal through a
variety of channels.
The behavior of the entire process after producing a photo-electron is well understood to the degree that it
does not significantly affect high-energy measurements that rely on many observed photo-electrons. Section 4.2
discusses one of the last modifications to the calibration of processes after photo-electron production that
may affect high-energy analyses.
Before the production of photo-electrons, there remain many possible systematic uncertainties in the
photon propagation and detection. These systematic uncertainties can be organized as arising from either
incomplete knowledge of the ice properties or other details of the detector that affect the response. Ice
properties are separated into global ice effects that were present before deployment – such as anisotropy,
scattering length, layering of dust concentration, absorption of photons in the bulk ice, and depth dependence
of these properties – and local ice properties that were introduced during deployment, i.e. effects of the
refrozen ice surrounding the DOMs [99].
Below, we examine these systematics’ effect on the observables described in Chapter 5 after the event
selection in Section 4.1 is applied.
As far as local effects go, the air bubbles introduced in the drilling process and concentrated in the
center of the hole during refreezing increase the scattering of light, particularly in the vertical direction [81].
Some additional effects may be present due to the relative orientation of the module, hole-ice, and cable.
Uncertainties in the optical module light acceptance and local ice effects can be modeled with three parameters
• DOM efficiency (DOM ),
• head-on efficiency (head-on ), and
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• lateral efficiency (lateral ).
The first parameter is an overall change in the efficiency of all the DOMs in the detector, with respect to
the individual baseline of each DOM, and encapsulates many potential systematic effects. The last two
parameters are part of a parameterization of the efficiency’s angular dependence, which depends most strongly
on local effects [81, 100, 101]. In this parameterization the relative efficiency is
A(η) = 0.34(1 + 1.5η 3 /2) + lateral η(η 2 − 1)3 + head-on e10(η−1.2) ,

(3.1)

where η is the photon angle of incidence with respect to the photo-multiplier tube; see [81, 100, 101] for a
detailed discussion of this parameterization. The head-on parameter modifies the photon efficiency in the
vertical direction, while the lateral parameter modifies the lateral direction’s efficiency. Of these three
parameters, only DOM and head-on have a significant effect on the observable distributions in this analysis, and
so lateral is fixed to a nominal value obtained from calibration data in the simulation used for this analysis.
Dedicated simulations are run for different values of relative DOM to incorporate uncertainties that stem from
these parameters into the analysis. From these simulations interpolating b-splines are constructed with
PHOTOSPLINE [102, 103] to describe the ratio between expected event distributions. Then, for each simulation,
we construct two-dimensional histograms in the observed quantities for each neutrino flux – i.e. conventional,
prompt, and astrophysical – and for each expected morphology – i.e. cascade, track, and double cascade.
It is apparent from these observable distributions that DOM primarily changes the overall normalization of
the event rates. We then smooth these histograms by constructing a spline using PHOTOSPLINE [102, 103],
resulting in a set of interpolating b-splines, one for each DOM . Finally, we linearly interpolate between the
splines in the DOM dimension. This systematic correction is applied multiplicatively to the expectation of
the sample. Fig. 3.3 shows the change in event rate, with respect to the analysis nominal simulation, in
the deposited energy and zenith distributions when shifting the DOM by one sigma (the prior width). This
parameter’s primary effect is to increase or decrease the rate in the sample, having minor deposited energy
and zenith dependence. Thus, this systematic parameter has the largest impact on the absolute normalization
of the reported fluxes.
A similar procedure is performed to include the effect of changing the head-on efficiency. Again, a
dedicated simulation is run for several values of head-on to compute the systematic correction, in this case: -3,
-1, 0, and 1; where 0 corresponds to the nominal value [80]. This correction is applied multiplicatively to the
expectation resulting in the distributions in Fig. 3.4, where this parameter is varied within one standard
deviation. The head-on parameter primarily modifies the relative rate of observed up-going and down-going
events.
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Figure 3.3: Effect of changing the DOM efficiency on the sample. These figures show the change
relative to the nominal detector efficiency. Left and center panels show this ratio as a function of the deposited
energy and the cosine of the zenith angle for decreasing and increasing the efficiency by one sigma, respectively.
The color scale is proportional to the change, and less saturated colors correspond to lesser change. The
rightmost panel shows the ratio of energy distributions, when decreasing and increasing the efficiency, as dark
and light lines as a function of the deposited energy. In these three panels all morphologies are considered.
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Figure 3.4: Effect of changing the hole ice on the sample. The layout and colors have the same
meaning as in Fig. 3.3, and show the effect of decreasing and increasing the hole ice forward efficiency. Since
this effect predominantly affects the angular distribution, the rightmost panel shows the ratio to nominal as
a function of the cosine of the zenith angle. In these three panels all morphologies are considered.
The global properties of the ice are taken into account in different ways for different effects. The scattering
and absorption of photons in the ice is azimuthally anisotropic because of the ice flow [80]. This azimuthal
anisotropy is modeled as the effect is described in [104], although newer modeling of the anisotropy through
the birefringent properties of ice [105] will supersede this in the future and is expected to produce some
changes to the reconstructed event directions. For the double cascade morphology, changes to the scattering
and absorption lengths can alter the event’s apparent length because changes to scattering can alter the
arrival time of photons with respect to the axis connecting the two cascades. Therefore, this effect can bias
the double cascade length reconstruction if the orientation of the anisotropy axis and the strength of the
anisotropy are not well modeled. Calibration measurements well constrain the anisotropy axis, however, the
strength of this effect is more uncertain. Uncertainties of this effect are incorporated by parameterizing the
bias in the length reconstruction with an analytic function. This parameterization is given by the piece-wise
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function
∆l(θz , φ, as ) = as · ∆l(θz , φ, as = 1)



∆l(θz , φ, as = 1) = b1 cos4 (θz − π/2) + b2 − a1 cos4 (θz − π/2) + a2


 1
if sin (2 (φ − φ0 )) < 0
· sin (2 (φ − φ0 )) ·
,

 1
if
sin
(2
(φ
−
φ
))
>
0
0
2

(3.2)

where φ0 is the angle of the anisotropy axis, a1 and a2 are amplitudes, and b1 and b2 are offsets. The
parameterization is chosen based on the sinusoidal behavior of the bias as a function of the azimuth. The
conditional term defines two regions in line with the sinusoid, where the bias is positive in one and negative
in the other. The bias strength in these two regions is off by a factor of 2, giving rise to the terms in the
conditional. Both the amplitude and the average bias vary with the zenith angle approximately as cos4 . The
amplitude and offset terms define the bias at two extremes where the axis is entirely aligned or misaligned
with the azimuthal plane. Parameters a1 , a2 , b1 , b2 are determined by a fit to simulation after performing
reconstructions with variable anisotropy strength assumed by the reconstruction algorithm. Different values
of these parameters are determined for each class of interaction. Implicitly this treatment assumes that
the bias effect is linear with the anisotropy scale and that swapping the anisotropy scale of simulation and
reconstruction produces the inverse of the length bias.
Although we have obtained an analytic parameterization of the observable bias, this cannot be used
directly in our analysis without violating the statistical model’s assumptions, as events would move from
bin to bin. The effect of this bias on the distribution of event observables is instead parameterized with
splines in the same way as the previously mentioned ice and detector systematics, using discrete values of
the anisotropy scale. The result of applying this change in anisotropy to this sample is shown in appendix
Fig. 3.5. Other observables used in this analysis are not strongly affected by this systematic uncertainty, so
the effect is neglected.
The bulk ice scattering and absorption uncertainty is sub-leading, and the impact is evaluated by repeating
the analysis with three different ice variants. The three ice variants used are a 10 % increase in overall light
scattering, a 10 % increase in overall light absorption, and a simultaneous 7.5 % reduction of both absorption
and scattering. We found that the inclusion of the effects of bulk ice scattering, bulk ice absorption, and the
discrete atmospheric flux choices previously mentioned in Section 6.2 increases the reported uncertainty of
the astrophysical parameters by at most 20 % with respect to errors computed without these effects. For this
reason, these effects are not included in the analysis or reflected in the reported errors of model parameters.
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Figure 3.5: Effect of changing ice anisotropy on length distribution in the sample. The layout
and colors have the same meaning as in Fig. 3.3, and show the change relative to the baseline to ice model
anisotropy. The rightmost panel shows the ratio of length distributions when decreasing and increasing
the anisotropy, as dark and light lines as a function of the reconstructed length. In these three panels all
morphologies are considered.
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Chapter 4

Searching for astrophysical neutrinos: High
energy starting events

4.1

Event selection

The high-energy starting-event (HESE) sample was originally developed as a part of the work that discovered
the astrophysical neutrino flux [59] and remains unchanged in this analysis. It aims to isolate astrophysical
neutrinos by reducing the background of not only atmospheric muons but also atmospheric neutrinos. In
order to do so, the outer parts of the detector are used as a veto layer, which aims to select only events with
a contained interaction vertex, here referred to as “starting events”.
The fiducial volume approximately excludes the top-most 90 m of the detector, 90 m from the outer layer
of DOMs on the detector sides, the bottom-most 10 m of DOMs, and a 60 m thick horizontal layer directly
below the region of ice with the largest dust content. The veto then consists of the DOMs excluded from
the fiducial volume. Figure 4.1 shows a schematic of the veto. The veto’s top and side regions are thick to
increase the probability that atmospheric muons are caught entering the detector. The bottom region is
thinner, as there is no up-going background from atmospheric muons and exists only to make the response of
the selection to neutrinos uniform in angle. The horizontal region below the dust layer serves to veto muons
entering the detector from the side within the dust layer.
We first define the approximate trigger time (t0 ) and vertex position (~x0 ). The event trigger time is
defined as when the integrated charge deposition in the detector reaches 250 PE, excluding the DOMs in
DeepCore, and considering only charges with hard-local-coincidence (HLC) triggers [106, 82, 81]. On each
DOM, at least one “hit” is recorded if the module detects a voltage corresponding to at least 0.25 PE. HLC
triggered hits are DOM hits that are in coincidence (±1 µs) with another hit on the four closest DOMs of
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Figure 4.1: HESE veto. Diagram of the IceCube detector with the veto DOMs indicated. Top panel: an
overhead view of the IceCube detector. Positions of strings with only veto DOMs are shown in red, while
those with at least one non-veto DOM are shown in blue. Bottom panel: a side view of the IceCube detector
strings and DOMs. Veto DOMs are indicated with red circles and non-veto DOMs with blue circles. Strings
in front of or behind the region without veto-DOMs are semi-transparent.
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Figure 4.2: Veto charge vs. total charge. The color scale shows the event density with respect to the
veto charge, prior to the veto cuts and charge cuts, where darker color implies higher event density and
lighter implies lower event density. The vertical axis is the total charge, in photo-electrons, deposited in
the detector, while the horizontal axis is the veto charge as defined in Section 4.1. The horizontal axis is
plotted in linear-scale from 0 − 3 PE and in log-scale from 3 PE upwards. The high-charge population of
low-veto-charge events (between 0 and 3 PE) can be clearly seen against the background of higher-veto-charge
events. The vertical dashed line indicates the cut on total charge of events at 6000 PE, and the horizontal
dashed-dotted line indicates the cut on veto charge of events at 3 PE
the same string. Choosing only HLC triggered hits reduces the noise, and excluding DeepCore makes the
detector response more uniform. To further prevent random noise adding to the threshold over long time
periods, a three-microsecond time window is considered when computing the event start time. This time
window encompasses the time a high-energy muon takes to traverse the detector. The event’s interaction
vertex is approximated by the charge-averaged position of the event’s first 250 PE from HLC hits. To reduce
the background of muons entering from outside the detector, we select only events with three PEs or less
from veto hits and with veto hits on fewer than three DOMs. A veto hit with time t1 and position ~x1 is
defined as an HLC triggered hit that meets the conditions summarized in Table 4.1a. As the first condition,
the hit must be on a DOM within the veto region. Hits are required to arrive before t0 + 50 ns to select only
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hits from light originating outside the fiducial volume. This cut is sufficient as the minimum distance from
the fiducial volume to a veto DOM is 17 m. The time of veto hits is required to be within 3 µs of the trigger
time to reduce the contribution of noise. Finally, to select only hits that may be related to the event vertex,
veto hits are required to be on DOMs within 3 µs · c (∼ 899 m) of the event vertex position. The 3 PE veto
cut removes atmospheric events that are likely to deposit charge in the veto region but is not efficient at
removing lower energy atmospheric events. The distribution of data events with respect to the veto charge
and total charge is shown in Fig. 4.2. Atmospheric muon events comprise the bulk of the distribution above a
veto charge of 3 PE, whereas, below this threshold, the distribution is dominated by a population of neutrinos
at higher total charge. In the Northern sky, both atmospheric and astrophysical neutrinos can contribute
significantly to this low-veto-charge population. However, in the Southern sky, atmospheric neutrinos are
accompanied by muons from the same air-shower, whereas astrophysical neutrinos are not. Thus, in the
Southern sky, we expect astrophysical neutrinos to be the dominant component in this population.
The veto allows astrophysical neutrino events in the Southern sky to be separated from the vast majority
of atmospheric muons and from a portion of atmospheric neutrinos in a manner that provides some advantages
with respect to non-veto methods [64, 107]. The physical separation of the veto and non-veto regions allows us
to separately characterize the veto’s response to incoming atmospheric muons independently of the non-veto
portions of the detector. This characterization is a key ingredient in calculating the event selection response
to atmospheric neutrino events with accompanying muons. Atmospheric events with accompanying muons
are modeled as lone neutrinos that have an additional suppression effect. This calculation of this suppression
is discussed at length in Section 6.1.2, and subverts the need for more expensive air-shower simulations.
Improved background rejection can also be achieved through other methods [64], but without the same
physical separation. The clear separation of the detector into fiducial volume and veto region also allows for a
specific type of muon background estimation. A data-driven estimate of the atmospheric muon background is
obtained using the outermost layer to identify muons, and performing the event selection in a reduced volume.
Chapter 6 describes this method in more detail. The event selection effective area is also approximately
isotropic for astrophysical neutrinos (without accounting for absorption in the Earth), but the background has
a highly zenith-dependent acceptance. This property enables up/down asymmetry tests of the astrophysical
flux in data that can be performed without detailed knowledge of the detector response. Although it is
possible to design more sensitive event selections, these sanity checks are robust against certain classes of
unknown systematic effects and have provided the community with confidence in the original discovery of
astrophysical neutrinos with this sample.
To minimize the number of atmospheric events in the selection, we select only events with at least
6000 PE deposited in the detector. This charge cut removes background events with downward fluctuations
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Veto-hit conditions

Parameter

1)
2)
3)
4)

Event start time (t0 ) charge threshold
Maximum veto charge
Maximum DOMs with veto hits
Minimum total charge
Trigger time window

Hit on DOM within veto region
t1 ≤ t0 + 50 ns
t1 ≥ t0 − 3 µs
|~x0 − ~x1 | ≤ 3 µs · c
(a) Veto-hit conditions.

Value
250 PE
3.0 PE
2
6000 PE
3 µs

(b) HESE cuts and definitions.

Table 4.1: HESE cuts and veto hit definitions. This table contains the criteria a hit must satisfy to
be considered a veto hit (left) and the definitions of cut values and related quantities (right). Here, t0 is
the approximate trigger time (when 250 PE have accumulated) and ~x0 is the approximate vertex position
(the charge average position of the first 250 PE). The DOM position and hit time are given by ~x1 and t1 ,
respectively. Only events with 6000 PE or more in total charge are considered as part of the sample. Veto
hits must be on DOMs within the veto region. Only hits that are at most 3 µs before the trigger time and
less than 50 ns after the trigger time are considered for the veto. Hits that are outside a ∼ 899 m radius from
the approximate vertex position are also excluded from the veto. If the veto hits constitute more than three
photo-electrons or are distributed over more than two DOMs, the event is rejected from the sample.
in muon stochastic energy losses, keeping only events guaranteed to be high energy. A charge cut is preferred
over a reconstructed energy cut as it is more closely related to the observed event light yield and thus is
a more robust estimator of expected veto charge and is less reliant on simulation details. This cut was
determined using burn-sample data, equivalent to 10 % of two years of detector operation, by requiring
that no identified muons pass the charge cut. For the isotropic flux analyses in Section 8.1 a reconstructed
deposited energy cut is placed at 60 TeV to reduce muon contamination further and limit the impact of
normalization uncertainties and unknown shape uncertainties for this background component. As shown in
Section 6, the muon component does not significantly contribute to the sample above 60 TeV. This 60 TeV
cut is not imposed for the source search analyses in Section A.1 as they have a conservative analysis design
that uses scrambled data to model the background test-statistic distribution.
Table 4.1b summarizes the event selection criteria; these are limited to cuts on the total charge, veto charge,
and veto hit multiplicity. Combining these cuts and the definition of the approximate event interaction vertex
fully specifies the event selection. Figure 4.3 shows the effective area of the sample for astrophysical neutrinos
of three flavors, averaged between neutrinos and antineutrinos. A data taking period of approximately seven
and a half years is used for this analysis. The chosen data taking period corresponds to a detector livetime
of approximately 2635 days once offline periods are accounted for. Table 4.2 summarizes the number of
observed events that pass the selection using reconstructed quantities described in 5. A total of 102 events
were observed. Of these events, 60 have deposited energies above 60 TeV: 41 cascades, 17 tracks, and 2 double
cascades. Even though the event selection has not changed with respect to previously reported results [59,
60, 61, 62] the event properties and the selected events themselves have changed due to a re-calibration of
the single photo-electron (SPE) charge distributions of each digitizer in the detector. This re-calibration is
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described in more detail in Section 4.2. This re-calibration’s net effect is a decrease in the total observed
charge of ∼ 4 % on average. This results in some events dropping below the total charge cut, which was not
changed in a corresponding manner. Eight events were dropped from the sample because of this re-calibration.
Seven events were removed because their total charge is now less than 6000 PE, with event numbers: 5, 6,
42, 53, 63, 69, and 73. Of these, only three – one cascade and two tracks – have deposited energy above
60 TeV where the astrophysical component measurements are performed. Removal of the events that failed
the charge cut was not entirely necessary but is more an artifact of the unblinding procedure since we did
not consider correspondingly shifting the charge cut. An additional track event, event 61, was also removed
as it now fails the veto criterion: the time to accumulate 250 PE increased, changing the vertex position,
and allowing more hits to meet the veto hit criteria. Finally, a ninth event, event 62, is not included in the
sample due to a loss of low-level data required for the re-calibration.
Of the two double cascades above 60 TeV, one has a high probability of originating from a ντ interaction [108], while for the other event the ντ origin is simply favored with respect to a νe or νµ origin. Below
60 TeV flavor discrimination is generally poorer, but in particular, the identification of tau neutrinos is no
longer robust. In this lower energy region, we reconstruct 41 cascades, 10 tracks, and 2 double cascades.
Although it is tempting to apply the same degree of interest to all double cascade events, the two below
60 TeV are in a region of reconstructed parameter space with higher contamination from other neutrino
flavors and larger background uncertainties. These events are likely neutrinos as indicated by their up-going
direction, and have a similar likelihood of astrophysical or atmospheric origin as their flavor is unknown and
energy is lower.
Category

E < 60 TeV

E > 60 TeV

Total

Total Events

42

60

102

Up
Down

19
23

21
39

40
62

Cascade
Track
Double Cascade

30
10
2

41
17
2

71
27
4

Table 4.2: Observed events by category. The left-most column indicates the event category, which may
correspond to a particular choice of morphology or direction. The right-most column shows the total number
of data events observed in a given category. Intermediate columns split events into those with less than or
greater than 60 TeV reconstructed deposited energy.

30

103

νe + ν̄e
νµ + ν̄µ
ντ + ν̄τ

Effective Area [m2]

102
101
100
10−1
10−2
10−3
10−4

104

105
106
Neutrino Energy [GeV]

107

Figure 4.3: All-sky energy dependent astrophysical neutrino effective area. The direction averaged
effective area for the three neutrino flavors is shown as a function of the neutrino energy incident to Earth.
This effective area takes into account the effects of absorption in the Earth. This effective area can be
multiplied by the all-sky astrophysical neutrino flux to obtain the expected number of astrophysical neutrinos.
On the other hand, to obtain the expected number of atmospheric events, the atmospheric passing fraction
must be included in the calculation of the effective area.

4.2

Single photo-electron charge distribution calibration

Each of IceCube’s digital optical modules uses a discriminator circuit to trigger on the PMT voltage level
and a selection of digitizers with different time windows, digitization rates, and dynamic range to record
the PMT output after a trigger. To perform accurate physics measurements, we must convert the digitized
waveforms into deposited charge time stamps. This conversion is achieved with in situ measurements of
various calibration constants for each DOM. The voltage and timing calibration is described in detail by [81].
The PMTs in the DOMs operate at a gain of 107 . In the PMT operation that results in this gain, the process
of producing knock-off electrons is highly stochastic, meaning that a single photo-electron can give rise to a
broad distribution of charges at the final stage with a FWHM of 0.75 times the mode and a positive tail
extending up to 5 times the mode. The PMT gain as a function of high voltage is calibrated using the
response to background “dark-noise” photons to achieve the target gain of 107 . For single photo-electrons
(SPEs), the charge before amplification e is known. By integrating the voltage samples (as a function of time,
and dividing by the load resistance) of many single photo-electron waveforms, a histogram of response charges
is formed for each high voltage setting. The histogram of response charges above a particular charge is fit
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with the sum of an exponential and Gaussian distribution. The Gaussian component peak (SPE peak) is used
to set the PMT high voltage such that the gain at this point in the distribution is 107 . The discriminator
threshold is then set to be 0.25 times the voltage corresponding to the Gaussian peak. This calibration
procedure is repeated at the start of each IceCube season. The stability of the DOM operating conditions
makes this calibration frequency sufficient.
After the digitizer readout and gain of the PMT have been calibrated, the interpretation of the digitized
waveform readout as deposited-charge then relies on the calibration of the single photo-electron charge
distribution (SPE curve). Previous IceCube analyses used the same sum of exponential and Gaussian
distributions that were fit during the calibration procedure to interpret the readout waveforms. However,
in 2015 further investigation revealed that a more accurate procedure than that used for initial calibration
resulted in SPE peaks that were, on average, 4.3 % higher than expected. This realization prompted a
detector wide re-calibration effort for all IceCube data seasons, internally referred to as “Pass2.” The offset in
the initial calibration procedure is in part due to contamination from multi-photo-electron pulses and failures
of the fitting procedure to match the data well. The Pass2 re-calibration procedure uses raw waveform
information collected via an unbiased random filter designed to capture detector noise and background muon
events. Like the calibration procedure, the integrated charges from each digitizer are first deconvolved from
electronics effects and then binned so that a function can be fit to the distribution. Depending on the
available information and fit quality, an exponential plus Gaussian distribution or the sum of an exponential
and two Gaussian distributions is fit to each histogram above the 5th percentile of the data. This procedure
is performed on a per-season basis for each digitizer on every DOM. Once the new SPE curves have been
obtained, the data is reinterpreted accordingly and processed with the filters used for the 2017 data taking
season to provide a uniform set of filters for all the re-processed years of data.
The changes introduced by the new filters are small for most IceCube analyses. However, the re-calibration
of the SPE curves has resulted in a change to inferred deposited charge, and therefore energy, of approximately
−4 % on average. This systematic bias was partially accounted for in other IceCube analyses that consider
the uncertainty in the absolute photon efficiency of the DOMs. This analysis and others forthcoming use the
new Pass2 calibration to obtain more accurate estimations of the deposited charge and energy of events in
the detector. Notably, in this analysis, the reconstructed deposited energy has changed compared to previous
analyses of this sample due to the charge re-calibration. As the selection uses cuts on the charge of events
which have not been altered, some events have been removed from the sample after re-calibration. Further
calibration efforts of the DOM response are ongoing and have since yielded more accurate measurements that
will be used in future analyses [109].
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Chapter 5

Event reconstruction and simulation
Reconstruction of the neutrino events involves determining the interaction vertex, the incident direction, and
the energy depositions – positions and magnitudes – in the detector. The interaction vertex determined
as discussed in Section 4.1 is used only in the event selection, while the more sophisticated reconstructions
described in this section introduce the interaction vertex as a free parameter. We separately consider
hypotheses formed according to the three morphologies: track, cascade, and double cascade. For each of these
hypotheses, we determine the expected light arrival time distribution on all DOMs given an event hypothesis
and maximize the likelihood of these light distributions given the data with respect to the direction, vertex,
and energy depositions. This process is described in sections 6 and 8.2 of [110].
To incorporate information about neutrino flavor, we assign each event a reconstructed morphology
according to the classification algorithm described in [111, 108]. This algorithm can be broken into five
distinct steps.
1. A series of quality cuts are made on the double cascade reconstruction output, namely, the double
cascade reconstruction must not fail, and the opening angle between the track and double cascade
reconstructions must be less than or equal to 30°.
2. If the quality cuts fail, the likelihood of the reconstructed cascade and track directions are compared to
assign the morphology as cascade or track.
3. If the quality cuts pass, events with reconstructed length L < 10 m are assigned the cascade morphology.
4. Remaining events with energy confinement EC < 0.99 are assigned the track morphology. To define the
energy confinement we first define the energy of each cascade within 40 m as E1,C and E2,C . Then the
confinement is given by EC = (E1,C + E2,C )/Etot , where Etot is the total reconstructed-energy of the
event.
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5. Remaining events with energy asymmetry −0.98 ≤ EA ≤ 0.3 are assigned the double cascade morphology,
and other remaining events are assigned the cascade morphology.
Here, the energy asymmetry is the ratio of the difference between the two double cascade reconstructed
energy depositions and the sum of the two energy depositions, EA = (E1 − E2 )/(E1 + E2 ), where E1 and E2
are the reconstructed energy of each cascade.
This method effectively separates “cascade-like” and “track-like” morphologies at high energies, but more
importantly, it produces a majority sample of tau neutrinos in the double cascade category above 60 TeV.
Despite this categorization method, there remain contributions from all flavors in all three morphological
categories, which are outlined in Table 5.1. The non-negligible rate of misidentification is not an issue for
inference, though, and the asymmetry in the contributions can be used to constrain the flavor composition
of the neutrino events. A more detailed analysis of the astrophysical neutrino flavor content is presented
in [108].
Morphology

Cascade

Track

Double Cascade

72.7 %

23.4 %

3.9 %

Cascade

Track

Double Cascade

νe
νµ
ντ

56.7 %
15.7 %
27.6 %

9.8 %
72.8 %
10.5 %

21.1 %
14.2 %
64.7 %

νe CC
νµ CC
ντ CC

51.9 %
8.7 %
23.6 %

8.8 %
71.6 %
9.8 %

18.2 %
10.9 %
62.9 %

ν CC
ν NC
ν GR

84.3 %
14.8 %
0.9 %

90.2 %
2.6 %
0.3 %

92.0 %
6.9 %
1.2 %

µ

0.0 %

6.9 %

0.0 %

Total
Morphology

Table 5.1: Expected events by category for best-fit parameters above 60 TeV. Each column specifies
the morphology of reconstructed events. Each row specifies a particle type, interaction type, or combination
thereof. The top table provides the percentage of events expected in each morphology with respect to the
total number of events. The bottom table provides the percentage of events in each category for a particular
morphology, where percentages are computed with respect to the total number of expected events of the
specified morphology. Here, CC stands for deep inelastic charged-current scattering, NC for its neutral-current
counterpart, and GR for Glashow resonance. The percentages have been rounded to one decimal point.
The magnitude of energy depositions can be reconstructed to ∼ 10 % accuracy if they are contained
within the detector [110]. In this sample, the median deposited energy resolution is ∼ 7.9 %, ∼ 11 %, and
∼ 7.8 % for cascades, tracks, and double cascades, respectively. Fig. 5.1 shows the median resolution of the
reconstructed electromagnetic-equivalent deposited energy as a function of the simulated true electromagnetic-
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equivalent deposited energy within the detector for the three reconstructed morphologies. Some reconstruction
uncertainty stems from hadronic cascades, as they have more variability in Cherenkov light yield than their
electromagnetic counterpart [110]. The deposited energy is correlated with the neutrino energy, which can
be used to constrain the neutrino energy spectrum. However, in neutral current interactions, the outgoing
neutrino can take away a large fraction of the initial energy making the deposited energy much smaller than
the neutrino energy. The left panel of Fig. 5.2 shows this correlation. The deposited energy is peaked close
to the neutrino energy and the long tails of the reconstructed distribution. To visualize this more clearly,
Fig. 5.3 shows the distribution of reconstructed deposited energy for slices in true neutrino energy, where the
selection truncates the tail of the distribution for lower neutrino energies. If we use the deposited energy as a
proxy for the neutrino energy, then we obtain a median neutrino energy resolution of ∼ 11 %, ∼ 30 %, and
∼ 18 % for reconstructed cascades, tracks, and double cascades respectively. We can compare these to the
resolutions of the deposited energy to see the impact of other effects. Cascades have additional uncertainty
that stems from the neutrino interactions’ kinematics and from differences in light yield for electromagnetic
and hadronic showers as IceCube is unable to differentiate between these types of showers. Tracks also suffer
from the same kinematics issues but lack complete information in νµ CC events where the resulting muon
exits the detector. Finally, double cascades have more uncertainty than cascades because of the additional
degrees of freedom in the reconstruction hypothesis associated with the production and decay of a tau.
The angular reconstruction is more straightforward by comparison, as the average angle between the
primary neutrino and secondary particles of the interaction is smaller than a quarter degree above 10 TeV.
This deviation is negligible compared to reconstruction uncertainties and is even smaller at the energy scale
we are concerned with. Cascades, tracks, and, double cascades in this sample have a median zenith resolution
of ∼ 6.3°, ∼ 1.5°, and ∼ 5.0° respectively. The analysis of the astrophysical flux in Section 8.1 does not use
the azimuthal directional information. Azimuthal resolution of the different event categories is larger than
the zenith resolution by 0.3 − 0.6° because the inter-DOM spacing is smaller along the vertical axis than
the horizontal. The track angular resolution in this sample is worse than the resolution in νµ dominated
samples [107] due to the non-negligible contamination from νe and ντ given in Table 5.1, the shorter length
of tracks that start within the detector, and the presence of an initial hadronic cascade for νµ CC events.
The large separation between the DOMs limits the angular resolution of cascades, a limited number of
unscattered photons that can be detected, and our modeling of photon propagation in ice [80, 81]. We can
explain the better angular resolution of tracks and double cascades by considering the longer path length
of the highly-boosted secondary lepton. The taus and muons travel farther in the detector, allowing better
reconstruction of their direction. To summarize the angular reconstruction’s behavior, the right panel of
Fig. 5.2 shows the distribution of reconstructed zenith angles as a function of the true neutrino zenith angle.
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Figure 5.1: Deposited energy resolution. Each line shows the median energy resolution for a reconstructed
morphology plotted as a function of the true deposited energy in the detector, with error bars indicating the
median’s statistical uncertainty. At these energies, cascade deposited energy uncertainty is affected by the
spatial extension of the showers not modeled by the reconstruction, whereas the stochasticity of the losses
dominates the uncertainty in track deposited energy.
The large smearing in this matrix arises from the cascades that dominate the data sample.
The reconstruction method used in this analysis has been changed compared to the previous iterations [59,
60, 61, 62] to enable better treatment of reconstruction uncertainties, which improves the accuracy of
the analysis. Previously, progressively narrower brute-force scans of the neutrino direction were used for
data. We now use a minimizer to determine the best-fit neutrino direction of data events, which offers a
significant computational speed improvement. Additionally, the morphology determination is now performed
algorithmically, whereas previous analyses performed morphology identification by hand. Although these
changes may worsen the reconstruction’s accuracy for individual events, they also make it feasible to run
the reconstruction and classification on simulation events. By using the same algorithmic procedure for
simulated events, we now account for reconstruction and classification uncertainties on an event-by-event
basis, as opposed to using average uncertainties. Finally, the third morphological category (double cascades)
is now included in the classification scheme instead of only tracks and cascades, which adds additional flavor
information to the fit.
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Figure 5.2: Distribution of expected reconstruction quantities as a function of true parameters.
Transfer matrices, evaluated using simulation weighted to the single power-law best-fit parameters, are shown
for all morphologies combined. The probability of a reconstructed deposited energy for a given neutrino
energy (left) and the probability of a reconstructed cosine of the zenith angle for a particular cosine of the
neutrino zenith angle (right) are shown. The matrices are column normalized. The asymmetry of the energy
transfer matrix (left) is due to energy conservation, preventing large over fluctuations in reconstructed energy,
and the wide range of visible energies possible for NC events which can lose large fractions of energy to the
outgoing neutrino.
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Figure 5.3: Deposited energy probability distributions. Probability distribution of reconstructed
deposited energies for slices of true neutrino energy for all morphologies weighted to the best-fit parameters.
The lowest energy bin in the legend does not contribute to the sample.
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Figure 5.4: HESE events observed in 7.5 years. Histogram of the observed events as a function of their
inferred deposited energy and cosine of the reconstructed zenith angle. The vertical dashed line indicates the
low-energy threshold of 60 TeV. Up-going events are in the lower portion of the plot towards cos(θz ) = −1.0,
while down-going events are in the upper portion towards cos(θz ) = 1.0. The deficit of up-going high-energy
events is due to the absorption of neutrinos in the Earth. The solid line indicates the contour of 50 %
probability for neutrinos to be absorbed in the Earth, below which the probability of absorption is higher.
The black dashed line indicates the contour of 50 % probability for atmospheric neutrinos to be rejected by
an accompanying muon, above which this rejection probability is higher. However, this contour’s left vertical
edge is an artifact of the simulation for this selection, as no simulated events are present to the left of this
line.
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Chapter 6

Estimation of backgrounds
In the search for astrophysical neutrinos, the predominant backgrounds are from atmospheric neutrinos and
atmospheric muons. Single atmospheric neutrinos can produce the same event signatures as astrophysical
neutrinos because they are not fundamentally different from astrophysical neutrinos. Atmospheric neutrinos
can only be distinguished from their astrophysical counterparts by examining the population properties or
the fact that muons produced in the same air shower can also simultaneously reach the detector. Muons
from cosmic ray air showers differ from neutrinos in their event signature as they always produce light while
entering the detector, while neutrinos can interact within the detector volume before any light is produced
near the edge of the detector. Muons can also only be observed up to a certain amount of overburden, beyond
which they will lose their energy and decay before reaching the detector. The up-going observation region
is then free from atmospheric muons. The task in this section is to model these backgrounds and estimate
the contribution of them in the final event selection. For atmospheric neutrinos, the initial flux is modeled
with existing calculations. However, the estimation of this background in the sample must also account for
the fraction of atmospheric neutrinos rejected because of muons present in the air shower. Section 6.1.1
details how the atmospheric neutrino flux is modeled, while Section 6.1.2 explores a new calculation of the
atmospheric neutrino passing fractions and explores the many factors that may affect this calculation, and
Section 6.1.2.5 applies this calculation to the HESE selection. The passing fraction calculation described in
this chapter was developed in collaboration with Carlos A. Argüelles, Sergio Palomares-Ruiz, Logan Wille,
and Tianlu Yuan [65]. Finally, Section 6.2 explores the contribution of lone muons to the sample.
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6.1
6.1.1

Neutrino background estimation
Neutrino fluxes

Atmospheric neutrinos are predominantly produced by the decay of pions and kaons, which we shall call the
“conventional” component. At energies above 1 TeV, the conventional component spectrum is softer than
the incident cosmic-ray spectrum by one unit in the spectral index due to the interactions of these mesons
in the atmosphere. The conventional neutrino flux is largest at the horizon, cos θz = 0 [112, 113, 114, 115]
because the larger path length in the thin atmosphere increases the proportion of pions that can decay before
interacting. To model the conventional neutrino flux, we use a parameterization of the Honda et al. 2006
flux calculation [114] given in [116] which at the highest energies uses the analytic parameterization of the
neutrino flux in [112]. This calculation is tuned to match observations of atmospheric muons, which remain
difficult to predict from first principles.
A sub-leading – yet unobserved – contribution due to charmed hadron decays is expected to be important
above ∼ 100 TeV [117]. Since the charmed hadrons decay promptly and do not interact in the atmosphere at
the energies relevant for this analysis, we call this the “prompt” component. Thus, the prompt component
has a spectral index close to the incident cosmic-ray spectrum at these energies. The prompt flux is also
constant with respect to the cosine of the zenith angle, as the short decay time of the charmed hadrons
removes the effect of different path lengths through the atmosphere. To model the prompt neutrino flux at
Earth’s surface, we use the flux computed in [117].
The angular and energy distribution of the initial atmospheric neutrino flux is modified with respect to
the flux at Earth’s surface because of the absorption of high-energy neutrinos in the Earth. We account for
this using a dedicated Monte Carlo, similar to the one described in [118], which simulates the propagation of
neutrinos in the Earth. In this Monte Carlo, we use the isoscalar neutrino cross sections given in [77] for the
neutrino-nucleon interactions and the Earth density model described in [119]. Neutrino-electron scattering
can be safely neglected except for resonant-W production [75], which we include. We ignore the uncertainties
on the Earth opacity as they are known to be sub-leading in this energy range [78, 77, 120].
Modeling the atmospheric neutrino flux with these two components does not account for the contribution
of Ks [121], which is ∼ 10 % at 100 TeV and well-within our uncertainties. In order to account for uncertainties
in the cosmic-ray flux [122] and hadronic interactions [123] we parameterize the atmospheric neutrino flux as

 −∆γCR
 −∆γCR
Eν
π
K
p Eν
φatm
=
Φ
φ
+
R
φ
+
Φ
φ
,
conv
prompt ν
K/π ν
ν
ν
E0c
E0p

(6.1)

p
where φπν , φK
ν , and φν are the conventional pion, kaon, and prompt atmospheric neutrino fluxes at a neutrino

energy Eν respectively.
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The parameters Φconv and Φprompt are normalizations for the conventional and prompt normalizations
respectively; RK/π allows us to modify the relative kaon to pion contributions; the ∆γCR parameter allows for
hardening or softening of the atmospheric neutrino component to account for uncertainties in the cosmic-ray
flux slope. These parameters are incorporated into the analysis as nuisance parameters with priors as
summarized in Table 7.1. This analysis refrains from directly using prior information from other IceCube
neutrino studies to provide results independent of other neutrino samples.
The conventional normalization prior is motivated by studies of the total uncertainty due to cosmic-ray
and high-energy hadronic processes [123]; it is chosen to be Gaussian for simplicity with an expectation
centered on the baseline flux model and appropriate variance. The standard deviation of the Gaussian prior
on the cosmic-ray slope parameter has been chosen to be 0.05 in order to accommodate values measured
at intermediate [124] and high [125, 126, 127] energies. The uncertainty on corrections to the ratios of
neutrinos-to-anti-neutrinos (2ν/ (ν + ν̄)atmo ) and kaon-pion yields (RK/π ) were estimated by comparing the
expectation of different atmospheric neutrino calculations, and a Gaussian prior width was chosen that
encompasses their predictions. Details regarding these corrections and the different atmospheric neutrino
flux calculations can be found in [128, 129]. Finally, the parameters E0c = 2020 GeV and E0p = 7887 GeV are
points of fixed differential flux for the conventional and prompt components.
This simple parameterization of the atmospheric neutrino flux and its uncertainties is chosen because
it models the primary systematic effects of physical uncertainties that are observable with this sample. Of
course, this neglects other physical uncertainties, such as those regarding the hadronic interactions in cosmic
ray air showers and the composition of the cosmic ray particles. These effects do not produce modifications
to the observations that can be statistically discerned with the amount of data available. Later it will be
shown that even the modeled systematic uncertainties have a small effect on astrophysical measurements
compared to the statistical uncertainties.
The above description models the flux of atmospheric neutrinos, but does not fully encapsulate the
detector response to atmospheric neutrinos. We have so far neglected the effect of accompanying muons on
the detector response. This is discussed at length in Section 6.2.

6.1.2

Atmospheric neutrino passing fractions

This discussion and study of atmospheric passing fractions are directly adapted from collaborative work with
Carlos A. Argüelles, Sergio Palomares-Ruiz, Logan Wille, and Tianlu Yuan [65]. Figures and equations are
reproduced from [65], and the text follows the same thread of discussion.
As noted in [130], muons produced in the same air-shower may trigger the detector veto in coincidence
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with the neutrino interaction. Dedicated simulations of cosmic ray air showers where neutrino interactions
are forced can provide observational predictions for the distribution of these combined muon+neutrino events.
However, available simulation techniques to create these estimates remain prohibitively expensive for the
desired accuracy. Instead, we look to model this effect by computing an average efficiency with respect to the
case where no muons reach the detector. To account for this when weighting the neutrino-only simulation,
each atmospheric neutrino flux component, i, is multiplied by an efficiency. This efficiency is referred to as
i,α
the “atmospheric neutrino passing fraction”, and denoted by Ppassing
, for each neutrino flavor α.

The passing fraction depends on air shower development details, which includes modeling of the hadronic
interaction and the energy losses of muons in the material between the shower and the detector. Air-shower
properties are averaged over in this calculation, but the passing fraction is still a probability that is conditional
on the neutrino properties. Of particular interest are the passing fraction’s potential systematic dependencies,
which include the cosmic ray spectrum and composition, the hadronic interaction model, muon energy losses,
and the atmospheric density model. The passing fraction calculation is designed so that these systematic
dependencies may be changed between different alternatives. Additionally, the detector response enters only
in one place in the formalism as a probability of muon rejection. This fact allows for simple variation of
the detector response modeling in a generic way. A framework was developed to perform this calculation
that leverages the Matrix Cascade Equation (MCEq) package in key portions of the calculation. Validation
of the computed passing fractions is performed against detailed air shower simulations with COsmic Ray
SImulations for KAscade (CORSIKA), and excellent agreement is found.
Departure from the lone-neutrino case is based on the coincidence of a muon and neutrino from the same
air-shower that occurs in both time and direction. Thus,
Preach Eµf | Eµi , Xµ ,



(6.2)

is naturally a key component of the calculation, which describes the probability of a muon with initial energy
Eµi and slant depth Xµ to reach the detector with energy Eµf . As the IceCube detector is deep underground,
the contribution to slant depth from the atmosphere is very small compared to that of the Earth, and so
can be neglected. With only the slant depth of the Earth contributing, Xµ is fully specified by the zenith
angle θz in detector coordinates and the depth d. Stochasticity of the muon energy losses is accounted for
by the distribution Preach , which is computed by tabulating simulations of muons propagated in ice by the
software MMC. Using the conditional probability distribution Preach instead of average muon behavior ensures
that contributions from the distribution tails are accounted for. The contributions from the tails become
important for very large slant depths, where muons on average do not reach the detector. Departure from
the neutrino-only case requires both the muon to reach the detector and the muon to trigger a response, in
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this case for the muon to light the veto. The quantity
Plight (Eµf , d)

(6.3)

is the probability that a muon of energy Eµf and depth d at the detector boundary lights the veto, such that
the event is rejected. In practice, this Plight is computed by tabulating detector simulations of atmospheric
muons and incorporating the specifics of the event selection. With both Plight and Preach in hand, the
probability of detecting an incident muon Pdet can be computed as

Pdet Eµi , Xµ (θz , d), d ≡

Z


dEµf Preach Eµf | Eµi , Xµ (θz , d) Plight (Eµf , d) .

(6.4)

Note that losses also depend on the medium and not only on the slant depth, whose dependence on θz
we write explicitly. If the medium surrounding the detector is homogeneous, the dependence on Xµ can be
exchanged for distance without loss of generality. To simplify the notation from here on, the dependence on
Xµ will be replaced by a dependence on θz and the dependence on d will be neglected. These dependencies
can be added back in at the end of the calculation without any change to the result.
For an atmospheric neutrino of known energy and direction, the passing fraction is defined as the
probability that muons from the same air shower do not trigger the detector veto. This probability is denoted
Ppass [130, 131] and can be written as the ratio
Ppass (Eν , θz ) =

φpass
(Eν , θz )
ν
,
φν (Eν , θz )

(6.5)

where Eν is the neutrino energy, θz is the zenith angle, φpass
is the differential flux of atmospheric neutrinos
ν
accompanied by muons that are detected, and φν is the total differential atmospheric neutrino flux. In the
next sections, passing fractions for electron neutrinos and muon neutrinos are derived. As tau neutrinos by
comparison, make up a tiny portion of the atmospheric flux, there is no dedicated discussion for this case.
However, the concerns for tau neutrinos are very similar to those of electron neutrinos minus the differences
in their production.
6.1.2.1

νe passing fraction

Electron neutrinos (or antineutrinos) are produced alongside a positron (or electron) in the decay of their
parent particle, for example K + → π 0 + e+ + νe . Rarely does an electron neutrino have a sibling muon, as
this would involve a lepton flavor violating process. Instead, muons that accompany electron neutrinos are
produced in other branches of the air shower. Because the different shower branches are uncorrelated, to
first order the average properties of muons in a prototypical air shower can be used for the passing fraction
calculation. This section aims to track the production and propagation of these muons from uncorrelated
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Figure 6.1: Muon Final Energy Statistics. Muons propagating in ice were simulated for a wide range of
initial energies, and at a set of predefined distances their energy was recorded. This results in a distribution
of final muon energies for each combination of initial muon energy and overburden. These two plots show
statistics of these distributions, with the upper plot displaying the median and the lower plot displaying
the skew. Previous calculations only used the median of these distributions, creating a one-to-one mapping
from initial to final muon energy for each overburden or angle, as shown in the upper panel. However, these
distributions’ large skew show us that the tails become important for large overburdens as the lower panel
shows.
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branches of the shower and compute the flux of neutrinos not vetoed by these uncorrelated muons. Consider
a shower from a single cosmic-ray primary particle of type A with energy ECR . The average neutrino yield
dNA,ν
dEν (ECR , Eν , θz )

from such a shower can be computed with MCEQ. So the atmospheric neutrino flux can be

written as
φν (Eν , θz ) =

XZ

dECR

A

dNA,ν
(ECR , Eν , θz ) φA (ECR ) ,
dEν

(6.6)

where φA (ECR ) is the flux of primary cosmic rays of type A. the passing fraction can be obtained by
modifying the integrand of Eq. 6.6 so that it is weighted by the Poisson probability P zmproto of detecting
an accompanying muon. In this way the uncorrelated passing fraction can be written as
XZ

dNA,ν
1
shower
GJKvS
uncor,GJKvS
dECR
Ppass
(Eν , θz ) =
(ECR , Eν , θz ) φA (ECR ) P0µ
Nµ = 0; N̄A,µ
(ECR , θz ) ,
φν (Eν , θz )
dEν
A
(6.7)

shower
GJKvS
GJKvS
GJKvS
where P0µ
Nµ = 0; N̄A,µ
(ECR , θz ) = exp −N̄A,µ
(ECR , θz ), and N̄A,µ
(ECR , θz ) is the average
number of muons that are detected from an air shower. This average number of muons is computed using

the yield of muons from the air shower dNA,µ /dEµi (ECR , Eµi ) and the probability of detecting those muons,
such that
GJKvS
N̄A,µ
(ECR , θz )

=

Z

dEµi


dNA,µ
(ECR , Eµi , θz ) Pdet Eµi , θz ,
dEµi

(6.8)

Some terms in the above equations are labeled with GJKvS because these quantities are calculated in the
same manner as was done in [131] under certain choices for Pdet . Namely, when Plight is defined as a Heaviside
function with a boundary at Eµf = 1 TeV, and Preach is defined as a delta function that matches the initial
muon energy to the median final muon energy.
Fig. 6.2 shows the effect of the two muon treatments on the passing fractions as defined in Eq. 6.10. The
median approximation overestimates the passing fraction at the horizon, while near the vertical direction, it
is underestimated. In the horizontal region, muons with smaller initial energy such that their median range is
less than the distance to the detector represent a small but non-negligible fraction of muons that may trigger
the detector veto. Thus, in the median muon treatment, the passing fraction is overestimated because of too
few muons. With less overburden in the vertical region, the probability for muon detection rapidly increases
to approximately one with initial muon energy. However, this turnover is faster with the median treatment
than the full treatment. Therefore, more muons contribute to the median case calculation, and the passing
fraction is underestimated.
In Eq. 6.8 the energy available to other branches of the shower to produce uncorrelated muons is
overestimated as some energy must be reserved for producing the electron neutrino or rather the branch of
the shower that produces the electron neutrino. Complete modeling of the connection between the three
relevant particles (cosmic ray primary, the electron neutrino, and muons) is cumbersome. It would involve
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Figure 6.2: Passing fractions: effect of the treatment of muon losses in ice. Results are shown for
three values of cos θz (from top to bottom): 0.25 (blue), 0.45 (green), and 0.85 (orange); using the full muon
range distribution (solid) or the median muon range (dashed). Results from the CORSIKA simulation are
shown as crosses, with statistical error bars only. In all cases, the H3a primary cosmic-ray spectrum [132],
the SIBYLL 2.3 hadronic-interaction model [133, 134] and the MSIS-90-E atmosphere-density model at the
South Pole on July 1, 1997 [135, 136] are used. A depth in ice of ddet = 1.95 km (like the center of IceCube)
and a Heaviside Plight (Eµf ) = Θ(Eµf − 1 TeV) are assumed. Left panel: Conventional νe passing fraction.
Right panel: Prompt νe passing fraction.
modeling the shower branch producing the electron neutrino in its entirety, and then separately modeling the
uncorrelated branch. However, a simple approximation can be made that at least accounts for the energy
necessary to produce the electron neutrino. The electron neutrino must be produced by a parent particle
p that has a kinematically allowed energy Ep , so the remaining energy is ECR − Ep . The muon yield is
then modeled using the average behavior of a shower that begins with energy ECR − Ep . Because we are
now concerned with the parent particle of the electron neutrino, the slant depth through which this parent
particle travels must be considered, as this will affect the probability that it decays to a neutrino instead of
interacting. Now considering the parent particle energy and slant depth, the yield of neutrinos from the air
shower can be expanded as
dNA,ν
(ECR , Eν , θz ) =
dEν

Z

dEp

Z

dX
dNp,ν
dNA,p
(Ep , Eν )
(ECR , Ep , X) ,
λp (Ep , X) dEν
dEp

(6.9)

where dNp,ν /dEν (Ep , Eν ) is the spectrum of neutrinos from a parent particle p with energy Ep , dNA,p /dEp (ECR , Ep , X)
is the spectrum of parent particles from the air shower at slant depth X, and dX/λp (Ep , X) is the probability
of the parent to decay between the slant depth X and X + dX. λp (Ep , X) is the product of the local density
and the parent decay length such that λp (Ep , X) = ρ(X)τp Ep /mp , where ρ(X) is the local density, τp is the
lifetime of the parent, Ep is its energy, and mp is its mass. Now Eq. 6.7 can be rewritten with the above
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Figure 6.3: Passing fractions: effect of approximations on the energy of the shower giving rise
to uncorrelated muons. Results are shown for three values of cos θz (from top to bottom): 0.25 (blue),
0.45 (green), and 0.85 (orange); with the approach of this work (solid), Eq. (6.10), where the energy carried
by the neutrino parent is subtracted from the rest of the muon producing shower (i.e., ECR − Ep ), and
without this subtraction (dashed), Eq. (6.7), considering the cumulative muon yield from a shower with
energy ECR . Results from the CORSIKA simulation are shown as crosses, with statistical error bars only. Left
panel: Conventional νe passing fraction. Right panel: Prompt νe passing fraction.
expansion and the simple approximation that accounts for the available energy,
uncor
Ppass
(Eν , θz ) =

Z
Z
XXZ
1
dX
dECR
dEp
φν (Eν , θz )
λp (Ep , X)
p
A


dNp,ν
dNA,p
shower
(Ep , Eν )
(ECR , Ep , X) φA (ECR ) P0µ
Nµ = 0; N̄A,µ (ECR − Ep , θz ) . (6.10)
dEν
dEp

This treatment remains consistent with the calculation of the neutrino flux mentioned earlier, as if the Poisson

shower
probability of muon non-detection is removed (i.e. P0µ
= 1) then the passing fraction is 1 by construction.

The naïve approximation of the muon yield using ECR without the subtraction of Ep tends to underestimate
the passing fraction, as shown in Fig. 6.3. This underestimation occurs because the muon yield is larger for
showers of greater energy. Below 100 TeV, the absolute difference between the two methods is below 0.05;
however, at higher energies and especially more vertical directions, the relative difference becomes more
important.
Fig. 6.4 shows a comparison between this calculation and results from the CORSIKA simulation in
addition to the differences between electron neutrino and antineutrino fluxes. The agreement between
simulation and this calculation modeling is excellent for both neutrinos and antineutrinos. The conventional
electron antineutrino passing fractions are lower than conventional electron neutrinos, primarily because
positively charged mesons are preferentially produced, leading to a harder spectrum than the negatively
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Figure 6.4: Passing fractions: neutrinos versus antineutrinos. Results are shown for three values
of cos θz (from top to bottom): 0.25 (blue), 0.45 (green), and 0.85 (orange); for neutrinos (solid) and
antineutrinos (dashed). Results from the CORSIKA simulation for neutrinos (+) and antineutrinos (×) are
also shown, with statistical error bars only. In all cases, the H3a primary cosmic-ray spectrum [132], the
SIBYLL 2.3 hadronic-interaction model [133, 134] and the MSIS-90-E atmosphere-density model at the South
Pole on July 1, 1997 [135, 136] are used, and ddet = 1.95 km in ice and Plight (Eµf ) = Θ(Eµf − 1 TeV) are
assumed. Left panel: Conventional νe passing fraction. Right panel: Prompt νe passing fraction. Note that
for prompts there are not differences between νe and ν̄e .
charged mesons. The passing fractions for the prompt flux are almost identical as they are mainly produced
from gluon fusion [43].
6.1.2.2

νµ passing fraction

Muon neutrinos or antineutrinos produced in hadron decays will always have a sibling muon due to flavor
conservation. Meaning the passing fraction for muon neutrinos has a correlated component in addition to the
uncorrelated component described for electron neutrinos. This correlated suppression depends entirely on the
sibling muon’s behavior, which itself can be described as a function of the muon direction and initial energy.
This section’s task is now to track the sibling muons produced along with the neutrino and compute the flux
of neutrinos not vetoed by this muon. Additionally, the treatment of correlated and uncorrelated muons
can be unified, which we also explore. There is a direct relation between the energy of the parent particle,
muon, and neutrino for two-body decays: Eµi = Ep − Eν . This relation gives a delta function for the muon
2−body
energy spectrum dNp,µ
/dEµi (Ep , Eµ , Eµi ) = δ(Eµi − Ep + Eν ). However, the two-body approximation is

not appropriate for the calculation of the passing fractions for the prompt fluxes, as neutrinos are mainly
±
produced by the decays of D± , D0 , D̄0 , Λ+
c , and Ds [137]. Treatment of n-body decays requires evaluating

the muon distributions from these particles’ decays and use of Eq. (6.11). In this work, dNp,µ /dEµi was
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generated for KL0 , D+ , D0 , and Ds+ .1 For general n-body decays the probability of not detecting this sibling
muon is a function of the energy spectrum and can be written as
sib
P0µ
(θz |Ep , Eν ) = 1 −

Z

dEµi Pdet Eµi , θz

 dNp,µ
(Ep , Eν , Eµi ) .
dEµi

(6.11)

Neglecting the uncorrelated muons for a moment, we can think about the correlated passing fraction as
a separate calculation. To obtain the correlated passing fraction we can start with the calculation of the
neutrino flux, expanding to show the integration over the parent energy and slant depth as was done in
Eq. 6.9.
φν (Eν , θz ) =

XXZ
A

p

dEp

Z

Z

dX
λp (Ep , X)

dECR

dNp,ν
dNA,p
(Ep , Eν )
(ECR , Ep , X) φA (ECR ).
dEν
dEp

(6.12)

To simplify notation, the flux of parent particles in the air shower at slant depth X defined as
φA,p (Ep , X) =

Z

dECR

dNA,p
(ECR , Ep , X) φA (ECR ) ,
dEp

(6.13)

can be separated to obtain a more compact form for the neutrino flux
φν (Eν , θz ) =

XXZ
A

dEp

p

Z

dNp,ν
dX
(Ep , Eν ) φA,p (Ep , X).
λp (Ep , X) dEν

(6.14)

Again, weighting the integrand by the probability of detecting the muon, in this case the sibling muon, the
correlated passing fraction can be written as
cor
Ppass
(Eν , θz ) =

Z
XXZ
1
dNp,ν
dX
sib
dEp
(Ep , Eν ) φA,p (Ep , X) P0µ
(θz |Ep , Eν ) .
φν (Eν , θz )
λ
(E
,
X)
dE
p
p
ν
p
A

(6.15)

In the same way that we compared different muon treatments for the uncorrelated passing fraction,
Fig. 6.5 shows the effect for the correlated passing fraction. As the correlated case is only concerned with a
single muon where energy is correlated with the neutrino, an energy-dependent effect emerges. The muon
detection probability is underestimated with the median treatment for lower energies, resulting in a passing
fraction that is too high while the converse is true for higher energies. This effect is less pronounces in the
horizontal region as the energy correlation becomes more washed out with larger overburden.
As an approximation to the passing fraction, the correlated and uncorrelated passing fractions can be
multiplied together like in [131]. Using the median muon behavior, the 2-body approximation, and multiplying
the two passing fractions we can obtain the same approximation to the passing fraction as in [131]
GJKvS
cor,SGRS
uncor,GJKvS
Ppass
(Eν , θz ) ≡ Ppass
(Eν , θz ) Ppass
(Eν , θz ) ,
1 The

decay distributions for their antiparticles are identical.

(6.16)
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Figure 6.5: Correlated passing fractions: effect of the treatment of muon losses in ice. Same as
Fig. 6.2 but only for the correlated part of the passing fraction for νµ .
which contains the correlated passing fraction derived in [130]
cor,SGRS
Ppass
(Eν , θz )

Z
XXZ


1
dX
dNp,ν
SGRS
=
dEp
(Ep , Eν ) φA,p (Ep , X) 1 − Pdet
(Ep − Eν , θz ) .
φν (Eν , θz )
λ
(E
,
X)
dE
p
p
ν
p
A

(6.17)

Instead of taking the “factorized” approach in Eq. 6.16, the correlated and uncorrelated equations can be
combined at the level of muon detection. In this case, the veto can be thought of as a logical OR between the
detection of an uncorrelated muon and the detection of a sibling muon. This logical OR can be achieved in the
sib shower
calculation by the multiplication of the non-detection probabilities P0µ = P0µ
P0µ
. Similarly, weighting

the integrand in the neutrino flux calculation by this quantity and maintaining the energy correction described
previously, the complete passing fraction is obtained
Z
Z
XXZ
1
dX
dNp,ν
dNA,p
Ppass (Eν , θz ) =
dEp
dECR
(Ep , Eν )
(ECR , Ep , X) φA (ECR )
φν (Eν , θz )
λ
(E
,
X)
dE
dEp
p
p
ν
p
A


sib
shower
× P0µ
(θz |Ep , Eν ) P0µ
Nµ = 0; N̄µ,A (ECR − Ep , θz ) .

(6.18)

The numerator in the above equation corresponds to the passing flux φpass
(Eν , θz ). This represents the final
ν
equation to be used in the passing fraction calculation as all the relevant effects are accounted for, save for
the approximations described earlier. Eq. 6.18 naturally applies to muon neutrinos, but also can be directly
sib
applied to electron neutrinos for which no sibling muons are present meaning P0µ
(θz |Ep , Eν ) = 1. Setting

the sibling non-detection probability to 1 recovers the result for electron neutrinos in Eq. (6.10). Expanding
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Figure 6.6: Passing fractions: differences between the unified and the factorized treatments for
νµ . Same as Fig. 6.3 regarding the approximations on the energy of the shower which gives rise to uncorrelated
muons. Comparison of the unified treatment (solid), Eq. (6.18), and the approximate treatment (dashed),
Eq. (6.16), which factorizes the correlated and uncorrelated passing fractions. The result is driven by the
correlated part.
the probabilities in the above equation, the explicit result is
Z
Z
XXZ
1
dNp,ν
dNA,p
dX
Ppass (Eν , θz ) =
dECR
dEp
(Ep , Eν )
(ECR , Ep , X) φA (ECR )
φν (Eν , θz )
λ
(E
,
X)
dE
dEp
p
p
ν
p
A


Z
Z
 −NA,µ (ECR −Ep ,θz )
i
f
f
f
i
i dNp,µ
(Ep , Eν , Eµ )
dEµ Plight (Eµ ) Preach Eµ |Eµ , θz e
,
× 1−
dEµ
dEµi
(6.19)

The factorized and unified approaches are compared in Fig. 6.6, where one can see that the differences
are negligible compared to the other effects discussed in this section. The effect of the energy correction
ECR − Ep is smaller for muon neutrinos than in the for electron neutrinos, shown in Fig. 6.3, because for muon
sib
shower
neutrinos P0µ
is a much more dominant factor than P0µ
. Note, for the uncorrelated part of the passing

fraction, this subtraction is more important at higher energies, where the correlated contribution is very
small. Thus, the relative effect on the muon neutrino passing fraction is much smaller. Finally, comparisons
of the passing fractions calculated for muon neutrinos and muon antineutrinos are shown in Fig. 6.7 and
exhibit excellent agreement with the Monte Carlo results, as in the case of electron neutrinos (Fig. 6.4).
A comparison of both the neutrino and antineutrino calculations to results from the CORSIKA simulation
is shown in Fig. 6.7. As with the calculation for electron neutrinos, the muon neutrino calculation shows
excellent agreement with the air-shower simulations.
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Figure 6.7: Passing fractions: neutrinos versus antineutrinos. Same as Fig. 6.4 but for νµ and ν̄µ .
Note that for prompt neutrinos there are not differences between νµ and ν̄µ .
6.1.2.3

Calculation improvements

The calculation described in previous sections has many improvements with respect to earlier treatments. A
review of some earlier calculations will help us to examine the differences.
The first proposed calculation of the doing-going atmospheric neutrino suppression due to muons accounted
only for sibling muons produced by the same parent meson as the neutrino. The original calculation could
then only be applied to atmospheric muon neutrinos [130]. This original calculation used several analytic
approximations, applicable to neutrinos produced in pion and kaon decays under the assumption of a powerlaw cosmic-ray primary spectrum. As described previously, the muon energy loss behavior for this calculation
was treated using the median approximation, and the triggering probability modeled as a Heaviside function.
These choices allowed analytic passing fractions to be derived.
In [131], the analytic treatment was generalized to include muons from other branches of the shower, not
associated with the neutrino production. This generalization allowed the suppression to be computed for
atmospheric electron neutrinos. Analytic approximations were used to describe the average properties of
muons from air showers. In fact, the calculation in [131] fit a parameterized N̄A,µ (ECR , θz ) to the results
of CORSIKA simulation which used SIBYLL 2.1 for conventional neutrinos and DMPJET-2.5 for prompt
neutrinos. The combination of these correlated and uncorrelated contributions led to Eq. 6.16. For these two
calculations, the components were factorized, and the ECR − Ep subtraction was not performed. This led to
an overestimation of the shower energy that produces visible muons in the electron neutrino case.
The new approach explained in the previous sections and developed in [65] includes a full description of
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the cosmic ray primary spectrum and composition as well as the hadronic interactions that give rise to the
parent particles and eventually muons and neutrinos. This leads to the more accurate Eq. 6.18, which is fully
consistent between electron and muon neutrinos, although it must be calculated numerically. Muon energy
loss distributions are also fully accounted for in this treatment. Critically, this approach uses numerical
techniques instead of analytic approximations, opening the door for a wide array of modifications to the
calculation. These modifications can include: different detector configurations and responses, cosmic ray
spectra, hadronic interaction models, atmospheric density models, and muon-energy-loss cross sections. With
these modifications, the passing fraction calculation can be made consistent with the modern atmospheric
neutrino flux calculations of MCEQ.
Fig. 6.8 shows a direct comparison between the new calculation and its predecessor [131] for νe and νµ
from the conventional and prompt fluxes in two different directions. In the more vertical direction, νe and νµ
passing fractions for the conventional flux show a large difference, where the newer calculation provides a
higher passing fraction. Two effects are important here, the muon range treatment and the energy of the
uncorrelated shower branch. Near the horizon, these effects partially cancel, minimizing the difference between
the two calculations, but that is not the case in the vertical direction. The shoulder present in the older
calculation shows the transition between the pion and kaon dominated production of neutrinos. However,
this is washed out by the more detailed muon range treatment of the new calculation. The differences in the
prompt νe curves are more difficult to interpret. Comparisons of the muon range treatment and the energy
subtraction for prompt νe would lead us to expect some small differences, but not quite of this magnitude.
One additional factor that could explain this is the use of DPMJET-2.55 in the old calculation for prompt
neutrinos; we see that DPMJET-2.55 gives larger passing fractions than SIBYLL 2.3c. Differences in the
prompt νµ passing fractions are explained by the fact that [131] applies the conventional νµ passing fractions
to prompt νµ .
6.1.2.4

Calculation systematics

The calculation outlined in these sections relies on a host of external information such as the cosmic ray flux,
the physics governing decays and hadronic interactions, calculations of muon-energy-loss cross sections, and
the detector response. In this section, a few of these potential sources of uncertainty are examined.
6.1.2.4.1

Muon Energy Losses Muons lose energy in a medium through three processes: ionization

losses, e+ e− pair production, bremsstrahlung, and photo-nuclear interactions. Below ∼ 1 TeV losses are
dominated by ionization, whereas, at higher energies, the radiative processes dominate. In order of importance,
these are pair production, bremsstrahlung, and photo-nuclear interactions. Above ∼ 10 PeV photo-nuclear
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Figure 6.8: Passing fractions: comparison with previous work . Results are shown for two values of
cos θz = (from top to bottom): 0.25 (blue) and 0.85 (orange); with the calculation in this work (solid) and
with that in Ref. [131] (dashed). Our results are obtained with the H3a primary cosmic-ray spectrum [132],
the SIBYLL 2.3c hadronic-interaction model [138], the MSIS-90-E atmosphere-density model at the South
Pole on July 1, 1997 [135, 136], and assuming ddet = 1.95 km in ice and Plight (Eµf ) = Θ(Eµf − 1 TeV). They
include all the effects discussed in previous sections, Eq. (6.18). Top-left panel: Conventional νe passing
fraction. Top-right panel: Prompt νe passing fraction. Bottom-left panel: Conventional νµ passing fraction.
Bottom-right panel: Prompt νµ passing fraction.

55
interactions are comparable to bremsstrahlung [139]. These processes are well understood up to ∼ 10 TeV in
muon energy, above which the photo-nuclear interactions dominate the uncertainty in the cross section.
The photo-nuclear cross section used in MMC/PROPOSAL by default uses a data-driven parameterization
of the proton structure function in a deep-inelastic scattering (DIS) formalism [140, 141]. This formalism
includes contributions from both soft (non-perturbative) and hard (perturbative) physics [142]. Another
approach describes the cross section with a generalized vector dominance model for the soft component [143]
and a framework of the color dipole moment for the hard component [144, 145].
Without appropriate measurements and the corresponding data-derived uncertainties the cross section
uncertainty can be examined by comparing the two calculation approaches. The default cross sections are
slightly lower at the energies relevant for the passing fraction calculation, resulting in smaller passing fractions
as more muons can reach the detector with higher energy. These differences in the cross section result in a
maximum difference of 0.01 for the passing fractions.
6.1.2.4.2

Primary Cosmic Ray Spectra Previously shown comparisons all assume the Hillas-Gaisser

three population model (H3a) [132]. This model considers five different nuclei mass groups with three
populations. These cut off at a characteristic rigidity. Other models for the cosmic ray primary flux have
been proposed, and current measurements leave a considerable amount of uncertainty in the energy regime
relevant for the passing fractions.
A second model, GST-4gen [146], has a lower cutoff for the first two populations, which also have
correspondingly harder spectra, while the third population is iron-only above the spectrum ankle. A fourth
proton-only component is included to obtain better agreement with shower depth data around 1 EeV. However,
this proton-iron composition is somewhat in tension with data from Auger [147, 148].
A third model, ZS [149], has three components derived from specific astrophysical sources. The lowest
energy population comes from the expanding shells of supernovae remnants. The middle energy component
comes from isolated supernovae and their interaction with the interstellar medium. Finally, the high energy
component comes from massive star supernovae explosions and their interaction with their own stellar wind.
This last process produces a very heavy composition.
Fig. 6.9 compares the effect these three models have on the passing fractions. The largest differences are
for the νe passing fractions, which differ between models by less than 0.05, except when comparing the ZS
model above 106 GeV. This can be understood as a consequence of the ZS model being designed only to
describe the cosmic ray flux up to 108 GeV, meaning the ZS neutrinos flux predictions may not be accurate
above 106 GeV. The muon neutrinos passing fractions have much smaller variations between models. This is
likely a result of the sister muons dominating the passing fraction calculation, meaning that the population
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Figure 6.9: Passing fractions: effect of primary cosmic-ray spectrum. Results are shown for two
values of cos θz (from top to bottom): 0.25 (blue) and 0.85 (orange); for four CR models: Hillas-Gaisser
H3a [132] (solid), Gaisser, Stanev and Tilav (GST 4-gen) [146] (dashed) and Zatsepin-Solkolskaya (ZS) [149]
(dotted). Top-left panel: Conventional νe passing fraction. Top-right panel: Prompt νe passing fraction.
Bottom-left panel: Conventional νµ passing fraction. Bottom-right panel: Prompt νµ passing fraction.

of showers from which the neutrino may have originated is a subdominant effect. The level of variation seen
between these models represents a non-negligible uncertainty in the passing fractions for electron neutrinos
but is small for muon neutrinos. However, this level of uncertainty alone is likely to be smaller than the
statistical uncertainties currently present for the HESE sample.
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Here a bracketing approach was used to examine the uncertainties and models chosen to express a range
of possibilities currently allowed by experimental measurements. However, this is not a full accounting of the
cosmic ray flux uncertainties. The measurement uncertainties can be accounted for in a more satisfactory
manner with a non-parametric fit with sufficient degrees of freedom to the available cosmic-ray data. For
any point in the parameter space, both the neutrino flux and passing fraction can be computed to provide
an expectation for the “apparent” neutrino flux. By directly using estimates from this fit and allowing the
cosmic ray model to vary, the uncertainties can be treated appropriately in a combined fit of neutrino data.
This method has some computational challenges as it is not feasible to run the necessary MCEq calculations
each time a different point in the parameter space is tested. However, some optimizations can be found by
carefully examining the basis functions used for the different cosmic ray populations and pre-computing or
caching information where applicable. Such a treatment is not used for the HESE 7.5 year analysis but may
prove to be useful for future analyses that combine multiple samples with more than 10 years of data.
6.1.2.4.3

Hadronic Interaction Models The muons and neutrinos relevant for this calculation are

produced in high energy extensive air showers, the development of which is governed by hadronic interaction
physics. However, these showers and hadronic interactions occur at energies that are orders of magnitude
beyond what is accessible to collider experiments where these interactions can be measured. Thus, our
predictions for how these showers develop depend heavily on hadronic models that may are tuned to collider
data but are extrapolations at the energies we are concerned with.
Figure 6.10 shows a comparison of the passing fractions computed, assuming four different hadronic
interaction models. A detailed discussion of these models’ differences can be found in Section IV.C of [65].
There are non-negligible differences in the passing fractions for electron neutrinos, but the variation is again
small for muon neutrinos.
6.1.2.4.4

Depth and Surrounding Medium In these sections, a depth of 1.95 km has been assumed

in order to model the veto effects at the center of the IceCube detector. However, IceCube and other neutrino
detectors are large enough that the change in depth from top to bottom significantly changes the overburden
for a given zenith angle. Increases in the overburden significantly reduce the veto’s power, as muons that
reach the detector are fewer and less energetic. As a benchmark, we can examine the passing fractions
assuming a depth of 3.5 km, corresponding to the depth of KM3NeT-Italy, and compare differences between
ice and water.
Figure 6.11 shows these comparisons. Notably, the differences between water and ice are non-negligible
but much less dramatic than the effect of depth. As expected, the surrounding medium’s effect is also more
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Figure 6.10: Passing fractions: effect of hadronic-interaction model . Results are shown for two
values of cos θz (from top to bottom): 0.25 (blue) and 0.85 (orange); for different hadronic-interaction
models: SIBYLL 2.3c [138] (solid), SIBYLL 2.3 [133, 134] (dashed), QGSJET-II-04 [150] (dotted in left
panel), EPOS-LHC [151] (dash-dotted in left panel) and DPMJET-III[152] (dotted in right panel). Top-left
panel: Conventional νe passing fraction. Top-right panel: Prompt νe passing fraction. Bottom-left panel:
Conventional νµ passing fraction. Bottom-right panel: Prompt νµ passing fraction.

pronounced near the horizon, where the change in effective overburden is larger. The increased depth results
in a significantly larger passing fraction, greatly reducing the power of veto techniques. It is, therefore,
important to model the depth of events to determine their passing probability accurately. Depth is also an
important consideration when evaluating the sensitivity of different neutrino detectors to the astrophysical

59

Conventional νe

1.0

Passing fraction

0.8

0.6
0.4

cos θz = 0.25
cos θz = 0.85
Ice 1.95 km
Water 1.95 km
Ice 3.5 km
Water 3.5 km

0.2
0.0
103

104

105
Eν [GeV]

106

Ice 1.95 km
Water 1.95 km
Ice 3.5 km
Water 3.5 km

0.6

cos θz = 0.25
cos θz = 0.85
Ice 1.95 km
Water 1.95 km
Ice 3.5 km
Water 3.5 km

104

0.4

105
Eν [GeV]

106

107

Prompt νµ

1.0

cos θz = 0.25
cos θz = 0.85

0.8

0.4

0.0
103

107

Conventional νµ

1.0

0.6

0.2

cos θz = 0.25
cos θz = 0.85
Ice 1.95 km
Water 1.95 km
Ice 3.5 km
Water 3.5 km

0.8
Passing fraction

Passing fraction

0.8

Passing fraction

Prompt νe

1.0

0.6
0.4
0.2

0.2
0.0
103

104

105
Eν [GeV]

106

107

0.0
103

104

105
Eν [GeV]

106

107

Figure 6.11: Passing fractions: effect of depth/medium. Results are shown for two values of cos θz
(from top to bottom): 0.25 (blue) and 0.85 (orange); for two depths: ddet = 1.95 km (solid and dashed)
and ddet = 3.5 km (dotted and dash-dotted); and for two different media: ice (solid and dotted) and water
(dashed and dot-dashed). Top-left panel: Conventional νe passing fraction. Top-right panel: Prompt νe
passing fraction. Bottom-left panel: Conventional νµ passing fraction. Bottom-right panel: Prompt νµ passing
fraction.

flux.
6.1.2.4.5

Detector Response The probability of a muon to trigger the veto, Plight , encapsulates the

detector response relevant to the passing fraction calculation. So far, in this discussion, all the passing
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fractions have been computed with a 1 TeV threshold Heaviside Plight . While the Heaviside parameterization
is simple, the real detector response is undoubtedly more complex. The particular form of Plight will depend
on the particulars of the implemented veto. To get a feel for these differences and the uncertainty that
detector response modeling could introduce, we look at a few different Plight functions.
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Figure 6.12: Passing fractions: effect of Plight . Results are shown for two values of cos θz (from top to
bottom): 0.25 (blue) and 0.85 (orange); for three different Plight (Eµf ): a Heaviside with a muon threshold at


1 TeV, Θ Eµf − 1 TeV (solid), a Heaviside with a muon threshold at 0.75 TeV, Θ Eµf − 0.75 TeV (dashed)


and a sigmoid Φ Eµf − 0.75 TeV /0.25 TeV (dotted). Top-left panel: Conventional νe passing fraction. Topright panel: Prompt νe passing fraction. Bottom-left panel: Conventional νµ passing fraction. Bottom-right
panel: Prompt νµ passing fraction.
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With straightforward veto implementations, a smooth, monotonic, threshold-like behavior is expected.
This can be understood as a consequence of three factors: cuts on observable parameters, fluctuations in
observed light, and the positive correlation between muon energy and light emission. The cuts on observable
parameters introduce the threshold behavior, choosing to accept and reject events that fall into different
observable parameter space regions. However, this hard threshold is smoothed out by fluctuations in the
observable parameters. Stochastic energy losses of the muons mean that the emitted light near the veto can
vary wildly for identical muons; further variation is caused by photon scattering and the quantum efficiency
of the detector PMTs. The Heaviside function models this threshold behavior, but transitions too sharply
represent a realistic detector response. An alternative is to use a sigmoid to model the smooth transition; in
this case, a logistic function is a reasonable choice. Figure 6.12 shows the passing fractions for three variations
of the Plight function, a Heaviside with 1 TeV threshold, a Heaviside with 0.25 TeV threshold, and finally a
logistic function with a 0.25 TeV threshold and 1/0.25 TeV growth parameter. A reduction in the Heaviside
function threshold produces a reduction of the passing fraction as expected. The change from Heaviside
to sigmoid produces a smaller reduction, although this comparison of the effect’s magnitude is arbitrary.
Although the change to muon neutrino passing fractions is smaller than that for electron neutrinos, this is
the largest change in the muon neutrino passing fraction for a fixed detector geometry. We should stress the
importance of correctly modeling the detector response to muons as it will significantly affect both flavors’
passing fractions.
6.1.2.5

HESE passing fractions

In this approach, the neutrino properties are known from simulation, and it is sought to average over all
the potential properties of the cosmic ray air showers from which the neutrino could have been produced.
Ideally, this average over air shower properties should be computed for each neutrino position, direction, and
energy because the detector response can vary with all six of these parameters. However, not all of these
properties are used directly in the analysis, nor does the detector response depend equally on all of these
parameters. For this reason, when performing the efficiency calculation, only the neutrino energy, zenith
angle, and depth upon intersection with the detector are considered. Other properties of the neutrino are
averaged over. Additionally, in the characterization of the detector response to muons, only dependence on
the muon energy and depth are considered. Thus, the computed passing fraction depends on the neutrino
energy, the zenith angle, and the incident depth in the detector. However, the detector response and neutrino
properties can be factorized to be discussed more generally. In previous analyses, the passing fractions were
calculated using an extension of the method described in [130] and bounded at 10 %; details of the method
are provided in [59]. Cosmic ray simulations remain a computationally prohibitive way of accounting for the
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Figure 6.13: Muon veto passing fraction. Each line shows the fraction of muons of a given energy at the
detector edge, Eµ , that pass without triggering the veto when entering the detector at a particular depth.
Three depths are shown: 1500, 1950, and 2300 meters from the surface, with lines of darkening color as
the depth increases. The veto efficiency increases with the muon energy. Differences at various depths are
due to the changing ice properties, and varying acceptance as a function of depth due to the veto region’s
asymmetric structure. At all depths, a sigmoid function is fit to the results of muon simulation. Above
∼ 100 TeV the passing fraction is extrapolated.
effects of accompanying muons, so we still rely on calculations of the average passing rate. In this analysis,
we use the new calculation described above and in [65] that allows for different cosmic-ray and hadronic
models to be used; more importantly for this analysis, any parameterization of the detector veto response to
muons can be used in the calculation, as opposed to just an energy threshold. This capability allows us to
model the detector response to atmospheric neutrinos more accurately. In Fig. 6.13, we show the probability
that a muon will pass the veto as a function of the true muon incident energy for different detector depths.
Using the muon passing fractions in Fig. 6.13 as input and the ν eto code provided in [65] the atmospheric
passing fraction is calculated for each component and flavor using the Hillas-Gaisser H3a [146, 132, 153]
model for the incident cosmic-ray spectra and SIBYLL2.3c [138] for the hadronic interactions in the air
shower. Switching to passing fractions derived from alternative cosmic-ray and hadronic interaction models
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has sub-leading effects in determining the astrophysical flux [65]. The effects of these systematics were studied
by repeating the analysis for different passing fractions that arise from a given combination of cosmic-ray
spectrum and hadronic model for various spectra and models available in the literature. We found that the
inclusion of these effects in addition to other discrete ice choices mentioned later in Section 3.2 increases
the reported uncertainty of the astrophysical parameters by at most 20 % with respect to errors computed
without these effects. For this reason, these effects are not included in the analysis and are not reflected in the
reported errors of any model parameters. In Fig. 6.14, we show the passing fractions for the conventional and
prompt neutrino components. In these figures, the left, center, and right panels correspond to cos θz values
of 0.1, 0.3, and 0.9 respectively; the solid lines correspond to muon neutrinos and the dashed lines to electron
neutrinos. From the panels’ progression from left to right, one can see the passing fractions become smaller
as one approaches vertical directions. Vertical muons have the highest probability of reaching the detector,
as the overburden they pass through is the smallest. Though not shown in this figure, the conventional
passing fractions differ from neutrinos to anti-neutrinos, see [65] for details; the appropriate passing fractions
are used in this analysis. Figs. 6.15 and 6.16 show the distributions of conventional and prompt neutrinos
respectively after this correction is applied. This reduction in atmospheric background accounts for much of
this analysis’s sensitivity to the astrophysical neutrino flux, as the observed down-going atmospheric fluxes in
IceCube would otherwise be comparable in magnitude and remain similar in their angular distribution. This
is best seen when comparing the atmospheric fluxes before and after the veto to the measured astrophysical
flux as shown in Fig. 6.18.

6.2

Muon background estimation

Finally, there is also the possibility of single muons that trigger the event selection without a neutrino
interaction in the detector and still pass the veto. The shapes of the atmospheric muon and neutrino fluxes
are closely related to each other and bounded by the cosmic-ray flux so that they must be steeply falling. The
interaction of muons in the atmosphere and ice further softens the muon spectrum from that of cosmic rays.
Although there is uncertainty in the shape of the muon spectrum, the yield of muons from cosmic-ray air
showers has more significant modeling uncertainties that stem from uncertainties in the hadronic interaction
cross sections [154] and the cosmic-ray composition [155]. As we lack the capability to parameterize both the
uncertainty in shape and normalization from first principles, we turn to data-driven techniques to constrain
the size of this background. Unfortunately, the data-driven techniques available do not provide us with
enough events to determine the muon background’s shape. For this reason, we take a pragmatic approach to
treat the muon component. We use a simulation estimate of the muon flux shape, which provides a reasonable
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Figure 6.14: Conventional and prompt atmospheric component passing fraction. The top row of
plots shows the atmospheric neutrino passing fraction as a function of the neutrino energy for a flux of
neutrinos originating from pions and kaons, assuming the Hillas-Gaisser H3a [146, 132, 153] cosmic-ray model
and SIBYLL 2.3c [138] hadronic interaction model. The bottom row of plots shows the atmospheric neutrino
passing fraction for a flux of neutrinos originating from charmed hadrons under the same assumptions. Solid
lines correspond to muon neutrinos and dashed lines to electron neutrinos. From darkest to lightest, the
different colors are for three different detector depths: 1350, 1950, and 2550 meters below the surface. The
left, center, and right panel correspond to cosine of the zenith angles 0.1, 0.3, and 0.9 respectively (or zenith
angles of 84.3°, 72.5°, and 25.8°).
estimate for a steeply falling muon spectrum but neglects shape uncertainties. The normalization is then
constrained using a procedure that tags background muons in data. The spectrum of atmospheric muons
from cosmic-ray air showers is modeled by a parameterization of muons from air showers simulated with the
CORSIKA [156] package assuming the Hillas-Gaisser H4a [146] cosmic-ray flux model and SIBYLL 2.1 [157]
hadronic model. A dedicated single muon simulation, called MUONGUN [158], is weighted to this flux. A second
veto layer inside the original outer veto layer is introduced to construct the data based prior. Events that
trigger the outer veto layer, but do not trigger this second inner veto layer, are tagged as muons that pass
µ
the inner veto. The muon normalization from simulation is re-scaled from NMUONGUN to 2.1 · Ntagged
to match

the number of tagged muons while accounting for the relative size of the fiducial volumes. Thus, the baseline
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Figure 6.15: Expected distribution of atmospheric neutrinos produced by pions and kaons in the
sample. Distribution of neutrinos that pass the veto as a function of the deposited energy and the cosine of
the zenith angle assuming nominal values for the nuisance parameters. The dashed line at 60 TeV marks the
low energy cut of the analysis. Suppression in the down-going region is due to the veto, while suppression in
the up-going region is due to absorption of neutrinos in the Earth.
expected muon flux is given by
d3 Φ
d3 ΦGaisserH4a
=
(Eµ , θz,µ , dµ )
dEµ dθz,µ ddµ
dEµ dθz,µ ddµ
µ
2.1 · Ntagged
·
,
NMUONGUN

(6.20)

where ΦGaisserH4a is the aforementioned parameterization; and Eµ , θz,µ , and dµ are the muon energy, zenith,
and depth at injection respectively. In Table 6.1 we list the number of tagged muons observed per year; in
total 17 muons were observed. The expected distribution of passing atmospheric muon events is shown in
Fig. 6.19 as a function of the deposited energy and reconstructed cosine of the zenith angle. The prior on
the atmospheric muon rate is chosen to be Gaussian with a 50 % standard deviation; this encompasses the
statistical uncertainty of our muon background measurement.
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Figure 6.16: Expected distribution of atmospheric neutrinos produced by charmed hadrons in
the sample. Distribution of neutrinos that pass the veto as a function of the deposited energy and the cosine
of the zenith angle assuming nominal nuisance parameters and the BERSS flux calculation for neutrinos from
charmed hadrons [117]. The dashed line at 60 TeV marks the low energy cut of the analysis. Suppression in
the down-going region is due to the veto, while suppression in the up-going region is due to absorption of
neutrinos in the Earth.

Season

µ
Ntagged

2010
2011
2012
2013
2014
2015
2016
2017

2
1
1
1
2
6
2
2

Total

17

Table 6.1: Number of tagged muons per season. The table shows the number of tagged muons used to
construct the muon normalization prior. The first season, 2010, used a partial IceCube configuration with
79 strings, the rest of the seasons took data with the full configuration of 86 strings. The larger number of
tagged muons in the 2015 season is believed to be a statistical fluctuation. The last season, 2017, represents
only a partial year of data taking in this paper as the 2017 data processing was not yet completed at the
time of this analysis.
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Figure 6.17: Expected distribution of astrophysical neutrinos from the best-fit spectrum. Distribution of neutrinos that pass the veto as a function of the deposited energy and the cosine of the zenith angle
assuming the best-fit parameters of an astrophysical power-law spectrum. The dashed line at 60 TeV marks
the low energy cut of the analysis. Suppression in the up-going region is due to absorption of neutrinos in
the Earth, while there is no suppression in the down-going region in the absence of accompanying muons.
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Figure 6.18: All-sky astrophysical neutrino flux compared to down-going atmospheric neutrino
fluxes before and after the veto. The atmospheric neutrino fluxes considered in this analysis are shown
as dashed lines. The solid lines show the product of the atmospheric flux with the passing fraction averaged
over depth at a zenith angle of 0°. The frequentist segmented power-law fit of the all-sky astrophysical flux
assuming isotropy, as described in Section 8.1.1, is shown in black. This comparison demonstrates the effect
of the veto in the down-going region, where it is strongest. The suppression of the atmospheric flux becomes
weaker towards the horizon and is not present in the up-going region. The dashed lines labeled “before-veto”
are equivalent to the up-going atmospheric fluxes, with or without the veto, neglecting Earth absorption
effects.
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Figure 6.19: Expected distribution of atmospheric muons in the sample. Distribution of muons that
pass the veto as calculated with MUONGUN as a function of the deposited energy and the cosine of the zenith
angle. The normalization is set to match the data-driven sub-detector study. The dashed line at 60 TeV
marks the low energy cut of the analysis.
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Chapter 7

Statistics

7.1

Statistical inference

The analysis constructed here sorts events into bins of observable quantities, both to categorize events and
so that we have a clear way to perform statistical inferences. Neglecting time variations in astrophysical
processes, the binned IceCube observations can be thought of as originating from a multinomial process.
There are a finite number of particles that could contribute to IceCube observations in any time interval and
the rate of these particles is approximately constant under our assumptions. Each bin is a category in the
multinomial process, with one additional category for events not observed. However, the neutrino interaction
cross section is extremely small, which means there is a great disparity between the total number of possible
events and the expected number of events. For this reason we can approximate the distribution of observed
events in any bin as a Poisson process.
Underlying the expected number of events in any bin is a physical model of the particle flux and the
detector efficiencies. Detector efficiencies are modeled by simulation of particle interactions and the detector
response. This work does not discuss these efficiencies at length, but details of the event selection after
detection are given in Chapter 4. The physical particle flux is modeled as several components: atmospheric
neutrinos and atmospheric muons which are discussed in Chapter 6, and astrophysical neutrinos which are
discussed in Chapter 8.
~ and
The model parameters described in this section fall into two categories: parameters of interest (θ)
nuisance parameters (~η ). The former depend on the analysis and the latter include parameters that modify
the systematic effects discussed in Section 3.2, as well as physics parameters not being examined. The
physics model parameters of interest often refer solely to the astrophysical model parameters, and are
discussed in greater detail in Section 8.1. In the case of a single power-law astrophysical flux hypothesis
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Parameter
Astrophysical neutrino flux:
Φastro
γastro
Atmospheric neutrino flux:
Φconv
Φprompt
RK/π
2ν/ (ν + ν̄)atmo
Cosmic ray flux:
∆γCR
Φµ
Detector:
DOM
head-on
as

Prior (constraint)

Range

Description

-

[0, ∞)
(−∞, ∞)

Normalization scale
Spectral index

1.0 ± 0.4
1.0 ± 0.1
1.0 ± 0.1

[0, ∞)
[0, ∞)
[0, ∞)
[0, 2]

Conventional normalization scale
Prompt normalization scale
Kaon-Pion ratio correction
Neutrino-anti-neutrino ratio correction

0.0 ± 0.05
1.0 ± 0.5

(−∞, ∞)
[0, ∞)

Cosmic-ray spectral index modification
Muon normalization scale

0.99 ± 0.1
0.0 ± 0.5
1.0 ± 0.2

[0.80, 1.25]
[−3.82, 2.18]
[0.0, 2.0]

Absolute energy scale
DOM angular response
Ice anisotropy scale

Table 7.1: Analysis model parameters for the single power-law astrophysical model. Prior probabilities (constraints) for analysis parameters used in Bayesian (frequentist) analyses respectively. Priors
(constraints) on the parameter are either uniform or Gaussian. Where applicable, the mean, standard
deviation, and bounds are given.
these are the astrophysical neutrino flux normalization (Φastro ) and the spectral index of the power-law flux
(γastro ). Different parameters of interest are given for other generic astrophysical models in Section 8.1.1 and
source-specific models in Section 8.1.3. In the case of searches for new physics, more terms are incorporated
into the model parameters; e.g. for the dark matter decay search: the dark matter mass and its lifetime. In
all cases the systematic treatment of the relevant uncertainties described in Section 3.2 applies.
Results are presented using both frequentist and Bayesian statistical methodologies in this work and
associated analyses [159, 160, 161]. These two methodologies provide distinct information [72]. In the
frequentist framework, we report the parameters that most likely explain the data. We also report intervals
in parameter space constructed such that they contain the true value of the parameter some fraction of the
time for repeated experiments. These constructions free us from dependence on priors, but do not make
probabilistic statements about the model parameters; see [162, 163, 164, 165, 166] for further discussion
on confidence intervals. On the other hand, the Bayesian framework makes statements about the model
by invoking Bayes theorem, at the cost of a dependence on prior choice. In this framework, we report the
most probable model parameters given the observed data, and the preferred regions of parameter space.
Thus, frequentist and Bayesian methods can both be applied and provide complementary information about
the model and the data; see [167] for a review and comparison of these methods in the context of neutrino
experiments.
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Here both of these approaches make use of the likelihood function, which reflects the plausibility of model
~ ~η ). Where p(data|θ,
~ ~η ) is the
~ ~η |data) = p(data|θ,
parameters given observed data and is defined as L(θ,
probability of the data given the model parameters. External knowledge of the model parameters is also
~ ~η ), which is the constraint (prior) on the parameters in the frequentist (Bayesian)
included with the term Π(θ,
~ ~η ) are given in Table 7.1.
interpretation. Details of Π(θ,
Frequentist results are presented with the best-fit parameters and their errors using the profile likelihood
technique. Dropping the explicit notational dependence on data, the profile likelihood function is defined as
~ = max L(θ,
~ ~η ) · Π(θ,
~ ~η ),
L̃profile (θ)
η
~

(7.1)

where the negative log of the function is minimized in place of maximizing the function. This minimization
is performed over continuous nuisance parameters using the L-BFGS-B algorithm [168]. In the frequentist
~ ~η ) is the likelihood of the model parameters given external data.
statistical treatment, the constraint Π(θ,
~ ~η ) is constant with respect to
For some parameters no external data is available, and so the constraint Π(θ,
~ˆ Frequentist results
those parameters. Maximizing L̃profile over all parameters defines the best-fit point θ.
are then presented assuming Wilks’ theorem [169], with the appropriate degrees of freedom; see [170] for a
recent summary of the conditions under which this theorem holds. Although analyses presented with the
asymptotic approximation described in [169] violate some conditions of Wilks’ theorem, the introduction of
many nuisance parameters helps to alleviate differences between the real and approximated test-statistic
distributions as demonstrated in [170]. As a result, this asymptotic approximation is sufficient for presentation
here. The required model parameter test-statistic (TS) is defined as
!
~
L̃profile (θ)
~
.
TS(θ) = −2 log
~ˆ
L̃profile (θ)

(7.2)

~ ~η ) and Π(θ,
~ ~η ) can be normalized to form a probability distribution of the model
The product of L(θ,

parameters known as the posterior distribution. The posterior distribution encodes information about the
model parameters after being updated by the observed data [171], and is used to present many of the Bayesian
results of this work. This probabilistic interpretation allows one to determine the regions of parameter space
that have the largest probability of containing the parameter [172]. Integrating the posterior over the nuisance
parameters, we obtain the marginal posterior

R
~ ~η )Π(θ,
~ ~η )
d~η L(θ,
~
P(θ) = R
.
~ η L(θ,
~ ~η )Π(θ,
~ ~η )
dθd~

(7.3)

Practically, this is achieved using a Markov Chain Monte Carlo (MCMC) called EMCEE [173] to sample the
posterior distribution, and examining the distribution of samples in θ~ [171].
In the case that the model parameter posterior is confined to a compact region we report the highestposterior-density (HPD) credible region of that parameter, and its maximum a posteriori (MAP) estimation.
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However, there are some cases where credible regions are ill-defined, or a natural choice of prior is not
immediately clear. In these scenarios we report our results using the Bayes factor as a function of the
model parameter [174, 175], i.e. the ratio of the evidence between the alternative physics model and the null
hypothesis,
B10 =

R

dθ~0 d~η 0 L1 (θ~0 , ~η 0 ) · Π1 (θ~0 , ~η 0 )
,
R
~ η L0 (θ,
~ ~η ) · Π0 (θ,
~ ~η )
dθd~

(7.4)

where the evidence is the average value of the likelihood function with respect to the prior distribution over
all model parameters. To compute the model evidence we use the MultiNest package [176]. Given a Bayes
factor it is customary to assign a qualitative description. For this we use Jeffreys’ scale [177].
In order to evaluate the likelihood function, it is necessary to compute the expected number of events
in each observable bin given the model parameters. This expectation is obtained through Monte Carlo
simulation of the detector. The IceCube Monte Carlo is computationally expensive at high energies, so much
so that it is prohibitive to produce background MC such that the statistical fluctuations of the MC are much
smaller than the data fluctuations for the atmospheric muon background. In order to avoid making incorrect
statements due to the large MC statistical uncertainty in some bins, the analyses described in Section 8.1
use a modified Poisson likelihood function, LEff , that incorporates additional uncertainty from the limited
MC sample size [66]. This treatment produces similar results to others available in the literature [178, 179,
180], but provides improved coverage properties, is numerically more stable, and is computationally more
efficient [66]. The likelihood for this analysis is given by
~ ~η ) =
L(θ,

n
Y
j

~ ~η ), σj (θ,
~ ~η ); dj ),
LEff (µj (θ,

and the priors or constraints, depending on the context, are given by
!
!
Y
Y
~ ~η ) =
Π(θ,
Πr (θr ) ·
Πs (ηs ) ,
r

(7.5)

(7.6)

s

where j refers to the bin number, r indexes the parameters of interest, and s indexes the nuisance parameters.
The variables θr and ηr denote the parameters of interest and nuisance parameters, respectively. The
arguments of the likelihood µj and σj are the expected number of events and MC statistical uncertainty of
that quantity, respectively, while dj is the number of observed data events in that bin. The parameters θ~ and
~η have priors or constraints which are represented in Eq. (7.6) by Πr (θr ) and Πs (ηs ), respectively, and are
enumerated in Table 7.1. For parameters with improper uniform priors in the Bayesian treatment we apply
no external constraint in the frequentist treatment, otherwise the prior and constraint are the same. This
~ ~η )Π(θ,
~ ~η ) for the frequentist and Bayesian analyses.
results in equivalent functional forms of the product L(θ,
The bin widths of the analysis histogram are chosen to be comparable to the detector resolution. There
are 840 bins in observable quantities used for the analysis. Events are first separated by their inferred
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Morphology

Observable

Bin Edge Condition

Bin Edge

Binning Minimum

Binning Maximum

Cascades

Energy
Zenith

0
Ebin
edge = 60 TeV
0
cos θz,bin
edge = 0

E min = 60 TeV
cos θzmin = −1

E max = 10 PeV
cos θzmax = 1

Tracks

Energy
Zenith

i+1
i
log10 (Ebin
edge /Ebin edge ) = 0.111
i+1
i
cos θz,bin edge − cos θz,bin
edge = 0.2

Double Cascades

Energy
Length

i+1
i
log10 (Ebin
edge /Ebin edge ) = 0.111
i+1
i
log10 (lbin
/l
edge bin edge ) = 0.1

0
Ebin
edge = 60 TeV
l0 = 10 m

E min = 60 TeV
lmin = 10 m

E max = 10 PeV
lmax = 1000 m

i+1
i
log10 (Ebin
edge /Ebin edge ) = 0.111
i+1
i
cos θz,bin
edge − cos θz,bin edge = 0.2

E min = 60 TeV
cos θzmin = −1

0
Ebin
edge = 60 TeV
0
cos θz,bin
edge = 0

E max = 10 PeV
cos θzmax = 1

Table 7.2: Binning of observable quantities. The conditions used to construct the bin edges in each
observable for each morphology are presented in this table. An initial bin edge is given, and other bin edges
are defined using a relationship between bin edges. The lowest and highest bins are truncated if their bin
edges extend beyond the defined boundaries. For each inferred morphology the binning is defined by the
Cartesian product of the binning in two observables. This gives 210, 210, and 420 bins for cascades, tracks,
and double cascades, respectively, for a total of 840 bins.
morphology, and then binned in two observables. Tracks and cascades are binned in reconstructed energy and
reconstructed zenith angle, whereas double cascades are binned in reconstructed energy and the reconstructed
separation between cascades. Details of how the bin edges are defined are given in Table 7.2.

7.2

Detailed likelihood and weighting description

The analysis likelihood is given by


n
Y
~ ~η ) =  LEff (µj (θ,
~ ~η ), σj (θ,
~ ~η ); dj ) ·
L(θ,
j

Y

!

Πr (θr )

r

·

Y

!

Πs (θs ) ,

s

(7.7)

where 1 ≤ j ≤ n refers to the bin number, r indexes the parameters of interest, s indexes the nuisance
parameters, θr are the different parameters of interest, ηs are the different nuisance parameters, Πr are the
priors on the parameters of interest, Πs are the priors on the nuisance parameters, µj refers to the expectation
in bin j, σj refers to the standard deviation of the expectation in bin j, dj refers to the number of data
events in that bin, θ~ refers to all the parameters of interest, ~η refers to all the nuisance parameters, and LEff
is the effective likelihood described in [66]. The arguments of the likelihood are then
s
2
X j
X j
~
~
~
~ ~η ) ,
µj (θ, ~η ) =
w (θ, ~η ) and σj (θ, ~η ) =
w (θ,
i

i

i

(7.8)

i

where wij are the weights in bin j. The event weights have contributions from each flux component, which we
enumerate as conv, prompt, muon, and astro for the conventional atmospheric neutrino, prompt atmospheric
neutrino, atmospheric muon, and astrophysical neutrino fluxes, respectively. We also split the weights into
their flux dependence, αicomponent , and systematic corrections, βicomponent . As neutrino events and atmospheric
muons are simulated separately, wimuon is zero if the other weight components are non-zero and vice-versa.
The conventional and prompt systematic corrections are applied in the same manner regardless of neutrino
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type, whereas the astrophysical systematic corrections are applied on a per-flavor basis. In symbolic notation,
this can be written as:
wi = wiconv + wiprompt + wimuon + wiastro ,

(7.9)
(7.10)

wiconv = αiconv βiconv ,
wiprompt = αiprompt βiprompt ,

(7.11)
(7.12)

wimuon = αimuon ,
astro,kpi k

wiastro = αiastro βi

,

(7.13)

where pi denotes the particle type, and kpi k denotes the particle type irrespective of whether it is an
anti-particle or not.
To correct for differences between the simulated event generation probability distributions and those of
another hypothesis given by θ~ and ~η , we must concern ourselves with the true simulated properties of each
simulation-event’s primary particle. We denote pi as the particle type of the event’s primary particle, Ei
as the primary particle’s initial energy, θiz as the primary’s zenith angle, and di as the primary’s depth at
the first intersection with a cylinder centered around and containing the detector. The main correction is
between the generated distribution of neutrinos and a baseline flux of neutrinos for a particular livetime.
This correction necessitates a weighting factor (Φ · T )/(N · P ), where Φ is the differential flux, T the livetime
of the sample, N is the number of generated events, and P is the probability density of event generation.
Additional corrections can account for deviations from the baseline model, and effects not simulated.
The conventional component considers the neutrino flux from pions (π) and kaons (K) separately. For
a neutrino of type pi , of energy Eiν , and with zenith angle θiν,z , the differential flux of such neutrinos for
K,pi
i
ν ν,z
ν ν,z
pions and kaons is Φπ,p
HONDA (Ei , θi ) and ΦHONDA (Ei , θi ), respectively [114]. The overall normalization of the

conventional atmospheric neutrino flux is modified via the parameter Φconv and the relative normalizations of
the components from pions and kaons are controlled by the parameter RK/π . To modify the slope of the
conventional atmospheric neutrino spectrum the parameter ∆γCR acts as a spectral index correction about a
2020 GeV pivot point. The proportion of atmospheric neutrinos and anti-neutrinos is allowed to vary via the
parameter 2ν/ (ν + ν̄)atmo which can range from zero (all anti-neutrinos) to two (all neutrinos), where the
nominal value of one gives the relative neutrino to anti-neutrino content specified in the chosen atmospheric
models. Finally, as we only simulate single neutrinos and not all the products of the cosmic-ray air showers
from which they originate, a correction factor is needed to account for the probability that a neutrino event
may be rejected by the presence of an accompanying muon. To account for this the weight is multiplied
conv,pi
by the probability that the neutrino is not rejected by an accompanying muon Ppassing
(Eiν , θiν,z , Diν ). In

76
symbolic notation, this is given by:
αiconv

! 
−∆γCR
i
i
ν ν,z
ν ν,z
ΦK,p
Φπ,p
Eiν
HONDA (Ei , θi )Tsample
HONDA (Ei , θi )Tsample
·
+
R
= Φconv
K/π
pi
pi
Ngen Pgen
(Eiν , θiν,z )
Ngen Pgen
(Eiν , θiν,z )
2020 GeV


 2ν/ (ν + ν̄)
pi is ν
atmo
conv,pi
· Ppassing
(Eiν , θiν,z , Diν ) ·
.

 2 − 2ν/ (ν + ν̄)
p
is
ν̄
i
atmo

(7.14)

The prompt neutrino component considers the flux of atmospheric neutrinos from charmed hadrons
i
ΦpBERSS
(Eiν , θiν,z ) [117]. Similar corrections as those defined for the conventional component are used for the

prompt component. In this case the normalization of the prompt neutrino flux is controlled by Φprompt . The
parameters ∆γCR and 2ν/ (ν + ν̄)atmo serve the same purpose in the prompt neutrino component, except that
the pivot point is chosen to be 7887 GeV. A term must also be included to account for the probability of the
prompt,pi
neutrino being rejected due to accompanying muons: Ppassing
(Eiν , θiν,z , Diν ). In symbolic notation, this is

given by:

−∆γCR
 
i
ΦpBERSS
(Eiν , θiν,z )Tsample
Eiν
·
pi
Ngen Pgen
(Eiν , θiν,z )
7887 GeV


 2ν/ (ν + ν̄)
pi is ν
atmo
prompt,pi
ν ν,z
ν
.
· Ppassing (Ei , θi , Di ) ·

 2 − 2ν/ (ν + ν̄)
pi is ν̄
atmo

αiprompt = Φprompt



(7.15)

The flux of atmospheric muons from cosmic-ray air showers is modelled by a parameterization of muons
from air showers simulated with the CORSIKA package assuming the Hillas-Gaisser H4a [146] cosmic-ray flux
model and SIBYLL 2.1 [157] hadronic model. This parameterized flux is denoted by ΦGaisserH4a (Eiν , θiν,z , dνi ).
As for other fluxes a normalization factor Φµ is included. The only other correction is to shift the baseline
µ
flux to the center of the data derived prior. This is accomplished with the 2.1 · Ntagged
/NMUONGUN factor. Where

2.1 is the ratio of detection volumes for the full and reduced volume event selections (not accounting for
µ
differences in efficiency), Ntagged
is the number of tagged muons, and NMUONGUN is the number of expected

events in the baseline atmospheric muon model before re-scaling. Namely,
αimuon = Φµ

µ
ΦGaisserH4a (Eiµ , θiµ,z , dµi )Tsample 2.1 · Ntagged
·
.
pi
µ µ,z µ
Ngen Pgen (Ei , θi , di )
NMUONGUN

(7.16)

The astrophysical component is modeled with a single power law as a baseline, although this flux can
be replaced with other models as has been done in Section 8.1. The factors accounting for the generation
are the same as for the other neutrino fluxes, and a normalization factor Φastro is included. The baseline
normalization is chosen to be 10−18 [GeV−1 cm−2 s−1 sr−1 ] at 100 TeV. The factor of 2π stems from the uniform
azimuthal distribution of the astrophysical flux, and γastro governs the index of the spectrum. In symbolic
notation, this is given by:
αiastro

= Φastro

10−18 [GeV−1 cm−2 s−1 sr−1 ]2πTsample
pi
Ngen Pgen
(Eiν , θiν,z )

! 
·

Eiν
100 TeV

−γastro

.

(7.17)
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Similarly to true simulated properties, the reconstructed event properties are also needed for the purpose
R
of binning and systematic corrections. We denote mR
i as the inferred morphology of event i, Ei as the

reconstructed deposited energy of the event, θiR,z as the reconstructed event zenith angle, and liR as the
reconstructed distance between energy depositions in the double cascade reconstruction. The effects of
detector systematic parameters DOM , head-on , and as are assumed to be independent, and are each accounted
for by corrections to the expectation stored in b-splines. For each systematic the corrections for tracks and
cascades are applied using the same combination of observables, while double cascades differ. These are
organized as:
βix =



 β dc,x
i

mR
i = double cascade


 βit/c,x

(7.18)

R
mR
i = track or mi = cascade

Parameterized expectations for each systematic s are denoted by fs , and corrections are ratios of fs
evaluated at a specific systematic parameter value to fs evaluated at the nominal systematic parameter value
denoted by s0 . These correction factors are
!
fx,dc
(EiR , θiR,z , DOM )
dc,x
DOM
·
βi
=
R R,z , 
fx,dc
DOM,0 )
DOM (Ei , θi
!
x,mR
fDOM i (EiR , θiR,z , DOM )
t/c,x
βi
=
·
x,mR
fDOM i (EiR , θiR,z , DOM,0 )

7.3

explicitly given by:
(EiR , liR , head-on )
fx,dc
head-on
R R
fx,dc
head-on (Ei , li , head-on,0 )

!

·

x,mR

i
fhead-on
(EiR , θiR,z , head-on )

x,mR

(liR , as )
fax,dc
s

i
(EiR , θiR,z , head-on,0 )
fhead-on

!

fax,dc
(liR , as,0 )
s
·

!

(7.19)

,

(EiR , as )
fax,dc
s
(EiR , as,0 )
fax,dc
s

!

.

(7.20)

Dealing with limited simulation samples

The contents of this section is reproduced here with minor modifications from a collaborative work with
Carlos A. Argüelles, and Tianlu Yuan [66]. This work was originally motivated by the desire to account for
simulation statistical uncertainties that originate from the muon background component, and our failure
to find a treatment in the literature with the desired properties. The simulation statistical uncertainties of
the muon component are comparable to the statistical uncertainties of data in the same bins, but little to
no information is available outside of the bins that contain simulated muons. The treatment described in
this section is able to account for the inherent uncertainty in these bins, but neglects potential contributions
from muon in bins not covered by the simulation template. We would hope to improve upon the treatment
of these empty bins in future work. Ultimately these differences do not change the inferences made in this
analysis because of other constraints present in the data, but this treatment is applicable to a wide range of
analyses and we plan to use it in the future.
The use of Monte Carlo (MC) techniques to calculate nontrivial theoretical quantities and expectations in
complex experimental settings is common practice in particle physics. An MC event is a single representation
of what can be detected in data and is typically generated from a single realization of the underlying physics
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parameters, θ~g . These events are often binned in some observable space and compared with the data. Since
the generation process is stochastic, a particular θ~g used for generating the MC can lead to different outputs.
This stochasticity introduces an uncertainty in the MC distributions. Furthermore, as production of large
MC is often time-consuming, reweighting is used to move from one hypothesis to another. In reweighting,
~ that accounts for the difference between the generation
each MC event is assigned a new weight, w(θ),
parameters θ~g and the hypothesis parameters θ~ [181]. It follows that MC uncertainties will be hypothesis
dependent; thus, to do hypothesis testing, it is important to account for them. This is especially important
for small-signal searches, performed in the small sample limit, where a modified-χ2 may not be suitable [182].
A Poisson likelihood is a more appropriate statistical description of event counts [183], but in that case a
proper treatment of MC statistical uncertainties is less straightforward. Solutions to this problem have been
discussed in the literature in the context of frequentist statistics by adding nuisance parameters [184, 185,
178], as well as detailed probabilistic treatment of MC weights [179]. However, [184, 178, 179] add additional
time complexity, and [185] does not provide a full exposition on how to incorporate weighted MC. This
section presents a new treatment that is valid in the large and small limit of the data sample size, suited for
frequentist and Bayesian analyses, based on the Poisson likelihood. Our likelihood accounts for statistical
uncertainties due to MC, allows for arbitrary event-by-event reweighting, and is computationally efficient. A
test statistic based on the proposed likelihood is found to follow a distribution closer to the asymptotic form
expected from Wilks’ theorem. An implementation of the likelihood described in this work can be found
in [186].
Section 7.3.1 briefly reviews two common treatments available in the literature to account for MC statistical
uncertainty. Section 7.3.2 defines and discusses a new likelihood. Section 7.3.3 studies the performance of the
likelihood through an example and compares it to other likelihoods in the literature. Section 7.3.4 provide
our conclusions. A summary of the likelihoods discussed, including the main result of this work, is given in
Appendix 7.3.5.

7.3.1

The Poisson likelihood and previous work

In order to compare MC with data, events are often binned into distributions across a set of observables.
For simplicity, we focus on a single bin. In the absence of cross-bin-correlated systematic uncertainties the
generalization to multiple bins is simply a product over the likelihood in all bins. This is assumed for the
remainder of the discussion. It is well known that the count of independent, rare natural processes can be
described by the Poisson likelihood, given by
~

~ k −λ(θ)
~ = Poisson(k; λ(θ))
~ = λ(θ) e
L(θ|k)
,
k!

(7.21)
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~ is the expected bin count for a hypothesis and k is the number of observed data events. Equation
where λ(θ)
~ In the case of complex experiments it is
(7.21) requires exact knowledge of the expected bin count, λ(θ).
~ exactly and MC techniques are used to estimate the expected distributions.
often not possible to obtain λ(θ)
~ by P wi (θ)
~ is used, where wi are the weights of each of
For weighted MC, often a direct substitution of λ(θ)
i
the MC events in the bin. Then Eq. (7.21) can be approximated as
~ =
LAdHoc (θ|k)

P

i

k
P
~
~
wi (θ)
e−( i wi (θ))
k!

.

(7.22)

This ad hoc treatment assumes that the MC estimate of the expected bin counts exactly matches the true
expectation rate of the model, neglecting the stochastic nature of MC. In the case of large MC, Eq. (7.22)
~
converges to Eq. (7.21) for the hypothesis given by θ.
7.3.1.1

The Barlow-Beeston likelihood

To treat MC statistical uncertainties in the small sample limit, a modification of the Poisson likelihood was
introduced in [184], which is briefly covered below. First, note that the expectation in a single bin is given by
contributions from different physical processes, which we index by j. Then, the number of expected events
can be written as
~ =
λ(θ)

s
X

~
n̄j (θ),

(7.23)

j=1

where n̄j is the expected number of MC events from process j that fall in the bin and s is the total number
of relevant processes. Substituting Eq. (7.23) into Eq. (7.21) gives the Poisson likelihood for observing k data
events. For stochastic models, n̄j is unknown. Instead, the MC outcome can be modeled as having drawn nj
events from a random process that simulates the physical process. When MC generation is expensive, we can
approximate nj as being drawn from a Poisson process with mean n̄j 1 . Profiling on the true number of MC
events per process in the bin results in the Barlow-Beeston (BB) likelihood, given by [184]
n
s
~ Y
~ k −λ(θ)
n̄j j e−n̄j
~ = max λ(θ) e
LBB (θ|k)
,
k!
nj !
{n̄j }
j=1

(7.24)

~ is given by Eq. (7.23), nj and n̄j are the estimated and true MC counts in the bin respectively,
where λ(θ)
and {n̄j }sj=1 denotes the s nuisance parameters we have profiled over.
1 The MC generation is a binomial process where we generate a fixed number of events for each process, N , and accept
j
~ such that n̄j (θ)
~ = βj (θ)N
~ j . In the limit of both rare processes (βj  1)
them into the bin of interest with probability βj (θ),
and many generated events (Nj  1), the total number of observed events can be approximated as Poisson distributed with
~ = P βj (θ)N
~ j = P n̄j (θ).
~
mean λ(θ)
j

j
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In the above formalism MC has been produced at the natural rate, but this is not the case for weighted
MC. The prescription is given by replacing Eq. (7.23) with
~ =
λ(θ)

s
X

~ j,
ηj (θ)n̄

(7.25)

j=1

~ is a scale factor for process j that accounts for the differences in the MC generation and the
where ηj (θ)
target hypothesis of interest. In this case, the likelihood definition is still given by Eq. (7.24); an explicit
formula for s = 1 is given in the appendix. However, for arbitrary weight distributions per physical process
LBB may not be appropriate as it neglects the variance from a sum of weights [184]. It remains valid only in
the case where the distribution of weights for each process is narrow.
A computational issue with this approach arises for s ≥ 1. Although the likelihood may be expressed simply
as the maximum with respect to the per-bin nuisance parameters, this maximization becomes computationally
cumbersome for large s. The primary result of [184] is a more efficient approach that reduces the global
maximization into s root finding problems. However, when this numerical root-finding approach introduces
discrete jumps in the numerical approximation of the likelihood. These discrete jumps in turn cause problems
for the global maximization of the likelihood with respect to physical parameters, and can cause this procedure
to fail.
7.3.1.2

Uncertainties in the large-sample limit

In the large-sample regime, the Gaussian distribution is an appropriate description of the observed data.
In this limit, the use of Pearson’s χ2 as a test-statistic [187] is common practice. For a single analysis bin,
Pearson’s χ2 is defined as

~ 2
~ = (k − λ(θ)) ,
χ2 (θ)
(7.26)
~
λ(θ)
~ = P wi (θ)
~ and wi are the weights of each of the MC
where we continue to use the approximation λ(θ)
i
events. The form of Pearson’s χ2 arises from the fact that the Gaussian distribution of k is the large-sample

~
limit of a Poisson distribution for which the expected statistical variance of the observation is given by λ(θ).
Systematic uncertainties, under the assumption that they follow a Gaussian distribution and are independent
between bins, can be included as

~ 2
~ = (k − λ(θ)) .
χ2 (θ)
~ + σ2
λ(θ)
syst.

(7.27)

However, this method of incorporating systematic uncertainties tends to overestimate them in shape-only
analyses; see [188] for a recent discussion in the context of reactor neutrino anomalies. Similarly, one can
include uncertainties to account for statistical fluctuations of the MC in the test-statistic. In doing so, the
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Gaussian behavior is implicit and the modified χ2 reads
~ 2
(k − λ(θ))

~ =
χ2mod (θ)

~ + σ2 + σ2
λ(θ)
syst.
mc

,

(7.28)

2
where σmc
is the MC statistical uncertainty in the bin given by
2 ~
σmc
(θ) ≡

m
X

~ 2.
wi (θ)

(7.29)

i=1

Note that this test-statistic definition is not appropriate in the small-sample regime, as the data is no longer
well described by a Gaussian distribution. If one uses a χ2 test-statistic in the small-sample regime, one
ought to calculate the test-statistic distribution properly to achieve appropriate coverage [189]. Calculation
of this test statistic distribution presents some challenges which are discussed further in Section 7.4.

7.3.2

Generalization of the Poisson likelihood

~ however we are considering
Ideally we would like to obtain the expected event count for any hypothesis, λ(θ),
problems where this relationship is not known and λ is instead estimated by MC. The key difference here is
~ using the
that instead of using exact knowledge of λ we want to perform Bayesian inference to obtain P(λ|θ)
~ we have
MC available. Assuming the weights are functions of θ,
~ =
LGeneral (θ|k)

Z

0

∞


λk e−λ 
~ dλ,
P λ|w(
~ θ)
k!

(7.30)



~ , is inferred from the MC. The likelihood, LAdHoc , in Eq. (7.22) is
where the distribution of λ, P λ|w(
~ θ)


~ , but clearly this is an unrealistic assumption as it presumes
~ = δ λ − P wi (θ)
recovered when P(λ|w(
~ θ))
i
~ from a finite number of realizations. Instead, it is more appropriate
perfect knowledge of the parameter λ(θ)
~ based on the MC realization. This is given by
to construct P(λ|w(
~ θ))


~
L(λ|w(
~ θ))P(λ)
~ =R
P λ|w(
~ θ)
,
∞
0 ) dλ0
~
L(λ0 |w(
~ θ))P(λ
0

(7.31)

~ is the likelihood of λ given w(
~
where P(λ) is a prior on λ that must be chosen appropriately and L(λ|w(
~ θ))
~ θ).
This is similar to [184, 185], but instead of fitting λ as a nuisance parameter as in LBB in Eq. (7.24), we
marginalize over it in Eq. (7.30) as informed by the MC weights. When LGeneral is used under a frequentist
approach, the marginalization over λ implies a hybrid Bayesian-frequentist construction, similar to the
treatment of nuisance parameters described in [190] and employed in [191, 192].
~ is derived assuming identical weights in Sec. 7.3.2.1,
This section is organized as follows. First L(λ|w(
~ θ))
and is then extended to arbitrary weights in Sec. 7.3.2.2. With this in hand, we can calculate an analytic
expression for Eq. (7.30) using Eq. (7.31) under a uniform P(λ) prior in Sec. 7.3.2.3. Section 7.3.2.4 briefly
discusses a family of distributions as possible alternative priors. Section 7.3.2.5 shows that the effective
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likelihood converges to Eq. (7.22) in the limit of large MC size. Finally, Sec. 7.3.2.6 provides some intuition
on the behavior of the generalized likelihood. Equation (7.45), along with the definitions of µ and σ 2 given
in Eq. (7.32), constitutes the primary result of this work.
7.3.2.1

~ for identical weights
Derivation of L(λ|w(
~ θ))

~ is derived for identical weights. We will show that L(λ|w(
~ can be written in
In this section L(λ|w(
~ θ))
~ θ))
terms of two quantities
µ≡
for a bin with m MC events.

m
X
i=1

wi and σ 2 ≡

m
X

(7.32)

wi2

i=1

For identical weights, w ≡ wi ∀i, the following equalities hold:
µ = wm, σ 2 = w2 m, w = σ 2 /µ, and m = µ2 /σ 2 .

(7.33)

Assume that m is the outcome of sampling a Poisson-distributed random variable M with probability mass
function
Poisson(M = m; m̄) =

e−m̄ m̄m
,
m!

(7.34)

where m̄ is the mean of the distribution. Further, assume that the expected number of data events λ = wm̄
so that m̄ = λ/w. Substituting back into Eq. (7.34), we can interpret Poisson(M = m; m̄) as a likelihood
function of λ

2

−λµ/σ
λµ/σ 2
~ = L(λ|µ, σ) = e
L(λ|w(
~ θ))
(µ2 /σ 2 )!

µ2 /σ2

,

(7.35)

~ for identical weights.
as µ and σ fully specify w(
~ θ)
7.3.2.2

Extension to arbitrary weights

The derivation above assumed identical weights. For arbitrary weights, µ is an outcome sampled from a
compound Poisson distribution (CPD), which can be approximated by a scaled Poisson distribution (SPD)
by matching the first and second moments of the two distributions [193]. In order to make the connection,
first rewrite µ and σ 2 as
2
µ = wEff mEff and σ 2 = wEff
mEff ,

(7.36)

where mEff is the effective number of MC events and wEff the effective weight. From Eq. (7.33) these are
given by: mEff = µ2 /σ 2 and wEff = σ 2 /µ. Next, assume m̄ = λ/wEff and
L(m̄|mEff ) =

e−m̄ m̄mEff
,
Γ(mEff + 1)

(7.37)

83
where λ again is the expected number of events in data. Equation (7.37) can be written as a likelihood
function of λ,

µ2 /σ2
2
e−λµ/σ λµ/σ 2
~
L(λ|w(
~ θ)) = L(λ|µ, σ) =
,
Γ(µ2 /σ 2 + 1)

(7.38)

which is identical to Eq. (7.35) except the denominator is now a gamma function instead of a factorial.
However, since the denominator does not depend on λ it cancels out in Eq. (7.31).
To understand this approximation, note that the maximum likelihood in Eq. (7.37) occurs when m̄ = mEff .
The first and second moments of the SPD random variable wEff M , where M ∼ Poisson(mEff ), are given by
E[wEff M ] = wEff mEff

(7.39)

= µ,
and
2
Var[wEff M ] = wEff
mEff

(7.40)

= σ2 .
This shows that the SPD, under the maximum likelihood solution for the given MC realization, has first and
second moments that match the sample mean, µ, and variance, σ 2 , respectively. These are equal to the first
and second moments of the CPD as described in [193]. By assuming that µ is drawn from a SPD, we can
treat µ and σ as outcomes that fix the likelihood function of the underlying scaled expectation λ, analogous
to the case of identical weights. Because both the first and second moments are matched, this approximation
accounts for the variance of the CPD unlike LBB , which only accounts for the mean. Thus, while LBB is valid
only for the case of narrow weight distributions, this approximation remains valid for broader distributions.
7.3.2.3

The effective likelihood

~ from the MC, we can proceed to compute Eq. (7.30) under a
Now that we have an expression for L(λ|w(
~ θ))
uniform P(λ). To simplify the notation, let
α=

µ2
µ
+ 1 and β = 2 .
σ2
σ

(7.41)

~ in Eq. (7.31) we obtain
Then, assuming a uniform P(λ) and substituting Eq. (7.38) for L(λ|w(
~ θ))
(λβ)α−1
Γ(α)
e−λβ λα−1 β α
=
Γ(α)

~ = βe
P(λ|w(
~ θ))

−λβ

= G(λ; α, β),

(7.42)
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where Γ is the gamma function and G the gamma distribution with shape parameter α and inverse-scale
parameter β. Note that in going from Eq. (7.38) to Eq. (7.42) µ and σ 2 go from random variates for a
~ and P(λ),
particular λ to parameters that govern the probability density of λ. With this choice of L(λ|w(
~ θ))
we can rewrite LGeneral from Eq. (7.30) as
Z ∞ k −λ
λ e
~ =
LEff (θ|k)
G(λ; α, β) dλ
k!
0
β α Γ (k + α)
=
k+α
k! (1 + β)
Γ (α)
2
" 
#−1

 2
µ2
µ
 µ  2 +1
µ k+ σ2 +1
µ2
µ
σ
,
=
+1
Γ k + 2 + 1 k! 1 + 2
Γ
σ2
σ
σ
σ2

(7.43)
(7.44)
(7.45)

where µ and σ 2 depend on θ~ through w.
~
7.3.2.4

A family of likelihoods

It is possible to generalize the choice of α and β in Eq. (7.41) by choosing a particular form of P(λ). Since
the distribution of interest is a Poisson distribution, a well-motivated choice of P(λ) is a gamma distribution
(the conjugate prior of the Poisson distribution) [194]; also see [179] for a recent discussion. Thus, we set
P(λ) = G(λ; a, b), where a and b are the shape and inverse-scale parameters of the gamma distribution,
respectively. These hyper-parameters dictate the distribution of the Poisson parameter λ [195]. In line with
our previous discussion, the gamma distribution prior implies that Eq. (7.41) becomes
α=

µ2
µ
+ a and β = 2 + b.
σ2
σ

(7.46)

The rest of the likelihood derivation remains the same. This allows the choice of specific values for a and b to
satisfy certain properties. Equation (7.41) is obtained with a = 1 and b = 0, corresponding to the uniform
prior discussed above. Another interesting choice is to require that the mean and variance of P(λ|µ, σ) match
µ and σ 2 , respectively. This can be achieved by setting a = b = 0, and we refer to this parameter assignment
as LMean . In the case of identical weights, LMean is equivalent to Eq. (20) in [179]. Both choices are improper
priors, as technically they are limiting cases of the gamma distribution. However, we can use them to obtain
proper P(λ|µ, σ) distributions.
In [179], a convolutional approach is suggested for handling arbitrary weights. We refer to this likelihood
as LG . Each weighted MC event has P(λi |wi ) = G(λi ; 1, 1/wi ), corresponding to the prior P(λi ) = G(λi ; 0, 0),
Pm
such that λ = i λi . The likelihood LMean is a good analytic approximation of the more computationally
expensive calculation given in [179] for LG . The latter has time complexity O(k 2 m) where k and m are the

number of data and MC events in the bin respectively. When assuming uniform priors, the convolutional
approach does not recover Eq. (7.42) for identical weights, so it cannot be used as a generalization of LEff .
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7.3.2.5

Convergence of the effective likelihood

In this section we will show that, if the relative uncertainty of the bin content vanishes as MC size increases,
LEff and LMean both converge to LAdHoc .
For positive weights wi , the relative uncertainty σ/µ is bounded between zero and one. Uncertainty as
large as the estimated quantity, σ/µ = 1, occurs if and only if m = 1. In the limit that σ/µ goes to zero,
Eq. (7.42) converges to δ(λ − µ), and LEff and LMean both go to LAdHoc . We can see this by noting that
the shape parameter, α, goes to infinity as the MC relative uncertainty goes to zero, turning the gamma
distribution into a Gaussian distribution of mean α/β and variance α/β 2 . This Gaussian converges to
δ(λ − µ) in the limit of vanishing σ/µ. Substituting into Eq. (7.30), we recover Eq. (7.22), which converges
to Eq. (7.21) in the large MC limit.
It remains to be shown that the relative uncertainty of the bin content vanishes as MC size increases. For
identical weights,
lim

m→∞

σidentical
1
= lim √ = 0.
m→∞
µidentical
m

For arbitrary weights, the limit can be written in terms of the running average of wi and wi2 as
p
hw2 im
σ
√ ,
lim
= lim
m→∞ µ
m→∞ hwim m

(7.47)

(7.48)

where hwim is the average over wi and hw2 im the average over wi2 for i ≤ m. This shows that as long as
hw2 im does not grow much faster than hwi2m , the limit will converge to zero. For weight distributions with
positive support and finite, non-zero mean, this should be the case.
7.3.2.6

Behavior of the effective likelihood

It is instructive to examine the behavior of LEff for a single bin. It is standard to work with the log-likelihood
l(µ, σ|k) ≡ −2 ln L(µ, σ|k) and we do so here. Figure 7.1 shows the contour lines for lEff (µ, σ|k = 100). Since
~ a minimization over θ~ can be thought of
µ and σ are both dependent on the same underlying parameters, θ,
as a constrained minimization over µ and σ. This is visualized as the gray region in Fig. 7.1, which indicates
where µ and σ are allowed to vary for some physics model2 . Similarly, we can also visualize the standard
Poisson log-likelihood, lPoisson (µ|k = 100), which is simply lEff constrained along the line σ = 0.
To further illustrate the effect of the accessible region, we minimize lEff over µ for two possible constraints:
fixed σ and fixed σ/µ. In terms of Eq. (7.32), a sufficient but not necessary condition for constant σ/µ
with varying µ is equal weights, and a necessary but not sufficient condition for constant σ with varying
µ is m ≥ 2. For a standard Poisson likelihood, µ̂Poisson ≡ minµ lPoisson (µ|k) = k. Figure 7.2 shows
2A

√
general bound for positive weights is σ ≤ µ ≤ σ m which can be seen from their definitions.
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Figure 7.1: Likelihood contours and accessible region. Contours of constant lEff (µ, σ|k = 100). The
accessible region (gray) illustrates where values of µ and σ may lie for a hypothetical physics model. A
minimization over θ~ can be thought of as a constrained minimization over the accessible region in µ and σ.
Note that as σ increases the contours broaden.

Figure 7.2: Slices of lEff for two accessible regions. This figure shows lEff (µ, σ|k = 100) minimized over
µ while σ (left) and σ/µ (right) are held fixed. The minimum, µ̂Eff , is shown as the solid blue line running
through the center of the shaded regions. The shaded regions indicate where lEff (µ, σ|k) − lEff (µ̂Eff , σ|k) < 1.
As σ goes to zero, the Poisson best-fit µ̂Poisson = 100 is obtained. For fixed σ/µ, µ̂Eff deviates from µ̂Poisson
as σ/µ increases.
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µ̂Eff ≡ minµ lEff (µ, σ|k = 100) as well as the region where lEff (µ, σ|k) − lEff (µ̂, σ|k) < 1 for fixed σ (left) and
fixed σ/µ (right). Note that the shaded regions for fixed σ are calculated without requiring that µ ≥ σ,
which would be the case for Eq. (7.32). As σ goes to zero, the Poisson best-fit and Wilks’ 1σ interval are
recovered. As σ or σ/µ increases, the shaded region becomes wider, as expected. For fixed σ, µ̂Eff does not
deviate much from µ̂Poisson , while for fixed σ/µ, µ̂Eff deviates from µ̂Poisson as σ/µ increases. The shaded
regions correspond to the 1σ interval assuming the asymptotic approximation from Wilks’ theorem and give
a sense of the shape of LEff projected onto one-dimensional slices.

7.3.3

Example and performance

In practice, likelihoods such as those discussed above are used to estimate physical parameters from data. As
discussed at the beginning of Sec. 7.3, weighted MC is often used to compute the likelihood of a particular
physical scenario given the observed data. Statements are then made about the physical scenarios either by
maximizing the likelihood or by examining the posterior distribution assuming some priors. We examine
a toy experiment where we measure the mode, Ω, and normalization, Φ, of a Gaussian-distributed signal
against a steeply falling inverse power-law background. The performance of LEff is evaluated and compared
against other likelihoods.
For this toy experiment, we generate the true energies, Et , of synthetic data events from a background
b

falling as (Et /100GeV)−γt , where γtb = 3.07, and a Gaussian signal centered at Ωt = 125 GeV with width of
σt = 2 GeV and normalization Φt = 5013 for a fixed number of expected events. Our imaginary detector
is sensitive in the 100 − 160 GeV range. To simulate the effect of a real detector, the true energy, Et , is
smeared by 5 % for background and 3 % for signal to obtain event-by-event reconstructed energies, Er . We
generate a total number of MC events, NMC , split evenly between the components. Generation is performed
b

assuming inverse power-law distributions of (Et /100GeV)−γg for signal and (Et /100GeV)−γg for background.
We choose γg = 1 and γgb = 2. Reweighting of the MC can then be performed as a function of Et and
forward-folded onto distributions in Er over which the events are histogrammed and likelihoods evaluated.
A diagram of the steps described above is shown in Fig. 7.3. For all toy experiments, the background
component, (Φb , γ b ), and the signal width, σ, are kept fixed to their true values. Only the signal mean, Ω,
and normalization, Φ, are treated as free parameters.
7.3.3.1

Point estimation

Figure 7.4 shows the expectation in Et as well as the data and LEff best-fit distributions in Er . The leftmost
panel shows the expectation for both signal and background assuming no smearing in Et . The three other
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MC generation

Detector simulation

Signal ∼ PowerLaw(γg )
Background ∼ PowerLaw(γgb )

Smearing to mimic
detector response.

Synthetic data generation
Produce data according to
θ~true = (Φbt , γtb , Φt , Ωt , σt )

Detector simulation

Signal ∼ Gaussian(Ωt , σt )
Background ∼ PowerLaw(γtb )

Smearing to mimic
detector response.

Reweighting
Reweight MC to a physical
hypothesis θ~ = (Φb , γ b , Φ, Ω, σ)
Signal ∼ Gaussian(Ω, σ)
Background ∼ PowerLaw(γ b )

Histogram MC
Binned MC expectation.

Histogram Data
Binned synthetic data.

~
L(θ)

Figure 7.3: Diagram of toy experiment steps. The three colored boxes indicate the three steps of our
toy experiment. The left box (almond) summarizes the MC and data generation. The center box (salmon)
indicates the step in which we apply the detector response. The right box (lilac) summarizes the MC
reweighting, data and MC histogramming, and final likelihood evaluation from the histograms. This final
lilac box is repeated for each likelihood evaluation.

Figure 7.4: Benchmark scenario. Leftmost panel: the underlying distribution that data is drawn from
with background (purple) and total rate (orange). Right three panels: observed data (black), LEff best-fit
MC distributions (orange), and MC uncertainties (orange band), with increasing MC size from left to right.
The background component and signal width are fixed, while the mean and normalization of the signal peak
are fit by maximizing the likelihood with respect to those parameters.
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panels show the smeared, Er , distribution for data (black) and the best-fit result from LEff for three different
MC datasets (orange) of varying MC size. The smeared shape of the signal peak is clearly visible in data,
but not in the smallest size MC. As the MC increases in size, the best-fit MC distribution can be seen to
converge to the data distribution.
Likelihood
LAdHoc
LEff

NMC = 104

105

106

(127.0, 6368.0)
(127.1, 6077.1)

(124.7, 5655.7)
(124.7, 5576.0)

(125.1, 4888.5)
(125.1, 4889.4)

Table 7.3: Best-fit parameters For the toy experiment shown in Fig. 7.4, best-fit parameters using LAdHoc
and LEff are shown. The columns in the table are for the different MC sizes. The two numbers in parentheses
for each entry correspond to Ω and Φ, respectively.
The best-fit values for the example shown in Fig. 7.4 are given in Table 7.3 for LEff and LAdHoc . As point
estimators, both likelihoods return similar values. This is driven by the fact that the same underlying MC
~ mostly serves to broaden the
distribution is used to fit to the data. The effect of convoluting P(λ|w(
~ θ))
likelihood space, while preserving the maximum within the constraints described in Sec. 7.3.2.6. In the large
MC limit, both likelihoods can be used for unbiased point estimation, provided that the likelihood space is
smooth enough for standard minimization techniques to probe the global minimum.
7.3.3.2

Coverage

Due to the higher computational cost of computing frequentist confidence intervals by generating pseudodata
to estimate the test-statistic (T S) distribution, it is common to use the approximation given by Wilks’
theorem for the cases where the underlying assumptions hold. In the case of small MC, a likelihood description
that neglects MC uncertainties may lead to under-coverage even for a large data sample. In this section, we
~ˆ where θ~true and θ~ˆ correspond to the true and best-fit (Ω, Φ), respectively.
will use T S = ∆l = l(θ~true ) − l(θ),
We evaluate the coverage properties, computed using the asymptotic approximation given by Wilks’ theorem,
of the two-dimensional fit over (Ω, Φ) for several likelihood constructions. These include the modified-χ2 ,
LAdHoc , LBB , LMean , and LEff . These five test-statistics were chosen on the basis of their computation speed
and as tests of different approaches towards the treatment of weighted MC. Note that using Wilks’ theorem
is an approximation and in general coverage tests should be performed to determine if it holds for a given
experimental setup.
Several configurations were tested, all under the assumptions of the toy experiment described in Sec. 7.3.3.1.
The MC was generated for two different settings of the total number of events: 103 and 106 . For each setting,
500 toy experiments were generated, their best-fits found, and their ∆l evaluated. Each toy experiment was
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Figure 7.5: Coverage properties. True coverage of the Wilks’ confidence interval for two sets of toy
experiments with different MC sizes: 103 events (left) and 106 events (right). The ad hoc Poisson likelihood
severely under-covers. The modified-χ2 , LBB , and LMean also undercover for small MC size. The effective
likelihood, LEff , derived in Sec. 7.3.2.1 performs best.
classified as covering θ~true at a specified level p if ∆l < I(p; 2), where I is the inverse of the χ2 cumulative
density function and 2 indicates the number of degrees of freedom.
Figure 7.5 shows the percentage of times the true parameters were within the confidence intervals at level
p as a function of the estimated coverage percentile for that level. First note that, as expected, the true
coverage is highly dependent on MC size, with higher MC size leading towards improved agreement. In the
case of NMC = 103 , LBB , LMean , modified-χ2 , and LAdHoc all undercover to varying degrees of severeness. For
NMC = 106 , LAdHoc still under-covers, which is not surprising as it presumes zero MC uncertainty, but the
other likelihoods exhibit good agreement. In this benchmark test, LEff exhibits the best coverage properties.
Note that these two examples represent extremely low simulation sample sizes in comparison to the data, and
more realistic scenarios may not show such large deviations. Further tests have shown that these coverage
properties hold true for cases where the background simulation size is small and the signal simulation size
more appropriate; this is case for most IceCube analyses. We do not expect these coverage properties to hold
for cases in which the asymptotic approximation breaks down for infinite simulation sample size. Finally, in
the unlikely scenario where signal simulation samples are small and background simulation samples are large,
the coverage of this method in the asymptotic approximation breaks down. In this last case other methods
exist that may provide better coverage at the cost of additional computational complexity [180].
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7.3.3.3

Posterior distributions

~
Figure 7.6: Posterior distributions in parameter space. Comparison of P(θ|k)
for LEff (blue) and
LAdHoc (orange). Each horizontal row above uses a different MC set size, with NMC = 104 , 105 , and 106
from top to bottom. The left and center column show the marginal posterior distribution for the mass, Ω,
and normalization, Φ, respectively. The true value is indicated by the dashed, vertical line. The rightmost
column shows the joint posterior distribution with 68% (solid) and 95% (dashed) contours. The true values
are indicated by the star.
It is also possible to use LEff in a Bayesian approach. Using Bayes’ theorem, the posterior is
~ ∝ L(θ|k)π(
~
~
P(θ|k)
θ),

(7.49)
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~ is a prior on the parameters. As evaluation of the normalization factor can by challenging, P(θ|k)
~
where π(θ)
can be approximated using a Markov Chain Monte Carlo (MCMC). For our toy example, we used emcee [173]
~
to sample P(θ|k)
under a uniform box prior for two different likelihood functions: LEff and LAdHoc . The
sampling was performed using the data and MC sets described in Sec. 7.3.3.1.
Figure 7.6 shows the posterior distributions of Ω and Φ. For each comparison, LEff (blue) and LAdHoc
(orange) were sampled using the same underlying data and MC. We used 20 walkers with 300 burn-in
steps followed by 1000 steps as settings for emcee. The left and center column show the marginal posterior
distribution for the mass, Ω, and normalization, Φ, respectively. The true value is indicated by the dashed,
vertical line. The rightmost column shows the joint posterior distribution with 68% (solid) and 95% (dashed)
contours. The true values are indicated by the star. With LAdHoc , the true value of the parameter is highly
improbable for the lower MC-size cases of the top and middle rows. In contrast, the posterior evaluated using
LEff has increased width due to the reduced MC size. Even for NMC = 106 (bottom row), the shape of the
posterior evaluated using LAdHoc is narrower than that using LEff . Credible regions estimated using LAdHoc
would bias the result.
7.3.3.4

Performance

In this section we compare our performance with other treatments available in the literature in terms of the
runtime cost per likelihood evaluation for a single bin. We perform our tests using a single Intel® Core™
i5-8350U CPU @ 1.70GHz running code compiled with clang version 6.0.0-1ubuntu2. We compute the
likelihood CPU-evaluation time for the following likelihoods: LAdHoc , modified-χ2 , LG [179], LBB [184], and
LEff . For each of them we consider increasing number of MC events from 102 to 106 , increasing number of
background components from 1 to 103 , and increasing counts of data events from 101 to 104 . Figure 7.7 shows
the behavior of the runtime with respect to these quantities. All likelihoods have runtime that increases with
the number of MC events, as seen in the leftmost panel of Fig. 7.7, as each likelihood must compute the sum
of event weights which incurs an O(m) cost, where m is the number of MC events in the bin. Additionally, at
low MC sample sizes the modified-χ2 is faster than LEff since LEff requires the evaluation of more expensive
special functions, however at larger MC sample sizes this additional cost is negligible compared to that of
summing the MC weights. In the middle panel of Fig. 7.7 it can be seen that all likelihoods except LBB are
constant with respect to the number of background components as they only depend on summary statistics
of the weight distribution. The Barlow-Beeston likelihood, LBB , incurs an O(bd log d) cost for solving a single
root finding problem per physical component, where b is the number of background components and d is
the number of digits of precision, and therefore is not constant in runtime with respect to the number of
components. However, one key difference between LBB and LEff is that LEff must compute two summations
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(the sum of the weights and sum of the square weights), while LBB needs only to compute a single summation
of the MC weights. The rightmost panel of Fig. 7.7 shows the runtime as a function of the number of data
events; for most likelihoods the number of data events, k, enters only in the evaluation of some special
functions which for all practical applications are approximately constant in runtime. LG evaluates a special
function which for these purposes can only be computed in O(k 2 m) time, resulting in the dependence on
the number of data events. The LAdHoc treatment is always the fastest, but it does not incorporate MC
statistical uncertainties in any way.
These tests make the behavior clear for single likelihood evaluations, and we expect similar trends for the
runtime when applied to inference problems that are solved using MCMC techniques. However, additional
complications can arise for inference techniques that make use of the profile likelihood. Global minimization
can be affected by the numerical precision of the likelihood evaluation and any discontinuities that result. We
have found such performance issues for LBB and LG , while other techniques seem to have better numerical
stability. While it may be possible to overcome these issues for LBB and LG , currently known techniques
have fallen short.

7.3.4

Conclusion

The use of MC to estimate expected outcomes of physical processes is nowadays standard practice. By
construction, MC distributions are sample observations and subject to statistical fluctuations. MC events
are also typically weighted to a particular physics model, and these weights may not be uniform across all
events in an observable bin. A direct comparison of MC distributions to data is typically performed using
LAdHoc or χ2 , where the expectation from MC is computed as a sum over weights in a particular observable
bin. Such likelihoods neglect the intrinsic MC fluctuations and may lead to vastly underestimated parameter
uncertainties in the case of low MC size. A better approach is to use a likelihood that accounts for MC
statistical uncertainties.
Along with the definitions of µ and σ 2 in Eq. (7.32), the main result of this work is given in Eq. (7.45).
This new LEff is motivated by treating the MC realization as an observation of a Poisson random variate,
computing the likelihood of the expectation using the MC and marginalizing the Poisson probability of
observed data over all possible expectations. It is an analytic extension of the Poisson likelihood that accounts
for MC statistical uncertainty under a uniform prior, P(λ). By assuming that the number of MC events
per bin is the outcome of sampling a Poisson-distributed random variable, and that the SPD is a good


~ can be written in terms of µ and σ 2 as shown
approximation of the CPD for arbitrary weights, L λ|w(
~ θ)
in Eq. (7.38). This allows us to calculate LEff , given in Eq. (7.45), which can be directly substituted in
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favor of LAdHoc . This construction is computationally efficient, exhibits proper limiting behavior, and has
excellent coverage properties. In the tests performed here, it outperforms other treatments of MC statistical
uncertainty.

7.3.5

Summary of likelihood formulas
Parameters
LAdHoc
χ2mod
Ls=1
BB
LMean
LEff

µ≡

Pm

i=1

wi , σ 2 ≡

Pm

i=1

wi2

µk e−µ
k!
(k−µ)2
µ+σ 2
o

µm̄
µm̄ k
m̄m e− m −m̄
m

n
1
max k!m!
m̄

 µ2 
µ σ2
µ2
Γ
k
+
k! 1 +
σ2
σ2



 µ2
µ2
µ σ2 +1
k
+
Γ
+
1
k! 1 +
2
2
σ
σ

 µ
µ k+ σ2
σ2
2

Γ



 µ
µ k+ σ2 +1
σ2
2

µ2
σ2

Γ



−1
µ2
σ2

+1

−1

Table 7.4: Table of likelihood formulas. The likelihood functions discussed in this paper are given in
each row. They are written in terms of µ and σ, whose explicit formulas are given in the top row, and the
number of observed events, k, in the bin. In the case of LBB we write the likelihood for the single-process
case. Our main result and recommended likelihood, LEff , is given in the last row.
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Figure 7.7: Likelihood function performance. Average single likelihood evaluation time is shown in the
vertical axis in seconds. Different line colors show different likelihoods. Top-most panel: the number of MC
events used is shown on the horizontal axis. Center panel: the number of background components is shown
on the horizontal axis. Bottom-most panel: the number of data events is show on the horizontal axis.
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7.4

Frequentist confidence intervals with nuisance parameters and limited
simulation

Frequentist and Bayesian techniques deal with different two different kinds of probability. In frequentist
statistics, the relevant probability is the frequency of the outcome of a repeatable experiment. Under this
framework the important concepts are parameter estimation, confidence intervals, and statistical tests. In
Bayesian statistics, the relevant probabilities come from the application of Bayes theorem which means we
can define the probability density of parameters. This definition of the parameter p.d.f. is applicable to the
same problems of parameter estimation, interval construction, and statistical tests but comes at the cost of
defining “prior belief” about parameters.
In this section we will ignore the problem of statistical tests, instead focusing on the common features
that underpin parameter estimation and interval construction. Generally in parameter estimation and
interval construction there are two sets of parameters, parameters of interest θ~ and nuisance parameters ~η .
Fundamentally there is no distinction between these two kinds of parameters. The difference is only in which
parameters we want to infer information about.
For both parameter estimation and interval construction the likelihood function is central. The likelihood
~ ~η |data) =
function reflects the plausibility of model parameters given observed data and is defined as L(θ,
~ ~η ). Where p(data|θ,
~ ~η ) is the probability of the data given the model parameters. A useful technique
p(data|θ,
to eliminate nuisance parameters is the profile likelihood technique. Dropping the explicit notational
dependence on data, the profile likelihood function is defined as
~ = max L(θ,
~ ~η ),
L̃profile (θ)
η
~

(7.50)

where often the negative log of the function is maximized in place of the function for computational reasons.
The profile likelihood is then only a function of the parameters of interest. Parameter estimation can be
performed by maximizing the profile likelihood to obtain the “best-fit” parameters
ˆ
~
θ~ = arg max L̃profile (θ).
~
θ

(7.51)

This best-fit point in the parameter space is a derived property of the likelihood function. However, the same
procedure can be performed with other functions to the same effect. In general a minimization procedure is
used, and we refer to these functions as “test-statistics” (TS). A particularly useful TS is derived directly
from the profile likelihood technique,
~ = −2 log
TS(θ)

!
~
L̃profile (θ)
.
~ˆ
L̃profile (θ)

(7.52)
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Figure 7.8: Test statistic distribution. An example of a test statistic distribution. Such distributions
tend to have the bulk of their mass close to the lower boundary with a long tail. Lower values indicate better
statistical compatibility with the data.
Using this TS to perform parameter estimation through minimization is mathematically equivalent to
maximizing the likelihood, however, this form will prove to be uniquely useful for interval construction.
Since frequentist statistics deals with the frequency of outcomes from repeated experiments, we can use
the TS that results from repeated experiments to construct probabilities. Consider for a moment a single
point in the parameter space θ~0 . At this point in the parameter space there is a distribution of data that
can be observed, and therefore a distribution of TS functions. Instead of considering the distribution of
TS functions originating from this point, we can simplify the picture by looking at the TS function only
evaluated at this point TS(θ~0 ). This gives us a distribution of TS values for this point in the parameter space
that may look like Fig. 7.8. It is important to note that for the profile likelihood TS and similar statistics
a smaller TS value indicates better compatibility with the data. For this reason many statistical tests are
constructed using a single tail significance, by comparing the TS from a single experiment to a background
TS distribution and reporting a p-value that is the fraction of the TS distribution greater than the observed
TS.
This procedure can be extended to construct intervals by considering the TS distributions of every point
in parameter space and comparing to the observed TS function. Consider the one-dimensional case where
there is a TS distribution for each value of the parameter, illustrated in Fig. 7.9 We can construct an interval
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Figure 7.9: One-dimensional test-statistic distribution comparison. An example of the test statistic
distributions as a function of a single parameter.
that will contain the true value of the parameter a fraction of the time α for repeated experiments. This
interval is the collection of points in the one-dimensional parameter space where the TS at that point is
greater than the α quantile of the corresponding TS distribution. If the TS distribution is the same for all
points in parameter space, the interval construction can procedurally be thought of as drawing a horizontal
line at the appropriate threshold and only including points that lie below the line. Varying TS distributions
modify this procedure to the comparison of two curves. This procedure is not limited to one-dimension but
can be extended to an arbitrary number of parameters of interest to construct n-dimensional regions with
the same properties.
There is however an important caveat to this construction that appears when we consider nuisance
parameters. In order for the intervals to have the desired properties, the observed TS must be greater than
the threshold for all possible values of the nuisance parameters. This ultimatum presents several challenges.
Nuisance parameters can often have a broad or even unbounded range of allowed values, meaning if the effect
of nuisance parameters does not taper off at the extrema then almost all intervals are guaranteed to be empty.
From a practical standpoint, computing the TS distributions for many points in parameter space is often
done via Monte-Carlo and is computationally expensive. Adding additional dimensions to the parameter
space for which we must compute TS distributions exponentially increases the computation time.
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To combat these issues we can limit our interval construction to be valid for values of the nuisance
parameters that are “reasonable”. There are several methods for doing this, but we can split them into
two categories: pure frequentist, and frequentist-Bayesian hybrid. In the pure frequentist approaches we
can either choose a single value of the nuisance parameters, or work with a limited range of the nuisance
parameter values. For the single value approach either nominal values are chosen before looking at the
data, or estimators of the nuisance parameters are used to choose their values. This approach benefits from
simplicity, but fails if the test-statistic distributions vary rapidly with changes to the nuisance parameters for
values that we might consider “reasonable”. A more expensive but robust approach is to explore the behavior
of TS distributions for a limited range of the nuisance parameter values, which can be chosen a priori or
from data-based bounds on the nuisance parameters. If we are willing to consider a hybrid approach, then
some more pragmatic options are available.
Although Bayesian methods could be used to choose a single point in parameter space from which to
generate the TS distributions, the more interesting application is one that uses a distribution in parameter
space. In Bayesian statistics we can directly assign a probability density to the points in parameter space,
either based on our prior information, or directly informed by the posterior distribution, from this extended
perspective the probability of certain nuisance parameter values is of interest when considering the frequency
of TS values for different parameters of interest. The prior case is simple in that we sample from the nuisance
parameter priors when generating the TS distribution which allows us to account for variability introduced by
the nuisance parameters without relying on hard cutoffs or biasing our inferences with parameter values that
are unrealistic. This prior based technique is well motivated if the priors are derived from external observations,
however in the case where nuisance parameters have broad or “uninformative” priors this motivation and
benefit may break down. In some cases we expect nuisance parameters to be heavily constrained by the same
data sample used to investigate the parameters of interest, so a different approach is merited. The alternative
is to use the posterior distribution to construct our nuisance parameter p.d.f. Ideally a posterior distribution
would be computed for each point in the parameters of interest space by fixing those parameters of interest.
In this way the nuisance parameter posterior used for sampling depends on the point in parameter space we
are examining.
With the possible solutions available, we can now look at the problem of limited simulation size when
generating test statistic distributions. As explored in Section 7.3 for binned Poisson likelihood problems, the
real expectation in data or simulation for the number of events in a bin is not a known quantity. Because the
real expectations are not known, it is impossible to exactly model the distribution of TS that are expected for
a particular point in the parameter space. However, as Section 7.3 also explored, limited simulation can be
modeled with nuisance parameters so the techniques discussed above can be applied directly to the problem.
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The “single point in parameter space” approach fails to address the additional uncertainty present in this
case. Allowing for unbounded variation of the bin expectations fails as it is guaranteed to produce empty
intervals. Bounding of the bin expectations within a reasonable range provides manageable intervals, but the
dimensionality of the problem makes this computationally unfeasible beyond a handful of bins. Unfortunately
this excludes all the “classic” frequentist solutions to this problem. The hybrid Bayesian-frequentist methods
in this case provide a tractable solution that accounts for the additional uncertainty. We can make use of
the treatment described in Section 7.3.2.3, where the bin expectation is derived to be gamma distributed,
and the expected number of data events modeled to be Poisson distributed once this expectation is known.
Practically this can be achieved by sampling data events from LEff , or through a two-step process where
the expectation is sampled from a gamma distribution G(λ; α, β) where α =
data events are sampled from a Poisson distribution

k −λ

λ e
k!

µ2
σ2

+ 1 and β =

µ
σ2 ,

and the

. It is important to note that this procedure only

applies to variations in the data and should not be used to vary simulation expectations. This is because the
TS distribution is intended to model variations in the data, whereas the simulation used for analysis is fixed.
Combined with a similar hybrid treatment for other nuisance parameters, this provides a more complete
accounting of the uncertainties given the available modeling.
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Chapter 8

Analysis
The goal of the analysis in this chapter is to characterize the astrophysical neutrino spectrum using a
high-purity sample of events. On its own, this may not provide the great insight that we desire into larger
problems of astrophysical neutrino origin or cosmic ray acceleration mechanisms. However, the detailed
measurements performed here are a vital piece of the puzzle that may help us to answer these larger questions
in the long run. In pursuit of these measurements, a handful of new techniques were also developed, and
these will certainly improve the other measurements we make going forward. This chapter combines the
analysis components outlined in previous chapters with different definitions of the astrophysical neutrino flux
and applies the statistical inference techniques of Section 7.1 to the analysis structure of Fig. 1.2. With this,
a wide variety of tests and measurements of the astrophysical flux are explored, and their results examined.

8.1

Characterization of the astrophysical neutrino flux

IceCube has reported evidence of neutrino emission associated with a blazar [196, 197], as well as a
2.9σ excess with respect to background from a starburst galaxy [198]. However, these specific associations
represent approximately 1 % of the astrophysical neutrino flux above 200 TeV [197], leaving the origin of the
vast majority of the flux still unassociated with sources [199, 200, 201]. To cover different ideas about the
origin of the astrophysical neutrino flux, we take a two-pronged approach to the spectrum’s characterization.
Section 8.1.1 considers generic forms for the spectrum, which could arise from numerous physical scenarios,
while Section 8.1.3 tests a small sample of specific spectra from the literature. Separate from the astrophysical
analyses, Section 8.1.2 explores the atmospheric flux of neutrinos from charmed hadrons. We provide the
data, Monte Carlo, and tools necessary for these tests in the data release outlined in Appendix Section B.1
and encourage readers to perform their own tests of model compatibility [202].
In addition to the spectral models chosen, three key assumptions are made about the astrophysical
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neutrino flux in this section: the flux incident on Earth is isotropic, it is the same between neutrinos and
anti-neutrinos, and the same for each neutrino flavor. An isotropic flux is expected in models where the
dominant contribution is from distant sources. We focus on the isotropic flux hypothesis as it is compatible
with the available neutrino data. Finally, IceCube is insensitive to the differences between neutrino and
anti-neutrino interactions on an event-by-event basis for most energies. So differences between the neutrino
and anti-neutrino flux content do not modify the expectation of detected events in this analysis for most
energies. The one region where this does not hold is for electron anti-neutrinos near 6.3 PeV, where their
resonant interaction with atomic electrons called the Glashow Resonance (GR) [75, 76] can occur. This
resonance enhances the expectation of detected down-going events near the resonance energy because of the
larger interaction probability in the detection volume but reduces the expectation for up-going events because
of increased absorption in the Earth [203, 204]. However, because the spectrum is steeply falling, as observed
in previous analyses [60, 58, 205, 107, 64], the expected number of GR events is small in comparison to the
rest of the sample; approximately 3.6 % above 60 TeV, assuming the best-fit spectrum from Section 8.1.1.1.
As described in Chapter 6, backgrounds from cosmic-ray showers produced in the Earth’s atmosphere are
a small but non-negligible contribution to the events observed in the sample; quantitatively above 60 TeV,
1.5 % atmospheric muons and 16 % atmospheric neutrinos. The background model used throughout this
section includes atmospheric neutrinos from pions, kaons, and charmed hadrons, as well as atmospheric muons.
Table 7.1 describes the parameters of the fit for the single power-law model and the priors (or constraints)
associated with them. In addition to the astrophysical model and backgrounds with their respective nuisance
parameters, detector systematics are also included. Only the astrophysical neutrino flux parameters differ
between the models described in this section, the background models and detector systematics remain the
same.

8.1.1

Generic models

Many well-motivated models of the astrophysical neutrino flux come in the form of power laws. This
commonality stems from the possibility that astrophysical neutrinos and cosmic rays may share a common
origin, and that we observe cosmic rays at Earth with a power-law spectrum. To examine the possibility of a
power-law-like flux, we study a few generic scenarios for the astrophysical flux in the following sections.
The first scenario, called the “single power law” (SPL), is an unbroken power law across all energies with a
freely varied normalization and spectral index. This is the simplest model as it only has two free parameters
for the astrophysical spectrum: spectral index and normalization. It is also motivated by Fermi-acceleration,
which predicts a power-law energy spectrum [206, 207].
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The second scenario called the “double power law” (DPL), is the sum of two unbroken power-law spectra,
both with freely varying normalizations and spectral indices. This potentially describes scenarios in which
there are two populations of sources, two production mechanisms for high-energy astrophysical neutrinos that
produce different power-law fluxes, or where neutrinos and anti-neutrinos have different spectra [208, 209].
A variety of source production models predict a high-energy cutoff in the neutrino spectrum, whether
from limitations of the source energetics, a drop in pion production efficiency, energy losses of secondary pions
and muons, or other mechanisms. To accommodate this possibility in a functionally simple way, we define a
model with a single power-law astrophysical flux that has an exponential suppression at high energies. This
third scenario, called the “exponential cutoff,” has an additional parameter describing the cutoff’s energy
scale.
The fourth scenario, called the “log parabola” (LP), is a simple extension to the power law that adds
a changing spectral index. This model is often used to describe gamma-ray spectra across many orders
of magnitude of gamma-ray energy, which could otherwise be described as power laws in smaller energy
ranges [210].
8.1.1.1

Single power-law flux

For the single power-law-flux scenario, an isotropic flux of astrophysical neutrinos is assumed incident on the
Earth with a total differential all-flavor neutrino-plus-anti-neutrino spectrum given by
−γastro

dΦ6ν
Eν
= Φastro
· 10−18 GeV−1 cm−2 s−1 sr−1 ,
dE
100 TeV

(8.1)

where Φ6ν is the flux of the six neutrino species combined, Φastro is the normalization, and γastro is the
common spectral index. These two parameters are incorporated as arguments of the likelihood, according to
Section 7.1. To better understand the relationship between the data and the neutrino flux contributions, we
first look at projections in the two observables most different between neutrino fluxes (zenith, and energy)
and compare data to the expectation from Monte Carlo assuming the nuisance parameters from the best-fit
~ˆ ~ηˆ) = arg max~ L(θ,
~ ~η ) · Π(θ,
~ ~η ). The bottom panel of Fig. 8.1 shows the data and expected number of
(θ,
θ,~
η
events in bins of the cosine of the reconstructed zenith angle. In the down-going region, the data are well
described with the addition of an isotropic astrophysical neutrino flux. Atmospheric components alone cannot
describe the data well because the atmospheric neutrino components are suppressed in the down-going region
by accompanying muons; see Section 8.1.2 for details. In fact, the null hypothesis (atmospheric only) is
rejected with respect to the alternative hypothesis that includes an astrophysical component at approximately
8σ with this sample. The top panel of Fig. 8.1 shows the data and expected number of events in bins of
reconstructed deposited energy. The region below 60 TeV is not included in the analysis because of larger
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Figure 8.1: Deposited energy and reconstructed cos θz distributions. In these panels the data is
shown as crosses and the best-fit expectation as a stacked histogram with each color specifying a given flux
component: astrophysical neutrinos (golden), conventional atmospheric neutrinos (red), and penetrating
atmospheric muons (purple). Top: distributions of events and expected event count assuming best-fit
parameters as a function of the deposited energy; events below 60 TeV (light blue vertical line) are ignored in
the fit. Bottom: distribution of events with energy greater than 60 TeV in the cosine of their reconstructed
zenith angle. Up-going events are on the left side of this panel and down-going events on the right. The
expected number of events are split by components and displayed as a stacked histogram. The normalization
of the prompt atmospheric neutrino component fits to zero and so is not shown in the stacked histogram.
The distribution of data events appears to be largely flat as a function of cosine zenith with a small decline
towards the up-going region. The lower event rate in the up-going region is expected as a result of the Earth’s
absorption of the neutrino flux, and appears to be compatible with the Monte Carlo expectation.
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Figure 8.2: Right ascension distribution. Events above 60 TeV are shown together with the stacked
expectation of different components using simulation weighted with the best-fit parameters for the single
power-law astrophysical model. This figure has the same format as Fig. 8.1.
background uncertainties. However, we present the data to MC comparison in this region to demonstrate
the level of agreement below the cut. From the stacked histogram, it is clear that above 60 TeV, the sample
is dominated by the astrophysical component. Although not used directly in the analysis, we can look at
another observable, the reconstructed right ascension. Under the assumption of isotropy for the astrophysical
neutrino flux, this distribution should be uniform. Figure 8.2 is structured in the same manner as Fig. 8.1
but for the right ascension. From this distribution, the data appears to be compatible with the assumption
of isotropy. Table 8.1 provides a comparison of the expected number of events in observable categories from
the different components and compares this to the observed data.
8.1.1.1.1

Frequentist analysis

The frequentist analysis of the single power law gives a best-fit point

across all parameters, one-dimensional confidence intervals of each parameter, and two-dimensional confidence
regions for the astrophysical normalization and spectral index. The one-dimensional results are summarized in
Table 8.2, and are obtained by assuming that the TS is χ2 distributed with one degree of freedom. We obtain
a best-fit spectral index of γastro = 2.87+0.20
−0.19 . Fig. 8.3 shows the one-dimensional TS for γastro , Φastro , and
Φprompt on the diagonal panels as well as the bounds of the one-dimensional 68.3 % confidence regions plotted
as vertical lines. Fig. 8.4 and the non-diagonal panels of Fig. 8.3 show the 68.3 % and 95.4 % confidence
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Figure 8.3: Single power-law profile likelihood. Diagonal panels show the TS, as a function of different
model parameters, and the one sigma intervals assuming Wilks’ theorem. Other panels show the best-fit
point and two-dimensional contours. Solid (dashed) contours represent the 68.3 % (95.4 %) confidence regions
assuming Wilks’ theorem. The parameter γastro is the single power-law spectral index, Φastro is a scaling
factor of the astrophysical flux at 100 TeV, and Φprompt is a scaling factor of the BERSS prompt neutrino flux
calculation [117]; further descriptions of these parameters are provided in Section 7.1, Eq. (8.1), and Eq. (6.1)
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Figure 8.4: Comparison of single power-law parameters from different analyses. Assuming an
unbroken single power-law model for the astrophysical neutrino flux, results from different IceCube samples
are shown. The horizontal axis is the spectral index of the model and the vertical axis is six-neutrino flux
normalization at 100 TeV given as a dimensionless multiplicative factor relative to 10−18 GeV−1 sr−1 s−1 cm−2 .
The stars denote the different best-fit points, solid contours show the 68.3 % confidence region using the
asymptotic approximation given by Wilks’ theorem, and dashed contours show the 95.4 % confidence regions.
Blue represents results from this work, while the purple shows results from IceCube’s 5yr inelasticity
measurement [205], salmon shows results from IceCube’s 6yr cascade sample [64], and orange shows IceCube’s
9.5yr Northern track sample preliminary result [107]. The differing preferred regions of parameter space for
the astrophysical flux between the samples suggest a level of discrepancy, however a small region of parameter
space is compatible with all samples at the 95.4 % level. Many checks have been performed for possible
explanations of the discrepancy without definitive conclusions.
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0.0
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0.0

17.5
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0.4
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0.7

30.0
10.0
2.0

Cascade
Track
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0.0
0.9
0.0

4.4
4.5
0.2

0.0
0.0
0.0

38.0
8.2
2.1

42.4
13.7
2.3

41.0
17.0
2.0

Table 8.1: Single power-law best-fit event expectations The left-most column indicates the event
category, which may correspond to a particular choice of morphology, or a direction. The right-most column
shows the number of data events observed for a given category. Each intermediate column corresponds to the
expected number of events in the sample for a given source category: atmospheric muons (Nµ ), conventional
atmospheric neutrinos (Nconv ), prompt atmospheric neutrinos (Nprompt ), and astrophysical neutrinos (Nastro ).
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Figure 8.5: Comparison of single power-law flux from different analyses. As a complement to
Fig. 8.4, this figure shows the best-fit single power-law flux for a variety of neutrino samples in their
relevant energy ranges. A band is also plotted which encompasses the range of fluxes possible within the
two-dimensional 68.3 % confidence regions of the astrophysical parameters. The yellow data points denote
the best-fit parameters from the segmented power-law model described in Section 8.1.1.5, and the error bars
are approximate 68.3 % confidence intervals for those normalization parameters.
regions for the two variables on the horizontal and vertical axes assuming two degrees of freedom. The impact
of the systematics on the parameters of this model are shown in Fig. 8.6. The most relevant systematic
affecting the astrophysical normalization is the DOM efficiency and the relative contribution of neutrinos
from charmed hadrons. The astrophysical spectral index is more weakly affected by these systematics, but
the normalization of the neutrino flux from charmed hadrons has the largest effect.
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Figure 8.6: Impact of systematic uncertainties on the single power-law parameters. Each panel
shows the impact of the systematic on the astrophysical spectral index (left panel) and normalization (right
panel). The impact, horizontal axis, is defined as the change in the parameter of interest relative to its
uncertainty when modifying one systematic nuisance parameter. Orange bars indicate the effect of increasing
the value of the nuisance parameter from its maximum a posteriori (MAP) value by 1σ as defined by the
nuisance parameter’s 68.3 % highest posterior density region, while purple bars indicate the corresponding
reduction of the parameter. Systematic parameter values are given in Table 8.2. The prompt normalization
(Φprompt ) and DOM efficiency (DOM ) have the largest effect on the astrophysical parameters. All other
systematics pull the astrophysical parameters by significantly less than 0.5σ.
8.1.1.1.2

Crosschecks

Our results agree with a previous iteration of this analysis [60] within the 2σ

confidence regions of the astrophysical power-law parameters. The previous analysis obtained a best-fit
3 years
7.5 years
spectral index of γastro
= 2.3+0.3
= 2.87+0.20
−0.3 , compared to γastro
−0.19 in this analysis. This difference is

primarily driven by a higher number of low-energy events observed in the latter 4.5 years compared to the
first 3 years. The analysis energy range was also extended from 3 PeV to 10 PeV. Without events observed
in this region, the spectral index shifted to a softer flux by ∼ 0.1. Further extension of the analysis energy
range produces negligible changes.
To investigate the shift in spectral index between analysis iterations, an a posteriori analysis of the
data time-dependence was performed. Specifically, we compared a null hypothesis of a constant flux to a
time-dependent spectrum with different astrophysical spectra for each of the two data partitions (first 3 years
and latter 4.5 years), where each spectrum is modeled as a single power law. We performed a likelihood ratio
based model comparison test, which disfavors the null hypothesis with a p-value of ∼ 0.13. We conclude that
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there is no evidence for time dependence in this data sample.
Additionally, we tested the effect of different systematics on the fit. We found that the inclusion or
exclusion of any individual systematic or tested combination of systematics did not appreciably affect the fit
result or uncertainties.
Other crosschecks were performed with the sample: comparing the spectrum of tracks and cascades, looking
for differences between the up-going and down-going spectra, examining the summer and winter spectra,
comparing the spectra from events in different regions of the detector, checking the charge distributions of
events across many categorizations, looking for differences between charge calibrations, and checking for
pulls resulting from reconstruction and simulation changes. None of these checks showed any statistically
significant differences.
Although the uncertainty on γastro is numerically similar between this analysis and the 3 years analysis,
this is not the result of any additional systematic uncertainty or analysis change. This is a direct result of
the change in the best-fit spectral index. With the same amount of data, harder spectra can be measured
with less uncertainty than softer spectra. This effect is shown in Fig. 8.7, where we plot the uncertainty
for different injected spectra (γastro = {2.3, 2.6, 2.9}) that have the same number of expected events in the
sample.
8.1.1.1.3

Other samples Plotted in Fig. 8.4 are the confidence regions for other IceCube analyses.

The orange contours show the results of a single power-law fit to IceCube’s up-going muon neutrino data
sample [107], the salmon contours show results from IceCube’s 6yr cascade sample [64, 211], the purple
contours show results from IceCube’s 5yr inelasticity measurement [205], and the blue contour show results
from this work. Assuming a continuous single power law across all energies, the large values of γastro in
the preferred regions in this analysis are disfavored by the through-going muon and cascade sample results.
While these differences may be statistical, other explanations have been explored. A thorough examination of
possible detector systematics and physics systematics has not revealed a systematic cause for the differences
in single power-law best-fit parameters between samples. However, these samples cover different energies,
flavors, regions of the sky, and are susceptible to different systematics and physical effects. Differences due
to these factors could help to explain the different spectral measurements and have been tested for within
the samples, although presently, we have not found evidence of a primary cause. Tests performed with the
cascade sample reveal a preference for spectral softening in the tens to hundreds of TeV energy range [64].
The flux inferred for the overlapping energy range is well consistent with the results reported here. We briefly
describe the four samples for the sake of comparison.
• The up-going muon neutrino sample [107], collected over 9.5 years, consists of well-reconstructed muon
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Figure 8.7: Astrophysical parameter sensitivity to injected spectra. The three colors from blue to
salmon show the expected astrophysical parameter 68.3 % (solid lines) and 95.4 % (dashed lines) uncertainty
for three injected astrophysical spectra γastro ∈ {2.3, 2.6, 2.9}, with corresponding normalizations Φastro ∈
{4.59, 5.42, 6.00}. In each of these cases the expected number of events for 7.5 years of livetime is injected as
data using nominal values for nuisance parameters and holding the number of injected astrophysical events
to be equal between the spectra. As expected, the spectral index uncertainty grows with softer spectra from
∼ 0.14 to ∼ 0.21 when changing γastro from 2.3 to 2.9.
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tracks with zenith angle θz ≥ 85° that also pass a boosted-decision-tree based cut designed to select for
through-going muon neutrino events while removing down-going muon and cascade backgrounds [58].
This sample contains muons of energy between ∼ 100 GeV and ∼ 10 PeV, with the energy distribution
peaked at ∼ 1 TeV. Atmospheric neutrinos dominate the sample, comprising > 99 % events in it. The
signal of astrophysical events is only apparent at the sample’s high-energy range, where the atmospheric
spectrum falls below the astrophysical component. At ∼ 20 TeV in reconstructed muon energy the
astrophysical component is ∼ 1/10th the atmospheric component. The components are equal in flux at
∼ 200 TeV, and the atmospheric component is ∼ 1/10th of the astrophysical component at ∼ 1 PeV.
Events in this sample with neutrino energy between 40 TeV and 3.5 PeV contribute 90 % of the total
observed likelihood ratio between the best-fit and the atmospheric-only hypothesis. As a function
of the zenith angle, the signal-to-background ratio is lower at the horizon than for up-going events
by almost an order of magnitude because of the enhanced atmospheric neutrino production at the
horizon in the sensitive energy range. This sample benefits from better control of atmospheric flux
systematic parameters due to the large population of atmospheric neutrinos. Additionally, this sample
is substantially less affected by uncertainties related to muons from cosmic-ray air-showers than others
because of the cuts on the reconstructed zenith angle.
• The cascade neutrino sample, collected over six years, consists of cascade-like events from all directions in
the sky that have neutrino energies between ∼ 1 TeV and ∼ 10 PeV [64, 211]. Above 60 TeV about 60 %
of events in this sample are not contained in the HESE sample. As the sample selects for cascade-like
events, it predominantly contains electron and tau neutrinos, but also contains neutral current events
from all neutrino flavors and a fraction of misidentified muon neutrinos. The sample has a sensitive
energy range from 16 TeV to 2.6 PeV, which is defined as the smallest neutrino energy range for which a
non-zero astrophysical flux is consistent with data at the 90 % confidence level. The distribution of the
signal-to-background ratio for this sample has additional features compared to the same distribution
for the up-going muon neutrino sample. These features are partly due to the rejection of atmospheric
neutrino events by accompanying muons, which depends both on the neutrino energy and zenith angle.
The signal-to-background ratio ranges from 1:100 at TeV energies to 1:1 at ∼ 20 TeV to 1000:1 at PeV
energies. The sample is least pure near the horizon with a factor of 10 to 100 less signal per background
compared to the up-going and down-going regions. Like the up-going muon neutrino sample, this
sample also benefits from better control of atmospheric flux systematic parameters due to the large
population of atmospheric neutrinos, although to a lesser extent.
• The sample used for the inelasticity measurement, collected over five years, consists of track and cascade
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events with their interaction vertex contained within the detector [205]. The sample is optimized to
facilitate the measurement of the neutrino interaction inelasticity distribution, using both a veto and
a boosted decision tree to select neutrino events while removing atmospheric muons. The sample is
sensitive in the 1 TeV to 1 PeV energy range with the bulk of events below 10 TeV. Signal-to-background
ratios of 10:1 are achieved for tracks close to 1 PeV and cascades above 100 TeV. Up-going track events
in this sample are a factor of 10 to 1000 purer than down-going track events and a factor of 10 to 100
purer for cascades.
• In contrast to these samples, the HESE selection, which this work focuses on, has a similar effective
area for all neutrino flavors and a signal-to-background profile with features closer to the cascade
sample. Events in this sample with neutrino energy between 69.4 TeV and 1.9 PeV contribute 90 %
of the total observed likelihood ratio between the best-fit and the atmospheric-only hypothesis. This
signal-to-noise ratio in this sample is comparable to that of the cascade sample above 60 TeV and
follows a similar dependence on zenith and energy. Above 60 TeV deposited energy, the sample has 60
events with a signal-to-background ratio greater than 1:10, 59 events with a signal-to-background ratio
greater than 1:1, 24 events with a signal-to-background ratio greater than 10:1, and one event with a
signal-to-background ratio greater than 10000:1. This variation in signal-to-background ratio stems
from the different spectra of the fluxes and the varying rejection power of the veto with respect to the
zenith angle.
HESE and the through-going muon neutrino sample have comparable sensitivity to the energy spectrum
under the single power-law assumption when one accounts for the parameter-space differences between the
best-fit spectral indices as demonstrated in Fig. 8.7 and the difference in sample livetime. The HESE sample
suffers from a small sample size but benefits from high astrophysical purity, while the through-going muon
neutrino sample benefits from a large sample size but suffers from lower purity and worse energy resolution
of tracks. The cascade and inelasticity selections have comparable spectral sensitivity to each other and are
more sensitive than the other two samples. Both samples benefit from a large sample size, and compared to
the through-going muon sample, the cascade sample and inelasticity sample benefit from the better energy
resolution of cascades and starting tracks, respectively. The cascade sample benefits from lower atmospheric
neutrino contamination at high energies and improved νe effective area with respect to the HESE selection.
8.1.1.1.4

Bayesian analysis

A Bayesian analysis was also performed, assuming a single power-law

model for the astrophysical spectrum. The marginal posterior distribution is used for statistical inference, as
described in Section 7.1. Table 8.2 reports the maximum a posteriori (MAP) estimation of each parameter, as
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Figure 8.8: Single power-law parameters posteriors. Diagonal panels show the one-dimensional posterior
distribution of the parameters (joint distribution integrated over all other parameters), where the horizontal
axis of the panel is the same as the horizontal axis at the bottom of the column, and the vertical axis of the
panel is the probability density in arbitrary scale. The solid blue lines denote the MAP estimator for each
parameter, and the dashed lines denote the bounds of the one-dimensional 68.3 % HPD region, these numbers
are also listed above the diagonal panels. Non-diagonal panels show the two-dimensional posterior distribution
of the parameters, where the horizontal and vertical axes of the panel correspond to the horizontal axis at
the bottom of the column and the vertical axis at the far left of the row respectively. The innermost contours
show the two-dimensional 68.3 % HPD region and the outermost contours show the 95.4 % HPD region. The
gray scale of the histogram within the contours shows the probability density in arbitrary scale. The points
outside the contours show individual points from the MCMC.

115
well as the 68.3 % highest posterior density (HPD) region. Changing the prior of the SPL model parameters
from linear-uniform to log-uniform has a much smaller effect than the reported errors of these parameters,
implying the MAP is dominated by the data rather than the priors of the SPL parameters. The Bayesian
analysis finds a most likely spectral index of γastro = 2.89+0.23
−0.20 , which is very similar to the frequentist
estimation of these parameters. Figure 8.8 shows one-dimensional projections of the posterior distribution
on the diagonal, integrated over the other variables, with the 68.3 % HPD region bounds plotted as vertical
lines. The non-diagonal panels of Fig. 8.8 show contours of the 68.3 % and 95.4 % HPD regions of the
two-dimensional posterior distribution projection. A histogram of the probability is displayed within the
contours, and outside the contours, individual samples from the MCMC are plotted. One can see the
correlation between γastro and Φastro ; this correlation arises because the overall normalization of events must
be roughly preserved to match the data well. Additionally, the inverse correlation of Φastro and Φprompt is
apparent in this figure, which also arises from a conserved total number of events. Both the Bayesian and
frequentist analyses show Φprompt to be compatible with zero. The parameter estimations and corresponding
errors for the conventional atmospheric normalization are in good agreement with measurements of the
atmospheric neutrino flux [212].
Parameter

Frenquentist Analysis

Bayesian Analysis

Best-fit value

68.3 % C.L.

Most-likely value

68.3 % H.P.D.

Astrophysical neutrino flux:
Φastro
γastro

6.37
2.87

[4.75, 7.83]
[2.68, 3.08]

5.68
2.89

[4.13, 7.24]
[2.69, 3.12]

Atmospheric neutrino flux:
Φconv
Φprompt
RK/π
2ν/ (ν + ν̄)atmo

1.01
0.00
1.000
1.002

[0.67, 1.35]
[0.00, 5.34]
[0.901, 1.100]
[0.902, 1.102]

0.93
0.54
0.993
0.986

[0.61, 1.29]
[0.00, 6.15]
[0.894, 1.095]
[0.901, 1.100]

−0.053
1.19

[−0.184, −0.005]
[0.75, 1.64]

−0.036
1.20

[−0.088, 0.010]
[0.73, 1.61]

0.952
−0.06
1.00

[0.886, 1.045]
[−0.54, 0.45]
[0.80, 1.20]

0.935
−0.07
1.01

[0.848, 1.002]
[−0.63, 0.39]
[0.80, 1.20]

Cosmic ray flux:
∆γCR
Φµ
Detector:
DOM
head-on
as

Table 8.2: Single power-law model parameters. The frequentist analysis column shows the best-fit
parameters and their corresponding 68.3 % C.L. interval according to Wilks’ theorem for the single power-law
model. The Bayesian analysis column shows the most-likely values of the parameters as well as the 68.3 %
highest probability density (HPD) interval. Parameter name descriptions and priors(constraints) are given in
Table 7.1.

116

8.1.1.2

Double power-law flux

The double power law is an extension to the single power law, which introduces a second power-law component
with duplicated free parameters. In this model the astrophysical differential flux is described as

−γastro1

−γastro2 !
dΦ6ν
Eν
Eν
= Φastro1
+ Φastro2
· 10−18 GeV−1 cm−2 s−1 sr−1 .
dE
100 TeV
100 TeV

(8.2)

The astrophysical parameters of this model are then Φastro1 , Φastro2 , γastro1 , and γastro2 which adds
two more parameters compared to the single power law. The functional form of this model means that it
is equivalent to the single power-law model when Φastro1 or Φastro2 become zero or when γastro1 = γastro2 .
A limitation of this model is that it can only describe a hardening flux and cannot model a transition to
a softer spectrum at higher energies. However, the cutoff and log-parabola models can describe this type
of behavior and are explored in Sections 8.1.1.3 and 8.1.1.4. We choose improper uniform priors for the
astrophysical model where the parameters are restricted to be positive, as was done for the single power law.
There is implicitly a degeneracy of the parameters in the model. For the purpose of sampling the posterior
distribution, this degeneracy is not an issue. However, it is more informative to construct some parameters
that break the degeneracy and examine the posterior distribution in


 Φastro1
γhard = min(γastro1 , γastro2 ), Φhard =

 Φastro2


 Φastro2
γsoft = max(γastro1 , γastro2 ), Φsoft =

 Φastro1

those new variables. We define
γastro1 ≤ γastro2

,

γastro1 > γastro2
γastro1 ≤ γastro2

(8.3)
,

γastro1 > γastro2

to split the parameters into a hard component and soft component. These parameters are used to display
the posterior distribution in Fig. 8.9 in the same manner as we did for the single power-law parameters.
In Fig. 8.9 the normalizations of the two components are seen to be anti-correlated as the data require an
astrophysical component, but both normalizations are compatible with zero within the two-dimensional 68.3 %
HPD region of the bi-normalization posterior distribution. This indicates that two power-law components
are not significantly preferred over a single power-law component.
As there are two regions of parameter space where this model is equivalent to a single power law we
construct another set of variables to understand the behavior of the model
∆γastro = γsoft − γhard ,

∆Φastro = Φsoft − Φhard .

(8.4)

Fig. 8.10 shows that ∆γastro is compatible with zero, meaning again that the data is compatible with a single
power law in this model.
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Figure 8.9: Double power-law model hard/soft parameters posterior distribution. Results derived
from the posterior distribution of the model are shown in the same style as Fig. 8.8. The figure shows the
one- and two-dimensional posterior distributions for the parameters of the hard and soft components of the
astrophysical neutrino flux. The diagonal panels show the one-dimensional posterior with the parameter
MAP estimation and 68.3 % HPD region indicated, while the non-diagonal panels show the two-dimensional
posterior with 68.3 % and 95.4 % regions indicated.
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Figure 8.10: Double power-law model parameter deltas posterior distribution. Results derived from
the posterior distribution of the model are shown in the same style as Fig. 8.8. The figure shows the oneand two-dimensional posterior distributions for the difference between the parameters of the hard and soft
components of the astrophysical neutrino flux. The diagonal panels show the one-dimensional posterior with
the parameter MAP estimation and 68.3 % HPD region indicated, while the non-diagonal panel shows the
two-dimensional posterior with 68.3 % and 95.4 % regions indicated.
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8.1.1.3

Single power law with spectral cutoff

The flux of the astrophysical component is given as

−γastro
Eν
dΦ6ν
Eν
= Φastro
· e− Ecutoff · 10−18 GeV−1 cm−2 s−1 sr−1 .
dE
100 TeV

(8.5)

To study the preference between cutoff scenarios, we compute the Bayes factor for many values of the
cutoff energy Ecutoff , where the null hypothesis is the single power-law model, and the alternative hypothesis
is the cutoff model. The Bayes factor in this case is defined as
B(Ecutoff ) =

R

d~η Lcutoff (Ecutoff , ~η ) · Π(~η )
R
,
d~η LSPL (~η ) · Π(~η )

(8.6)

where Lcutoff is the likelihood of the cutoff model, LSPL is the likelihood of the single power-law model, and
Π is the set of priors given in Table 7.1. Fig. 8.11 shows the inverse of the Bayes factor B as a function of
Ecutoff . For most values of Ecutoff , the Bayes factor is less than one; this implies that the data in this sample
favors a model with no cutoff in most cases. For regions where B < 1 we can exclude values of the cutoff
with some level of certainty. Fig. 8.11 shows excluded regions of the cutoff chosen according to Jeffreys’ scale.
In addition to the Bayes factor treatment described above, we also perform a test using a frequentist
test-statistic, defined as
TS(Ecutoff ) = − 2 log



maxη~ Lcutoff (Ecutoff , ~η ) · Π(~η )
maxη~ LSPL (~η ) · Π(~η )



,

(8.7)

in order to compare to other IceCube measurements of a spectral cutoff. The null hypothesis as before is the
single power-law model, and the alternative hypothesis is the spectral cutoff model with the cutoff energy as
a free parameter. This model-comparison test obtains a p-value of 0.71 and a best-fit cutoff energy of 5.0 PeV.
To further visualize the cutoff energy parameter space favored or disfavored, we plot the test statistic as a
function of the cutoff energy in Fig. 8.12. Cutoff energies below 1.2 PeV are disfavored at more than the
68.3 % confidence level while cutoff energies above this, including the no cutoff scenario, are compatible
within the 68.3 % confidence level.
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Figure 8.11: Spectral cutoff Bayes factors and regions of exclusion. The inverse of the Bayes factor,
B, is plotted in the blue curve as a function of the cutoff energy assumed in the alternative hypothesis.
Regions of the cutoff energy shown by the shaded regions are disfavored with respect to the null hypothesis
with varying degrees of certainty according to Jeffreys’ scale. The Bayes factor is computed for each value of
the cutoff energy with the single power-law as a null hypothesis. The gray dashed line indicates where the
evidence of the cutoff model and the single power-law model are equal. Values above this line favor the single
power-law model, while values below this line favor the cutoff model.
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Figure 8.12: Cutoff model comparison using frequentist test-statistic. The test-statistic comparing
the cutoff hypothesis and the single power-law hypothesis is plotted as the black curve. The gray dashed line
indicates where the test-statistic of the cutoff model and the single power-law model are equal; there is a
slight preference for the cutoff scenario in the several PeV region, although this is not statistically significant.
We also report the results of parameter estimation for the cutoff model in this plot. The best-fit value for the
cutoff energy, Ecutoff , is shown as the solid blue line and the dashed blue line indicates the boundary of the
68.3 % confidence interval.
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8.1.1.4

Log-parabola flux

In log-energy log-flux space, the single power law can be represented as a line. A simple functional extension
is to add curvature to this line. This gives the log-parabola model which has the form

ν

−(α+β log10 ( 100ETeV
))
dΦ6ν
Eν
· 10−18 GeV−1 cm−2 s−1 sr−1 ,
= Φastro
dE
100 TeV

(8.8)

where α is the spectral index at 100 TeV, and β governs how the effective spectral index changes with energy.
In the Bayesian analysis of this model, we have chosen improper uniform priors for both α and β. At 100 TeV
the most-likely spectral index (α = 2.78) is still soft, and compatible with the most-likely SPL spectral index
(γastro = 2.89) within the 68.3 % HPD region of α. There is one region of the parameter space where the
log-parabola model becomes the same as a single power law, when β = 0. This region of parameter space is
within the 68.3 % HPD region of β, informing us that the data is most compatible with a model that is close
to a single power law rather than a model with larger curvature.
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Figure 8.13: Log-parabola astrophysical model parameters posterior distribution. Results derived
from the posterior distribution of the model are shown in the same style as Fig. 8.8. The figure shows the
one- and two-dimensional posterior distributions for the astrophysical flux normalization, Φastro ; the spectral
index at 100 TeV, α; and the change in spectral index, β. The diagonal panels show the one-dimensional
posterior with the parameter MAP estimation and 68.3 % HPD region indicated, while the non-diagonal
panels show the two-dimensional posterior with 68.3 % and 95.4 % regions indicated. As we can see from the
posterior distribution, β is compatible with zero which implies that an unbroken power law is a good fit to
the data under these model constraints.
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8.1.1.5

Segmented power-law flux

The models explored in previous sections restrict the spectrum to be described by an unbroken power-law-like
model across the entire energy range. In this section, a more general parameterization of the astrophysical
flux is introduced. The neutrino energy spectrum is split into segments equally spaced in log Eν , assumed
to behave as E −2 within each segment, and then the normalizations of each segment are allowed to vary
independently. While not entirely general, this model can describe a wide variety of fluxes with the current
detector energy resolution. The astrophysical neutrino flux within each segment is given by

−2
dΦ6ν
Eν
= Φi
· 10−18 GeV−1 cm−2 s−1 sr−1 ,
dE
Ec,i

(8.9)

where Φi is the normalization constant for each bin, Ec,i is the log-center of each bin.
This model is analyzed in the same way as previous analyses [60, 61, 62]. Namely, the best-fit point for
the normalizations and their errors are obtained, which are plotted for seven energy segments (enumerated in
Table 8.3) in the left panel of Fig. 8.14. Other energy segments are profiled over and not shown as they are
poorly constrained by the data, and do not provide significant information. It is computationally prohibitive
in such a high-dimensional parameter space to find the one-dimensional confidence intervals, which requires
computing the profile likelihood at many points in the parameter space. This computational difficulty stems
from the presence of many local minima. Instead, the errors are estimated by fixing all parameters except one
normalization, and finding the range of this normalization for which ∆ maxη~ L · Π ≤ 0.5. This corresponds
to an approximate one-dimensional 68.3 % confidence interval, with the caveat that this procedure may
underestimate the errors on each segment compared to the profile likelihood technique.
As a complement to the aforementioned frequentist approach, this model is also analyzed in a Bayesian
way. Assuming improper positive uniform priors for the normalizations of the power-law segments, we
sample the model’s posterior distribution. The right panel of Fig. 8.14 shows the one-dimensional MAP
estimation of each normalization independently for the same seven energy segments as before; the remaining
energy segments have been marginalized over as the data does not significantly constrain them. Errors of
each normalization are constructed by integrating the joined distribution over all other parameters and
then computing the 68.3 % HPD region of that segment. These errors account for correlations between
normalization segments, but the one-dimensional MAP estimators cannot be considered simultaneously as a
multi-dimensional MAP. Although a multi-dimensional MAP would be a more natural complement to the
frequentist results presented, such a calculation is fraught with computational challenges and so is not used
here. The one-dimensional posterior density is also plotted as a turquoise band to demonstrate the shape of
the distribution, although the relative scale between bands is arbitrary. Finally, in Table 8.3, the segments’
normalizations are reported for both the frequentist and Bayesian analysis.
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Figure 8.14: Segmented power-law fit. The differential flux as obtained by fitting the normalizations of
independent E −2 segments defined in true neutrino energy. Left: in this plot each error bar shows the region
in which ∆L ≤ 0.5 while holding all other parameters fixed, providing an approximate 68.3 % confidence
level interval for the astrophysical normalization in that particular segment. Right: in this plot each error
bar shows the 68.3 % highest probability density credible interval for the astrophysical normalization in that
particular segment, assuming a uniform prior on the normalizations. The width of the turquoise bands is
proportional to the posterior density of the normalization in that segment, and the horizontal scales are
arbitrary.
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Energy Range
[4.20 · 104 , 8.83 · 104 ]
[8.83 · 104 , 1.86 · 105 ]
[1.86 · 105 , 3.91 · 105 ]
[3.91 · 105 , 8.23 · 105 ]
[8.23 · 105 , 1.73 · 106 ]
[1.73 · 106 , 3.64 · 106 ]
[3.64 · 106 , 7.67 · 106 ]

Frequentist Analysis

Bayesian Analysis

Best-fit value and 68.3 % C.L.

Most-likely value and 68.3 % H.P.D.

−18
5.7+9.5
−5.7 × 10
+0.99
−18
3.89−0.87 × 10
−20
7.1+1.4
−7.1 × 10
+28
8.1−8.1 × 10−21
−20
1.3+0.86
−0.64 × 10
+17
−22
7.7−7.7 × 10
−23
0.0+6.7
−0.0 × 10

−17
1.3+1.2
−1.1 × 10
+1.5
−18
3.9−1.1 × 10
−20
8.6+20
−8.6 × 10
+47
1.9−1.9 × 10−21
−21
7.9+12
−6.5 × 10
+28
−22
7.2−7.2 × 10
−24
5.4+280
−5.4 × 10

Table 8.3: Segmented power-law model normalizations. The left-most column shows the energy range
in GeV of each segment, while the other columns show the six-neutrino flux at the center of each bin in units
of [GeV−1 s−1 sr−1 cm−2 ] for the frequentist and Bayesian analyses. The frequentist analysis column shows the
best-fit parameters and their approximate 68.3 % confidence interval. The Bayesian analysis column shows
the most-likely values of the parameters, as well as the 68.3 % highest probability density interval (HPD).
The most notable feature of the segmented power-law fit, reported in this section, is the large neutrino
flux at the lower energy range: between 60 TeV and 200 TeV. This lower-energy contribution to the observed
flux is what drives the soft spectral index reported in Section 8.1.1.1 for the single power-law scenario.
Under the assumption that the astrophysical flux sources are transparent to gamma rays, we would expect
a correspondingly large gamma-ray flux to be observed. The flux measured in the second-lowest bin
around ∼ 100 TeV is not incompatible with current gamma-ray measurements on its own, but may not
be compatible depending on the underlying neutrino spectrum. For this data to remain compatible with
a gamma-ray transparent source model, a break in the spectrum is needed above ∼ 50 TeV, such that
the spectrum is harder below the break. However, the cascade sample has measured a normalization of
Eν2 Φ6ν =∼ 1.3 × 10−7 GeV cm−2 s−1 sr−1 around ∼ 30 TeV, implying that the required spectral break does
not occur above ∼ 50 TeV. This would suggest the existence of gamma-ray opaque sources that dominate
the neutrino flux at the lowest energies in this analysis [213, 214, 215, 216, 217].
Pionic gamma rays accompany high-energy neutrinos at the site of production, in fact their emission rates
are intimately related by [218]

1X 2
Kπ  2
Eν Qνα (Eν ) '
Eγ Qγ (Eγ ) E =2E ,
γ
ν
3 α
4

(8.10)

where Qν (γ) is the source rate function, Kπ accounts for the ratio of charged-to-neutral pion production
via proton-gas interactions (pp) or photo-hadronic interactions (pγ). However, these pionic gamma rays
interact with the extragalactic background light (EBL) and cascade to lower energies [219], contributing
to the isotropic gamma-ray background (IGRB). The high intensity of the neutrino flux at energies below
100 TeV compared to the IGRB flux measured by the Fermi satellite may indicate that sources responsible
for their production cannot be transparent to very-high-energy gamma rays. In this scenario, the gamma
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rays produced interact with lower energy photons in the source, initiating electro-magnetic cascades that
could be visible at lower frequencies, and therefore, would not overshoot the measured IGRB flux. We
should also note that photo-hadronic interactions should be the dominant channel of neutrino production in
sources responsible for the high-intensity flux, as hadro-nuclear interactions would result in an overwhelming
gamma-ray flux at lower energies that cannot be tolerated by the measured IGRB [220, 215, 217].

8.1.2

Atmospheric flux from charmed hadrons

Although most neutrinos in cosmic-ray air showers are produced from the decay of muons, pions, and kaons,
at high energies, the decay of charmed hadrons can produce neutrinos as well. Due to the short decay
length of charmed hadrons compared to their interaction length, they mostly decay without losing energy,
yielding a harder spectrum of neutrinos than the conventional component [206], that is more uniform across
the sky. Two ingredients are needed to compute the flux from charmed hadrons: the production cross
section of charmed hadrons and the cosmic-ray flux. For this work, the relevant part of the production cross
section has not been measured at collider experiments as it is only accessible in the far-forward region very
close to the beam-line where there is little to no instrumentation. The charmed hadron production cross
section can be computed by means of perturbative QCD [221, 222, 223, 224, 225] and non-perturbative
techniques such as dipole-model interactions [226, 227, 43]. In the region of interest, from 10 TeV to 10 PeV,
the expected flux has an uncertainty of at least a factor of two in normalization due to renormalization
and factorization scale uncertainties, as well as uncertainties in the cosmic-ray composition, and charm
mass uncertainties according to [228, 225, 229]. Although these uncertainty estimations do not include the
possibility of additional non-perturbative contributions, e.g. intrinsic charm [230]. The prompt flux shape
variation in this region of interest arises primarily from changes in the cosmic-ray models. In this analysis, we
use the BERSS calculation [117] with passing fractions from [65] to predict the baseline prompt contribution
to the data sample.
This sample is not expected to be sensitive to the prompt neutrino flux as the contribution to the overall
flux is small in the sample’s energy range, and much of the flux is suppressed in the downgoing region.
An analysis of the HESE sample can be performed considering only the atmospheric muon and neutrino
components. This results in a best-fit prompt normalization of 21.56 times the baseline model and is shown
in Fig. 8.15. As can be seen from Fig. 8.15, the predicted angular distribution in this background-only fit
fails to explain the Southern-sky event rate. The atmospheric only hypothesis is disfavored by approximately
8σ in comparison to the single power-law astrophysical plus atmospheric flux hypothesis.
Compared to constraints on the prompt normalization from other IceCube samples, the best-fit prompt
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Northern sky muons IC59 [231]
Northern sky muons IC86 [58]
All-sky medium-energy starting cascades [63]
HESE 7.5 years (this work)

Frequentist upper limit
(90 % C.L.)

Bayesian model rejection
(strong)

3.80 × φERS
1.06 × φERS
1.52 × φERS
9.82 × φBERSS

–
–
–
13.29 × φBERSS

Table 8.4: Summary of constraints on the flux of charmed mesons. The benchmark φERS [227] and
φBERSS [117], are such that φERS (100 TeV) ≈ 2.5 · φBERSS (100 TeV).
normalization obtained in the background-only fit is in tension with these results [231, 58, 63]. Some
of these constraints have been obtained considering a single-power-law astrophysical component, and are
thus dependent on this model assumption. However, the constraints from [231] predate the observation
of high-energy extraterrestrial neutrinos and are conservative because this scenario is equivalent to zero
contribution from the astrophysical flux. The latter results in a constraint of the prompt normalization of
3.80 times the ERS calculation [227] at 90 % C.L.; a model which is approximately 2.5 times larger than the
benchmark model used in this analysis.
When we allow the existence of a single power-law astrophysical component, the best-fit prompt component
normalization is zero. In this same scenario, using the frequentist statistical construction assuming Wilks’
theorem with one degree of freedom, a 68.3 % C.L. prompt normalization upper bound of 5.34 and a 90 %
upper limit of 9.82 is obtained. This result is in agreement with the results summarized in Table 8.4.
Additionally, in the Bayesian framework, the most-likely value of the prompt normalization is 0.54+5.62
−0.54
when assuming an improper uniform prior for the prompt normalization. In this case, the prompt normalization
posterior distribution strongly depends on the prior choice. For this reason, we report our Bayesian prompt
normalization results in terms of the Bayes factor between the no-prompt hypothesis and a given prompt
normalization; see Section 7.1 for details. In Fig. 8.16 we show the Bayes factor obtained assuming a uniform
prior on the astrophysical neutrino normalization and spectral index. We find that prompt normalizations
greater than 13.29 are disfavored at the strong level, according to Jeffreys’ scale, compared to the no-prompt
scenario.
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Figure 8.15: Atmospheric-background-only fit to the data. In these figures we present the best fit in
the absence of an astrophysical component. The left panel shows the deposited energy distribution and the
right panel the angular distribution. As can be seen in the right panel, the angular distribution is in tension
with the expectation in several bins. This amounts to an approximately 8σ difference with respect to the
best-fit astrophysical model. The colors are the same as in Fig. 8.1.
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Figure 8.16: Prompt neutrino flux normalization constraints. The horizontal axis shows the size of
the prompt normalization with respect to the baseline BERSS model discussed in Chapter 6 with passing
fractions given in [65]. The vertical axis gives the reciprocal of the Bayes factor; decreasing Bayes factors imply
a more disfavored prompt normalization. The shaded regions denote exclusions of the prompt normalization
according to Jeffreys’ scale from substantial to decisive.

8.1.3

Source-specific models

Section 8.1.1 characterizes the observed astrophysical neutrino events using generic models. These studies
show that a single power law is a good fit to the data. Nevertheless, in this section, we study the compatibility
of the observed events with specific source predictions of the astrophysical neutrino flux proposed in the
literature. The specific source fluxes used in this analysis, together with the result of the segmented power-law
fit, can be seen in Fig. 8.18. These models were chosen because they have a significant flux contribution in
the energy range that this analysis is sensitive to. Thus, e.g. we do not test cosmogenic [232] neutrino flux
models, which predict neutrinos from cosmic rays interacting with the cosmic microwave background since
they are expected to contribute at higher energies where dedicated IceCube searches exist [233]; see [234] for
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a recent discussion on the expected rate of cosmogenic flux in this analysis energy range.
Astrophysical neutrino flux predictions have in principle many parameters that may modify the expected
flux. For simplicity, this analysis does not study the models’ internal parameters but is limited to some
nominal values of their parameters, fixing the source model to a single flux. This analysis means that the
tests do not cover these models in their entirety, and so the results presented here should not be interpreted
as categorically excluding any of the models tested. The analysis takes the form of a model selection test
with two non-nested alternatives, which we assume to be equally likely in our interpretation of the results.
In the primary analysis, the two alternatives are a single power law and a specific source model. The
Bayes factor of these two scenarios is used as a criterion for model selection; see Section 7.1 for details. Thus,
the single power law serves as a benchmark model to compare against. In the case of the single power-law
model the evidence is calculated by marginalizing over the two model parameters, normalization and spectral
index, assuming uniform priors in a compact region defined as (Φastro , γastro ) ∈ [0, 25] × [2, 4], as well as the
analysis nuisance parameters with priors given in Table 7.1. Boundaries of this uniform box prior are chosen
to encompass recent measurements of the astrophysical flux and the bulk of the posterior distribution mass.
To first order, expansion of this box prior changes the evidence by a factor proportional to the parameter
space’s size. The alternative scenario has no free parameters, and thus the posterior integral is only over the
nuisance parameters. Figure 8.18 shows the specific source fluxes with a color scale that orders scenarios
by their evidence. In this study, the single power law is penalized due to additional model complexity with
respect to the specific source scenario.
Since some of these models are not intended to explain the whole astrophysical neutrino spectrum, a
secondary analysis is also performed. In this analysis, two models are considered: a single power law on its own
and a single power law together with a source model. In this case, when comparing the null and alternative
hypotheses, the constant parameter-space factor that results from any choice of the single power-law flux
parameter boundaries will cancel. So we are able to use improper uniform priors without introducing an
arbitrary scaling factor. The same prior dependence in the other Bayesian analyses remains here, as the two
models’ likelihoods can peak in different regions of parameter space.
The results of both analyses are shown in Table 8.5. For each model, the “Model only Bayes factor”
is reported as the result of the primary analysis, and for the secondary analysis, the “Model plus single
power-law Bayes factor” is reported together with the most-likely spectral index and normalization and their
errors.
Given the obtained Bayes factors models can be organized into two categories:
• Models with Bayes factors much less than one for both analyses. In this case, the single power law is a
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Figure 8.17: Source-specific model energy distributions. Different panels show the predicted energy
distribution compare to the data for a subset of the models considered in Table 8.5. In the cases shown
above there are two astrophysical components: a specific source model and an additional single power-law
component. All the components are shown as a stacked histogram at the best-fit value of the components
normalizations. Left: The Stecker [235] model is shown as an example of a case where the Bayes factor
assuming equally likely alternatives indicates significant preference for the single power-law model over the
two component scenario. Right: The Kimura et al. (B4) [237] model is shown as an example of a case where
an additional single power law is needed to explain the distribution of events.
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Source class

Model

Model only
Bayes factor

Model + SPL
Bayes factor

Most-likely
SPL γastro

Most-likely
SPL Φastro

AGN core

Stecker [235]

4.24+1.59
−1.29

Fang et al. [236]

8.27 × 10−11

3.9+0.58
−0.45

AGN

7.26 × 10−13
0.379

0.153

4.07+0.64
−0.69

2.1+1.5
−1.16

LLAGN

Kimura et al. (B1) [237]

1.03+0.89
−1.03

Kimura et al. (B4) [237]

5.20 × 10−7

4.74+0.26
−0.86

LLAGN

7.12 × 10−6

0.219

2.43+0.3
−0.27

1.57+0.98
−0.95

LLAGN

Kimura et al. (two component) [237]

0.0+0.62
−0

Padovani et al. [238]

3.63 × 10−6

4.25+0.75
−0.86

BLLac

1.87 × 10−4

4.92+1.64
−1.44

GRB choked jet

Senno et al. [239]

0.353

2.31

SBG

Bartos et al. [240]

LLBLLac

Tavecchio et al. [241]

1.16 × 10−14

1.62 × 10−16

0.104

0.703

GRB

Biehl et al. [242]

1.31 × 10−6

0.145

3.66+0.51
−0.4
3.7+0.54
−0.64
4.43+0.56
−1.05
3.79+0.74
−0.43
3.32+0.43
−0.35

3.74 × 10−4
1.08 × 10−10

1.75 × 10−7

3.16+1.81
−1.19
0.0+0.51
−0
3.63+1.41
−1.47
5.36+1.72
−1.39

Table 8.5: Astrophysical neutrino flux model comparison test results. Each row shows the sourcespecific scenario tested, the Bayes factor of the model on its own, the Bayes factor of the model in conjunction
with a power-law component, the most likely spectral index of the accompanying power-law component
with corresponding 68.3 % HPD region, and the most likely normalization of the accompanying power-law
component with corresponding 68.3 % HPD region. Assuming the two alternatives are equally likely, we can
interpret small Bayes factors (those less than one) as indicating a preference for the single power-law model
and large Bayes factors (those greater than one) as indicating a preference for the alternative scenario.
better description of the data, and the addition of a single power law to the source model does not
alter this conclusion. Figure 8.17 (left) provides an example of this category.
• Models with a Bayes factor much less than one compared to the single power law, but that improve
when introducing an additional single power-law component. Models in this category can only describe
part of the flux and would require the existence of a second component to be compatible with the data.
Figure 8.17 (right) provides an example of this category.
To conclude, in this section, we have studied models of astrophysical neutrinos proposed in the literature
with nominal parameters and compare them to our baseline parameterization, the single power-law spectrum.
No tested scenario with nominal parameters is substantially preferred over the baseline model, and some
scenarios – those with Bayes factors much smaller than unity – are disfavored; see Table 8.5. More extensive
tests of models in the literature using the information provided in [202] are encouraged.
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Figure 8.18: Source-specific models tested in this work together with the segmented-fit outcome.
Models discussed in Section 8.1.3 and listed in Table 8.5 are shown as lines. The HESE segmented power-law
model, described in Section 8.1.1.5, best-fit normalizations are shown as black crosses. Models are ordered
in the color scale from largest (darkest color) to smallest (lightest color) evidence as reported in Table 8.5.
Above 10 PeV no upper limits are shown as simulation is not available above this energy.
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Chapter 9

Conclusions and next steps

9.1

Analysis conclusions

This work’s immediate result is an updated analysis of the high-energy starting event (HESE) sample, which
helped discover astrophysical neutrinos. This updated analysis improves the description of atmospheric
backgrounds (Chapter 6) and incorporates an additional 4.5 years of data taking. For this analysis, the
largest change to the atmospheric background description is the update of the atmospheric passing fractions
to use the calculation from [65] and the change in the baseline neutrino flux from charmed hadrons to the
flux calculated in [117]. The detector uncertainties and descriptions have also been improved. The detector
single-photo-electron distributions have been re-calibrated, resulting in a ∼ 4 % change in the inferred charge
on average. Uncertainties on the absolute detector efficiency and angular acceptance are now included.
Finally, reconstruction uncertainties are now accounted for in a more detailed manner.
The atmospheric-only scenario requires a prompt neutrino normalization ∼ 20 times larger than the
baseline model (Section 8.1.2). Which is in disagreement with previous prompt normalization upper limits
from complimentary IceCube analyses; the strongest constraining the normalization to be less than ∼ 2.65
times the BERSS flux at 100 TeV [58] at the 90 % C.L, and the weakest constraining the normalization to be
less than ∼ 9.5 times the BERSS flux at 100 TeV [231] at the 90 % C.L. which is conservative because of
the zero observed astrophysical flux. The atmospheric-only solution is disfavored with a decisive criterion
according to Jeffreys’ scale, using only this sample, when compared to a model that incorporates a single
power-law astrophysical component due to the inability of an atmospheric-only model to reproduce the
observed zenith distribution. These results reinforce the conclusions of previous analyses [59, 60, 61] regarding
the astrophysical neutrino flux. Although the prompt component has a distinct angular signature in the
HESE sample, the component’s normalization is far too small for this analysis to be sensitive without orders
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of magnitude more data.
The observed data is compared to generic astrophysical neutrino model assumptions using frequentist
and Bayesian statistical prescriptions (Section 7.1). We report the preferred parameter space for a simple
single power-law model 2.87+0.20
−0.19 (Section 8.1.1.1) and find this is in agreement with previous results after
accounting for the differences in analysis design and the possibility of statistical fluctuations. The shift
in the spectral index comes partially from the extension of the analysis energy range, and as a result of
many additional cascade events in the low-energy region of the analysis observed in the latter 4.5 years. The
significance and uncertainties of this astrophysical measurement remain robust in the face of additional
systematics. Results from other IceCube samples differ in their best-fit parameters, but overlap in their
95.4 % C.L. regions.
Comparisons of the data to generic astrophysical neutrino models have also been presented, such as, a
double power law (Section 8.1.1.2), a spectral cutoff (Section 8.1.1.3), and log-parabola (Section 8.1.1.4). No
preference is found for any of these models compared to the single power law, in particular, the existence of
a cutoff is constrained to be at energies greater than 370 TeV with a strong criterion according to Jeffreys’
scale and similarly excluded below 670 TeV at the 90 % C.L.
As a new part of this analysis, the preference for some specific source scenarios proposed in the literature [235, 236, 237, 238, 239, 240, 241, 242] is quantified. These tests are performed assuming the models’
nominal parameters and compared to the single power law using the Bayes factor. Some models provide a
compatible description of the data, while others fail to explain the observations even with the addition of a
power-law component. No scenario tested provides a substantially improved description of the data compared
to the single power-law, which describes the data well. Although, models that do not describe the data well
with nominal parameters may do so with other model parameters, and other models not considered may
provide better descriptions of the data. On this point, readers are encouraged to use the data release [202] to
perform more detailed tests.
Other measurements have been performed with this sample in a manner consistent with the analysis
techniques presented here. These are the measurement of the neutrino flavor composition [108], searches for
additional neutrino interactions [159] and dark matter in the galactic core [160], and a measurement of the
neutrino cross-section [161].
We conclude that, given the available data in this sample’s sensitive energy range, the astrophysical
neutrino flux is well described by a single power law and there is no evidence for additional spectral structure
in this sample. Despite this, many models remain compatible with the data, and larger samples will be
required to differentiate between the different proposed spectra. Uncertainty of the spectral index is reduced
after adding 4.5 years of data, however, it has also shifted to a softer spectrum away from other measurements.

137
These other measurements also have reduced uncertainties with the addition of more data. Although a
purely statistical explanation cannot be ruled out, differences between these spectral measurements remain
unexplained and will require further study to resolve.

9.2

The next generation

The analysis presented here updates previous studies of the HESE sample and is only a small part of the
picture for astrophysical neutrinos and the mystery of cosmic ray origin. However, the techniques and solutions
developed here remain broadly applicable to future analyses and will enable more precise measurements as
we accumulate more data, and develop additional samples. This section explores what the next generation of
analyses may look like and the possible avenues to explore beyond the work presented here.
The next objectives for analyzing the astrophysical neutrino flux are to expand the energy range and
flavor information of the analysis and simultaneously examine these different channels for additional structure
or differences between them. Some analyses have already examined these channels, for instance, samples
that look at muon neutrinos from the Northern hemisphere between 100 GeV and 10 PeV or cascade focused
samples that extend down to ∼ 1 TeV. However, the separate analyses of these samples have either lacked
extended systematics treatments, lacked enough data to make significant conclusions, or are too disparate
for meaningful comparison between each other. Further investigation of the astrophysical neutrino flux will
require the simultaneous analysis of all these data samples and expand upon the techniques developed for
this work. Many of these samples were developed for the initial measurement of the astrophysical neutrino.
However, as more data becomes available, the precision of these analyses will no longer rely on maximizing the
selection’s acceptance. Instead, we will be able to focus on the analysis accuracy in an attempt to understand
the differences we have observed between the various astrophysical neutrino measurement channels, even if
this comes at the cost of some precision.

9.2.1

Data samples

The cascade data channel can achieve low background rates in all directions because it is unlikely for muons to
produce cascade-like detector signatures, even at lower energies. The HESE selection as a cascade-dominated
sample takes advantage of this in part but cannot cover lower energies. Additional selection techniques can
obtain a high purity sample of cascade-like neutrino events that extends down to 1 TeV. Two IceCube event
selections have achieved this, namely, the “medium-energy starting event selection” (MESE) and the “cascade
selection”. These cascade dominated selections are largely comprised of N C, νe CC, and a sub-population of
ντ CC events. In the MESE selection, some νµ CC events are also present in the sample. These samples
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cover the entire sky, enabling the combined νe and ντ flux to be accurately measured in both hemispheres,
although finer grained angular studies are limited by poor directional resolution. A major advantage of these
samples is the higher energy resolution of cascade events, enabling more detailed studies of the neutrino
energy spectrum. A sample of partially contained cascades can be included to extend the analysis to even
higher energies since a partially contained selection has a much larger effective area. Although, the energy
resolution for these partially contained events will not as good as contained events.
Beyond cascades, we hope to incorporate similar information from νµ CC interactions. This is available
through the different track dominated event selections. Two IceCube selections use a similar approach to
obtain a sample of high-quality through-going muon neutrino tracks, namely by restricting selected events
to tracks known to be up-going. These are the selection used for the Northern hemisphere astrophysical
neutrino flux measurement, and the selection used in the search for eV scale sterile neutrinos. Between these
two selections, the primary difference lies in the method of selection cuts; the astrophysical measurement
sample uses a boosted decision tree, while the sterile search sample uses only hand tunes straight cuts. This
choice stems from a difference in motivation for the samples. The astrophysical sample aims to maximize
effective area and angular range, while the sterile search sample aims for the high-quality reconstruction
and maximum data-simulation agreement. These samples only cover the Northern hemisphere but enable
constraints on the energy and angular distribution of muon neutrinos within that range. One disadvantage of
these samples is their limited energy resolution that stems from the challenges of inferring muon energies.
Even assuming an isotropic 1:1:1 astrophysical flux, there are benefits to including one of these samples in the
analysis. These samples extend between 100 GeV and 10 PeV, and below a reconstructed energy of ∼ 20 TeV
atmospheric neutrinos dominate the flux. This large population of atmospheric neutrinos can help to pin
down the unknown values of the atmospheric systematic parameters, thereby reducing uncertainty in the
astrophysical measurements even for other samples.
To examine νµ CC events in the Southern hemisphere at lower energies (< 100 TeV) a severe suppression
of the overwhelming muon background is required. The enhanced starting track event selection (ESTES)
fills this role by using a dynamic veto that takes advantage of the reconstructed track direction to compute
the probability of a muon producing a similar signature. Even neglecting the muon background, a throughgoing track sample will inevitably be overwhelmed by atmospheric neutrino backgrounds below 200 TeV.
Only a sample that actively vetos atmospheric events can have sensitivity to the astrophysical flux below
200 TeV. In addition to the high-purity Southern hemisphere track information, the selection also has better
energy resolution than other track samples. This improved energy resolution gives an analysis sensitivity to
smaller-scale features in the energy spectrum that the Northern sky track samples cannot discern.
In addition to the event selections described above, many identifiers for tau neutrino events have been
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developed to find tau neutrino events in low-level data. However, there are no known properties of ντ
CC events that allow them to be readily separated from muon backgrounds and other types of neutrino
interactions, leading to only a handful of candidate tau events. Even without clear cut tau events, these
identifiers can still differentiate ντ CC events from others on a statistical basis if the muon background is first
reduced. Thus, the most effective approach is to apply these identifiers to existing selections and statistically
infer the tau neutrino flux properties, rather than trying to separate the events outright. Such identifiers use
different methodologies, but all hinge on the properties of a particular class of ντ CC events. There are two
physically distinct particle showers in this class of events, one from the initial neutrino DIS and the other
from the tau decay. By combining these event selections and identifiers, an analysis can test for structure and
discrepancies in the different channels while also obtaining more precise measurements of the astrophysical
flux that are less limited by systematic uncertainties.
9.2.1.1

Cascade selection

The cascade selection focuses on achieving a large effective area for cascade-like neutrino events while reducing
muon backgrounds. This is achieved through a combination of cascade identification, veto-like cuts, quality
cuts, containment cuts, and machine learning based classification. In an analysis of this high purity selection
of cascade-like neutrino events the combined astrophysical flux of electron neutrinos and tau neutrinos can be
precisely measured to lower energies. The only confounding factors in this measurement are the proportion of
neutral-current muon neutrino events, which can be constrained with other samples, and systematic variation
to the contribution of atmospheric neutrinos to the sample. Unfortunately we do not have the computational
capacity or theoretical framework to accurately model muons from atmospheric showers in this type of
event selection, so a number of cuts are made to remove sources of data-simulation disagreement that may
arise from muons in the sample. Similarly to the calculation techniques used for the analysis in this work,
the cascade selection analysis computes the effect of accompanying muons with the older passing fraction
calculation described in [131]. In this case the calculation of the passing fractions relies only on a single
parameter, the median muon energy that triggers the detector. The value of this parameter is chosen as a
best-guess to be 100 GeV, which is verified by comparison to dedicated cosmic ray air-shower simulations.
While this treatment is sufficient for the current analysis of the cascade sample, more accurate calculations of
the atmospheric suppression are desired for a global analysis so that possible differences between the different
observation channels can be examined.
Absent the ability to compartmentalize the detector response to muons and neutrinos, the estimation
of atmospheric backgrounds must rely on other methods than the calculation presented in Section 6.1.2
or a more complicated extension of this. Other available methods of modeling the interplay between
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related atmospheric muons and neutrinos and their combined effect on the event selection rely on air-shower
simulations. Air-shower simulations to this end have several downsides: they tend to be computationally
expensive by comparison to signal simulation, must often be specialized for a particular event selection,
are only available for a small subset of hadronic interaction models, and must be rerun for any hadronic
interaction model changes. For this reason it may prove difficult to obtain more accurate atmospheric neutrino
predictions and add additional atmospheric systematic uncertainties to an analysis of the cascade sample.
An easier first step may be to use the less sensitive medium-energy starting event sample, for which accurate
background estimations are more straightforward to obtain.
9.2.1.2

Medium-energy starting events

Much like the cascade selection, the medium-energy starting event selection also produces a cascade dominated
sample that extends down to 1 TeV. However, MESE achieves this by modifying the veto definitions of
the HESE selection and adding additional cuts so that the charge threshold may be lowered. The foremost
cut is a charge dependent fiducial volume cut, where the fiducial volume size is reduced for lower charge
events. This smaller fiducial volume removes most of the lower energy muons, which are more likely to have
a reconstructed vertex near the detector edge than in the center.
The MESE sample has similar properties to high-energy starting event selection in that only events with
a contained interaction vertex are selected; it also retains the physical separation between veto and fiducial
volume. A similar set of calculations can be applied to estimate the MESE sample’s backgrounds, and the
selection is susceptible to the same systematics. Primarily the addition of this selection allows us to explore
the lower energies of the astrophysical spectrum between 10 TeV and 100 TeV. The lower energy range comes
with its own challenges, though, these are primarily a larger data sample and higher atmospheric backgrounds.
To ensure accurate measurements with this increased sample size and background, we must ensure a higher
degree of accuracy in the background estimates and potentially allow additional systematic variations. In
expanding our systematics considerations, the next logical step is the set of uncertainties related to cosmic
rays and their production of neutrinos. Thankfully, MCEq allows arbitrary cosmic ray model fluxes and
compositions as input and can select from a range of hadronic models. With these tools, we can directly
evaluate the effect of these systematics on the atmospheric neutrino flux. At the same time, the improved
passing fraction calculation leverages this same flexibility so that these systematics may be taken into account
for accompanying muons as well.
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9.2.1.3

Northern sky through-going tracks and eV scale sterile neutrino searches

The Northern sky through-going track selection is used to measure the astrophysical neutrino flux chooses
well-reconstructed up-going track-like events; a boosted decision tree differentiates between neutrinos and
misreconstructed muons near the horizon. The boosted decision tree identification allows other quality cuts
to be loosened, increasing the selection’s effective area. The larger effective area is optimal for an initial
measurement of the astrophysical neutrino flux as much of the sensitivity comes from the high-energy tail
where there are few events overall. One difficulty with analyzing this type of sample is that the astrophysical
contribution is buried beneath the atmospheric flux at lower energies. Combined with the limited energy
resolution of tracks, this makes it difficult to discern features in the energy spectrum beyond power-law-like
behavior, especially below 100 TeV. To make an accurate measurement of the astrophysical spectrum with
this sample at lower energies, good data-simulation agreement and a detailed systematic treatment of the
atmospheric background are necessary. A reasonable way to achieve this is through more stringent quality
cuts, which will reduce the effective area but potentially remove events that are more poorly modeled by
simulation. Similar steps have been taken in the sample used for eV scale sterile neutrino searches, but at
lower energies.
Another similar sample, which does not have a particular name, is used to search for eV scale sterile
neutrinos. This particular search is a shape analysis that relies on percent-level differences in the atmospheric
data compared to the standard model expectation. Additionally, it is necessary to account for many potential
confounding systematics. As a result, the sample has sub-percent-level agreement between data and simulation,
and a detailed treatment of the relevant systematics. This precision is achieved by strict quality cuts for the
event reconstructions and limiting the zenith range to avoid the horizon. These same features are desirable in
a global analysis of the astrophysical neutrino flux, so it may be easier to use this sample instead of the track
sample currently used for astrophysical measurements. The main caveat is that these optimizations made for
lower energies may not necessarily hold at higher energies where the sample is sensitive to the astrophysical
flux.
9.2.1.4

Enhanced starting track event selection

The two muon neutrino samples described above cover only the Northern hemisphere, so we would like to
include a track sample with sensitivity in the Southern sky. The enhanced starting track event selection
(ESTES) works by taking the reconstructed event directions, computing the probability that a muon could
sneak through the detector region behind the event vertex, and rejecting events where this probability is
high. This method is similar to veto techniques as a sufficiently detailed veto definition that depends on the
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event’s properties could produce the same event selection. With ESTES, the main challenge for background
estimation is accounting for the interplay between muon and neutrino event properties and how they may
conspire to accept or reject the event. A sufficiently detailed Plight that depends on both muon and neutrino
properties can account for this and allow us to use the calculation in Section 6.1.2 for background estimation.
Although ESTES’s effective area is smaller than other selections when all directions are considered, it is
unique in its high astrophysical purity for down-going TeV track events.
In addition to adding track information in the Northern sky, ESTES also has better energy resolution than
other track samples. For the starting tracks that ESTES selects the initial hadronic cascade is observed, this
additional information constrains the possible neutrino energies more than through-going track observations.
The improved energy resolution will allow an analysis ESTES to be more sensitive to features in the energy
spectrum of astrophysical neutrinos.

9.2.2

Analysis improvements

Following Fig. 1.2, we can examine what components of the analysis may be improved. In the previous
subsection, we have already added additional samples, improving the “event selection”. Event reconstruction
can be improved, but this topic has not been the focus of this work, so we will ignore it in this discussion.
The other interesting aspects that can be improved lie in the MC generation, likelihood function, and
reweighting; in fact, the three are intimately related. Signal estimation is relatively optimal at this stage of
IceCube’s operation apart from some unmodelled detector and ice systematics. On the other hand, background
estimation remains challenging and is susceptible to a wider array of systematic effects. Background estimation
can be broken down into two categories, the direct contribution of muons to the event selection and the effect
of related muons on the acceptance of atmospheric neutrinos.
9.2.2.1

Atmospheric muons

For muons that directly contribute to observations, the main problem is the large number of muons in
proportion to neutrinos. We expect the detection of approximately 106 more muons than neutrinos, based
purely on the interaction cross section. Assuming the simulation of a single muon or neutrino event incurs a
similar computational cost, the simulation of background muons is vastly more expensive than the simulation
of neutrinos for equivalent periods of time. The event selections must also be extremely efficient at rejecting
muons to measure the neutrino flux, so for all the expensive background estimation we can muster, there is
often very little information regarding the distribution of muon backgrounds in the sample. This shortcoming
is exemplified in Fig. 6.19, which shows the expected distribution of muons in the HESE selection. Most
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of the bins in this figure are empty, and bins with simulated events only contain a handful. This situation
indicates inadequate simulation, and the aforementioned plot is a projection that reduces the number of bins
by approximately a factor of three. Clearly, this situation can be improved. The two main ways to improve
upon this without orders of magnitude more computing power are to improve simulation efficiency and to
make better use of available information.
On simulation efficiency, the solution lies in generating events that are more likely to pass the event
selection. A technique to improve simulation efficiency has previously been employed in lower energy IceCube
neutrino samples. The goal is to preferentially generate events more likely to pass the event selection or
equivalently reject events unlikely to pass the event selection before computational costs are incurred. The
distribution of event properties at an intermediate level of the event selection is estimated using a small
simulation sample and a kernel density estimator. Once the distribution of events in energy, direction, and
impact position is determined, a larger sample is generated with this as the new generation distribution.
This approach lowers the computational resources dedicated to events that do not pass the event selection
and leads to a larger sample at the final selection level. This technique works well if the event selection has
multiple levels and a reasonable distribution of muons can be obtained at some point.
However, veto techniques are too efficient at removing these backgrounds with the first cut for this to work.
For these cases, we can still attempt to bias the simulation generation distributions, but we must think more
carefully about the kinds of events that pass the veto. For a neutrino event, the relevant portion of the veto
is a subspace of a cylindrical region behind the interaction vertex, effectively the region near where the event
enters the detector. Light detected in this region depends on the accompanying muon’s stochastic energy
losses and how close these energy losses are to the optical modules. These energy losses are determined after
the muon propagation stage, which happens to be computationally inexpensive. Little computational cost
has been incurred at this stage, so it is effective to bias the simulation chain here. Knowing the energy losses,
the expected number of photons to be observed in the veto region can be estimated. From this estimation,
the events are probabilistically rejected. This probabilistic rejection is then accounted for in the weighting
scheme.
Once we have improved estimates of the muon distributions from biased simulation, the task remains to
better use the information in the analysis. With the current treatment, empty bins in the muon distribution
are poorly modeled from the likelihood perspective as the possibility of a non-zero expectation is not
entertained. The development of methods to treat these empty bins will improve our statistical description
of the muon background information we have available, and remove existing bias from our results. Some
suggestions on this topic have been made, but so far, none are simultaneously satisfactory in their modeling
of the per bin expectation and the corresponding uncertainty. Possible solutions include nested models of
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the binned parameter space, kernel density estimation of the distribution with corresponding uncertainty
estimation, and hierarchical modeling of the physical distributions and selection efficiencies. Better treatment
of this problem will be vital as we attempt to measure features in more background dominated regions.
However, more work on this topic is needed before we can arrive at a satisfactory solution.
9.2.2.2

Atmospheric neutrinos

As shown in the reweighting definitions, the atmospheric neutrino expectations depend on the neutrino flux
and passing fraction calculations. Both the flux model and the passing fractions are susceptible to systematic
effects in the cosmic ray flux and hadronic interactions. Thankfully it is possible to model these through
a combination of the software packages MCEq and nuveto for the flux and passing fractions, respectively.
Modeling of the hadronic interaction uncertainties can be rather complex, with modeling and calculation
methods varying wildly.
So far, a rough scheme has been developed to describe the hadronic model uncertainties by Barr et. al. [113],
which breaks the parameter space into rectangular box regions and assigns uncertainties to each region
based on experimental measurements. The chosen box region parameters can then be varied independently
according to their prescribed uncertainties. It is possible to develop better uncertainty treatments with the
available data, but these have yet to be constructed by analyzers. The Barr scheme for hadronic model
modifications has been implemented in MCEq so that these modifications can be translated to variations
in the neutrino flux and passing fractions with our available tools. Ideally, we would account for hadronic
model variations by allowing these box scaling parameters to vary according to known uncertainties, thereby
modifying the background neutrino flux. This method is implemented in IceCube’s search for eV scale sterile
neutrinos as a first-order approximation, where the gradient of the neutrino flux is computed with respect to
the Barr parameters, and the atmospheric flux is allowed to vary linearly. We would hope to apply this same
technique to the atmospheric flux and the passing fractions simultaneously in the next generation of analyses.
Updating to better treatments of the uncertainty as they become available, and considering higher-order
variations may be needed as we incorporate more data into the analysis.
A wide variety of cosmic ray flux models currently exist based on a wealth of measurements. Unfortunately,
most cosmic ray experiments cannot differentiate between different nuclei on the level of a single nucleon.
For this reason, many models of the cosmic ray flux will group various nuclei into between three and five
mass groups, amongst which the spectrum may differ.
Fortunately, these models mostly follow a similar generic prescription that is so far capable of describing
the observed data. The cosmic ray spectrum is approximately a power law for any narrow energy range, with
changes in the spectral index at the “knee”, “second knee”, and “ankle”. This spectral structure motivates a
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multi-component functional form common to many CR flux models, where each component is power law
with a cutoff,

n
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In this parameterization, the flux for each mass group m depends on the normalizations ai,m , spectral indices
bi,m , and cutoff energies ci,m of the different components. Most models are constructed using similar basis
functions, the parameters of which are then fit to some subset of the available cosmic ray data. The same
exercise can be performed where a likelihood connects the cosmic ray model parameters and the available data,
but with MCEq we can predict the neutrino flux for any arbitrary cosmic ray model. With this connection,
we can construct a combined analysis of the neutrino and cosmic ray data, thereby accounting for cosmic ray
uncertainties in the most direct manner possible. This setup has some computational limitations as MCEq is
slower than other steps in the likelihood evaluation for current analyses, but some possible workarounds limit
the extra computation needed for each evaluation.
9.2.2.3

Detector systematics

One of the largest sources of systematic uncertainty in IceCube directional reconstructions is the ice properties.
Measurements of the ice properties that use different sources of information tend to be in tension with one
another, and so far, no clear explanation has surfaced. A newer approach that models the ice as a birefringent
material has shown promise in relieving some of these tensions, but this work is still in progress. Currently,
the bulk ice systematics are modeled in analyses as overall modifications to the ice properties. However,
shape uncertainties in the depth-dependent ice properties are neglected. Uncertainties on individual DOM
properties, including the local ice effects, are either neglected or treated with a global modification. It is
possible to account for all of these uncertainties, but many additional parameters make the current treatment
with discrete simulation sets for each parameter variation untenable. An alternate approach is given in [243],
where a single simulation set is produced in which the detector systematic parameters are randomly chosen
according to prior distributions for small bunches of events. After the generation of this simulation set,
it is possible to estimate each parameter’s effect on the per bin expectation linearly. This treatment has
performed well for IceCube’s search for eV scale sterile neutrinos and should be applied to future analyses of
these samples to more completely account for the detector uncertainties.

9.3

Final remarks

IceCube has opened the door to a new era of astrophysical measurements with its observations of astrophysical
neutrinos. Initial measurements of the astrophysical neutrino flux have reaffirmed our understanding of

146
neutrino physics while simultaneously challenging our expectations. There is still much to learn from
astrophysical neutrinos and much to be understood about even our current data. The work presented here
focuses on improving the analysis of IceCube’s astrophysical data, with several new techniques developed in
the process. Such new techniques will be vital as we move into an era of precision measurements, in addition
to the suggested analysis improvements described above. Beyond these improvements, next-generation
detectors will also be vital to answering the questions raised in recent years. A low energy extension to
IceCube will help pin down the ice properties and neutrino oscillation parameters. The planned high-energy
extension to IceCube will increase the effective area of IceCube above 10 TeV by a factor of 10, allowing even
more precise astrophysical neutrino measurements. Finally, a partner radio array will be capable of observing
neutrino interactions at even higher energies, complimenting the IceCube measurements.
Through the combination of these efforts, I have high hopes for the future of neutrino astrophysics.
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Appendix A

HESE source searches

A.1

A.1.1

High-energy astrophysical neutrino source searches

Directional reconstruction for neutrino source searches

In the search for neutrino sources, a conservative choice is made to model the background with data-derived
distributions in an effort to avoid potential bias from mismodeling of the backgrounds. As Monte-Carlo
(MC) simulation is not used in this approach, we are able to use a more accurate but computationally more
expensive directional reconstruction for these analyses, that would otherwise be prohibitive to use on an
MC sample. Events in data are reconstructed by fully re-simulating cascades or tracks with in-ice photon
propagation [244]. A re-simulation of the light propagation is performed for each considered combination of
direction and interaction vertex. This re-simulated information is re-used when considering different times
and energies for the event. We first perform a localized random search in the reconstruction parameter space
to find the minimum of the test-statistic described in [178], comparing re-simulated waveforms to data. This
provides a localized starting point in the high-dimensional parameter space for efficiently estimating the
directional posterior distribution. An “approximate Bayesian computation” (ABC) [245] is performed around
the estimated minimum using the same test-statistic in order to sample the posterior distribution of the
reconstruction parameters; assuming a uniform prior in direction and vertex position. This method allows us
to sample the test-statistic posterior distribution despite the non-deterministic nature of the re-simulation
step. After the ABC step, we marginalize over other parameters to obtain the posterior distribution of
the event direction. We then parameterize the directional posterior distribution with an eight-parameter
Fisher-Bingham distribution [246], which is used in the analyses described later in this section.
The errors reported for these events with this reconstruction method are nearly twice the angular size
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on average than those quoted previously for the same events. This stems from the different treatment of
uncertainties. Previously, re-simulations of the events used variations of the scattering and absorption for
individual ice layers. This previously used method accounts for statistical variations and uncertainties in
the ice layers, but neglects other known detector uncertainties. The reconstruction now used for the source
searches, on the other hand, explicitly includes calibration uncertainty on the simulated distribution of
observed charge in its test-statistic. This new method of introducing the detector uncertainties covers the
known uncertainties in the photon arrival distribution from calibration and is more conservative than the
method previously used. This change in the treatment of uncertainty results in larger angular errors which are
consistent with other more complete treatments of the calibration uncertainty [243]. Therefore, the previously
reported errors were likely underestimated. This ice model used in the new reconstruction also incorporates
more calibration information than the model used previously, a change that improves the accuracy of the
reconstructed direction for cascades. The inferred directional probability distribution of some events has
changed substantially with respect to what was inferred with the original reconstruction. The extent of these
changes is expected based on studies of simulated events, given that the previous errors undercover, and the
modeling of the ice properties used for reconstruction has been improved significantly. We note that the
directional information inferred from cascade events, particularly in the azimuthal dimension of the detector,
is highly dependent on the modeling of the ice which continues to improve. The ice model used for the source
searches reconstruction in this work adds information about the azimuthal anisotropy of the scattering and
absorption of photons based on [104]. Ice models in development will eventually add information about the
birefringent crystalline structure of the ice [105], changing again what we infer about the cascade directional
probability distributions.
Except four events classified as double cascades, data are reconstructed based on the classification
described above. Since algorithms to estimate the double cascade angular uncertainties were not available,
the four double cascades are reconstructed assuming a cascade hypothesis for the source searches.

A.1.2

Neutrino source searches

In a simple, spatial-only, analysis we searched for clustering consistent with either point-like or spatiallyextended galactic emission. In each case, we used an unbinned likelihood function, described in [247], given
by
~s ) =
L(ns ; ψ

N h
Y
ns
i


i
ns 
· S(~xi ) + 1 −
·B ,
N
N

(A.1)

~s is the
where N is the total number of observed events, ns is the expected number of signal events, ψ
source position in the sky, ~xi represents the properties of event i, B = 1/(4π) is the background spatial
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~s ) is the spatial distribution expected from the
distribution which we take to be uniform, and S(~xi ) = Pi (ψ
signal population which is taken to be equal to the posterior density of the event direction Pi (~xs ) at the
source position. We neglect the energy information in this search. For point-like sources, S(~xi ) is determined
entirely by the posterior distributions described in Chapter 5; for spatially extended emission, those must
be convolved with the assumed spatial distribution of the source. In order to quantify preference for the
alternative (presence of a neutrino source) versus the null (isotropic scenario) hypothesis, we use the following
test statistic
TS = −2 ln[L(ns = 0)/L(n̂s )],

(A.2)

where n̂s is the value that maximizes the likelihood. The null-hypothesis p-value is determined by comparing
the observed test statistical value, TSobs , with the TS distribution expected given background only, and
correcting for the number of source hypotheses considered. This background TS distribution is determined
by repeating the experiment using modified versions of the dataset where we have randomized the right
ascension of all events.
The results of testing for point-like emission in the sky from many directions are shown in Fig. A.1.
The maximum test statistic is found at equatorial coordinates (α, δ) = (342.1°, 1.3°), with a null-hypothesis
post-trials p-value of 0.092. The hottest spot no longer correlates with the galactic plane as was the case in
previous analyses. In an unweighted hottest-spot test restricted to a predefined source list consisting of 74
source candidates – which has been studied in previous iterations of this analysis [60], with through-going
tracks [248], and with contained cascades [201] – no significant emission was found; the null-hypothesis
post-trials p-value is 0.76. This list of 74 sources is enumerated in the supplementary material of [60].
We performed two searches for spatially-extended Galactic emission. First, as in past work [60, 61, 62],
we tested for uniform emission within a Galactic plane region expressed in terms of Galactic latitude as
|b| < bmax , scanning over possible values bmax ∈ [2.5◦ , 30◦ ]. Here, the greatest pre-trial significance (p = 0.02)
was found for bmax = 5◦ . After accounting for multiple, partially correlated tests over the range of the bmax
scan, we find a post-trials p-value of 0.062.
Fermi -LAT has inferred a diffuse flux of gamma rays originating in decays of neutral pions produced
by interactions between cosmic rays and Galactic gas and dust [249]. Although this inference is based on
measurements made at energies far below the threshold of this analysis (Eγ . 100 GeV), it is possible that
this gamma ray flux extends to higher energies and is accompanied by high energy neutrinos produced in
decays of charged pions. Therefore, in a second, more model-dependent search similar to that performed
in [201, 250], we test for emission following the spatial profile of the Fermi -LAT best-fit result on Galactic
hadronic emission below 100 GeV, using the method described in [250]. Here we find a p-value of 0.089.
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Figure A.1: Point source TS map. The TS at each point on the sky is indicated by the blue color scale.
The Galactic center and Galactic plane are indicated by the gray dot and gray curve, respectively. Unlike in
previous analyses [59, 60, 61, 62], the most significant position is well separated from the Galactic plane, at
(α, δ) = (342.1◦ , 1.3◦ ), indicated by the white ×.
To conclude, the new reconstruction techniques used for this analysis are more conservative, and generally
increase the reported angular error, a detailed accounting of these changes is found in Section A.2. With
these searches, we find no evidence of clustering in the sample or correlation with tested sources. Other,
more sensitive, searches for neutrino sources have been performed with IceCube data and provide better
constraints on the scenarios they test [198, 201].

A.2

Event comparison

Event
ID
1

HPD Area (7.5yr) [sr]

HPD Area (prev.) [sr]

HPD Overlap Area [sr]

50 %: 0.564

50 %: 0.253

50 %: 0.116

90 %: 1.71

90 %: 0.826

90 %: 0.584
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2

3

4

50 %: 0.940

50 %: 0.605

50 %: 0.226

90 %: 3.02

90 %: 2.75

90 %: 1.17

50 %: 1.26 × 10−3

50 %: 1.81 × 10−3

50 %: 0.00

90 %: 4.19 × 10−3

90 %: 6.06 × 10−3

90 %: 7.31 × 10−4

50 %: 0.0421

50 %: 0.0481

50 %: 0.00

90 %: 0.141

90 %: 0.160

90 %: 0.0413

50 %: 1.33 × 10−3

-

5

-

90 %: 4.43 × 10−3
6

-

50 %: 0.0913

-

90 %: 0.302
7

8

9

10

11

12

13

14

50 %: 1.10

50 %: 0.545

50 %: 0.00

90 %: 3.18

90 %: 1.76

90 %: 0.195

50 %: 1.87 × 10−3

50 %: 1.65 × 10−3

50 %: 3.64 × 10−4

90 %: 6.22 × 10−3

90 %: 5.51 × 10−3

90 %: 3.09 × 10−3

50 %: 1.93

50 %: 0.259

50 %: 0.259

90 %: 5.78

90 %: 0.848

90 %: 0.848

50 %: 0.0308

50 %: 0.0624

50 %: 0.00

90 %: 0.102

90 %: 0.206

90 %: 4.31 × 10−3

50 %: 0.345

50 %: 0.264

50 %: 0.0179

90 %: 1.12

90 %: 0.863

90 %: 0.357

50 %: 0.0881

50 %: 0.0920

50 %: 0.0429

90 %: 0.296

90 %: 0.304

90 %: 0.219

50 %: 0.0269

50 %: 1.36 × 10−3

50 %: 0.00

90 %: 0.0893

90 %: 4.51 × 10−3

90 %: 0.00

50 %: 0.0445

50 %: 0.167

50 %: 0.0445

90 %: 0.148

90 %: 0.547

90 %: 0.148
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15

16

17

18

19

20

21

22

23

24

25

26

27

50 %: 0.219

50 %: 0.367

50 %: 0.0242

90 %: 0.536

90 %: 1.19

90 %: 0.290

50 %: 0.787

50 %: 0.358

50 %: 0.109

90 %: 2.20

90 %: 1.18

90 %: 0.489

50 %: 0.0309

50 %: 0.128

50 %: 0.0291

90 %: 0.103

90 %: 0.421

90 %: 0.103

50 %: 3.58 × 10−3

50 %: 1.65 × 10−3

50 %: 1.17 × 10−3

90 %: 0.0119

90 %: 5.49 × 10−3

90 %: 5.39 × 10−3

50 %: 0.265

50 %: 0.0897

50 %: 0.0346

90 %: 0.887

90 %: 0.297

90 %: 0.262

50 %: 0.0440

50 %: 0.109

50 %: 0.0169

90 %: 0.148

90 %: 0.360

90 %: 0.125

50 %: 0.990

50 %: 0.414

50 %: 0.249

90 %: 2.72

90 %: 1.37

90 %: 0.785

50 %: 0.0367

50 %: 0.140

50 %: 7.09 × 10−3

90 %: 0.123

90 %: 0.460

90 %: 0.108

50 %: 1.69

50 %: 3.58 × 10−3

50 %: 3.58 × 10−3

90 %: 5.65

90 %: 0.0135

90 %: 0.0135

50 %: 0.202

50 %: 0.229

50 %: 0.0759

90 %: 0.660

90 %: 0.751

90 %: 0.422

50 %: 1.66

50 %: 1.94

50 %: 0.362

90 %: 4.59

90 %: 5.67

90 %: 3.24

50 %: 0.279

50 %: 0.134

50 %: 0.0886

90 %: 0.915

90 %: 0.442

90 %: 0.408

50 %: 0.0785

50 %: 0.0419

50 %: 0.0148

90 %: 0.259

90 %: 0.139

90 %: 0.0985
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28

29

30

31

50 %: 2.32 × 10−3

50 %: 1.61 × 10−3

50 %: 7.19 × 10−4

90 %: 7.72 × 10−3

90 %: 5.36 × 10−3

90 %: 4.20 × 10−3

50 %: 0.0710

50 %: 0.0522

50 %: 0.0458

90 %: 0.235

90 %: 0.173

90 %: 0.164

50 %: 0.0739

50 %: 0.0603

50 %: 0.0418

90 %: 0.247

90 %: 0.200

90 %: 0.181

50 %: 1.61

50 %: 0.635

50 %: 0.307

90 %: 4.09

90 %: 2.71

90 %: 2.39

32
33

34

35

36

37

38

39

40

41

-

-

-

50 %: 0.0126

50 %: 0.173

50 %: 0.00

90 %: 0.0419

90 %: 0.568

90 %: 0.00

50 %: 2.24

50 %: 1.66

50 %: 0.733

90 %: 5.55

90 %: 5.13

90 %: 3.89

50 %: 0.0565

50 %: 0.239

50 %: 0.0201

90 %: 0.190

90 %: 0.781

90 %: 0.166

50 %: 0.427

50 %: 0.130

50 %: 3.20 × 10−5

90 %: 1.17

90 %: 0.428

90 %: 0.131

50 %: 5.43 × 10−4

50 %: 1.43 × 10−3

50 %: 2.88 × 10−4

90 %: 1.84 × 10−3

90 %: 4.75 × 10−3

90 %: 1.61 × 10−3

50 %: 5.59 × 10−4

50 %: 1.33 × 10−3

50 %: 0.00

90 %: 1.85 × 10−3

90 %: 4.41 × 10−3

90 %: 6.99 × 10−4

50 %: 0.218

50 %: 0.192

50 %: 0.0151

90 %: 0.655

90 %: 0.639

90 %: 0.261

50 %: 0.0852

50 %: 0.130

50 %: 0.0152

90 %: 0.292

90 %: 0.429

90 %: 0.174

50 %: 0.103

50 %: 0.118

50 %: 0.0527

90 %: 0.342

90 %: 0.389

90 %: 0.257
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42

-

50 %: 0.405

-

90 %: 1.39
43

44

45

46

47

48

49

50

51

52

53

50 %: 0.842

50 %: 1.55 × 10−3

50 %: 1.55 × 10−3

90 %: 2.38

90 %: 5.10 × 10−3

90 %: 5.10 × 10−3

50 %: 9.75 × 10−3

50 %: 1.41 × 10−3

50 %: 1.40 × 10−3

90 %: 0.0324

90 %: 4.67 × 10−3

90 %: 4.67 × 10−3

50 %: 1.44 × 10−4

50 %: 1.33 × 10−3

50 %: 1.44 × 10−4

90 %: 4.79 × 10−4

90 %: 4.42 × 10−3

90 %: 4.79 × 10−4

50 %: 0.0461

50 %: 0.0551

50 %: 0.0261

90 %: 0.152

90 %: 0.183

90 %: 0.113

50 %: 0.171

50 %: 1.41 × 10−3

50 %: 0.00

90 %: 0.555

90 %: 4.67 × 10−3

90 %: 1.97 × 10−3

50 %: 0.0923

50 %: 0.0629

50 %: 0.00

90 %: 0.306

90 %: 0.208

90 %: 0.0156

50 %: 1.18

50 %: 0.450

50 %: 0.301

90 %: 3.24

90 %: 1.54

90 %: 0.992

50 %: 0.806

50 %: 0.0633

50 %: 0.0633

90 %: 3.22

90 %: 0.210

90 %: 0.210

50 %: 0.448

50 %: 0.0401

50 %: 0.0401

90 %: 1.73

90 %: 0.133

90 %: 0.133

50 %: 0.113

50 %: 0.0578

50 %: 0.0190

90 %: 0.333

90 %: 0.192

90 %: 0.124

50 %: 1.37 × 10−3

-

-

90 %: 4.56 × 10−3
54

55

50 %: 0.0916

50 %: 0.128

50 %: 0.0678

90 %: 0.311

90 %: 0.422

90 %: 0.276

-

-

-
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56

57

58

59

60

50 %: 0.0797

50 %: 0.0408

50 %: 0.0408

90 %: 0.270

90 %: 0.135

90 %: 0.135

50 %: 0.574

50 %: 0.197

50 %: 0.146

90 %: 1.93

90 %: 0.651

90 %: 0.648

50 %: 0.0500

50 %: 1.72 × 10−3

50 %: 1.72 × 10−3

90 %: 0.168

90 %: 5.73 × 10−3

90 %: 5.73 × 10−3

50 %: 0.0273

50 %: 0.0732

50 %: 0.00

90 %: 0.0908

90 %: 0.242

90 %: 0.0131

50 %: 0.549

50 %: 0.168

50 %: 0.138

90 %: 1.76

90 %: 0.551

90 %: 0.551

50 %: 1.34 × 10−3

-

61

-

90 %: 4.45 × 10−3
62

-

50 %: 1.56 × 10−3

-

90 %: 5.16 × 10−3
63

-

50 %: 1.34 × 10−3

-

90 %: 4.46 × 10−3
64

65

66

67

68

50 %: 0.150

50 %: 0.107

50 %: 0.0417

90 %: 0.515

90 %: 0.354

90 %: 0.246

50 %: 2.09

50 %: 0.290

50 %: 0.117

90 %: 6.55

90 %: 0.951

90 %: 0.808

50 %: 0.446

50 %: 0.317

50 %: 5.85 × 10−3

90 %: 1.25

90 %: 1.05

90 %: 0.338

50 %: 0.0431

50 %: 0.0473

50 %: 0.0168

90 %: 0.145

90 %: 0.157

90 %: 0.0918

50 %: 0.0761

50 %: 0.131

50 %: 0.0742

90 %: 0.256

90 %: 0.433

90 %: 0.254

179

69

-

50 %: 0.234

-

90 %: 0.762
70

71

72

50 %: 0.0992

50 %: 0.144

50 %: 0.0315

90 %: 0.332

90 %: 0.475

90 %: 0.218

50 %: 2.72 × 10−4

50 %: 1.35 × 10−3

50 %: 2.72 × 10−4

90 %: 9.11 × 10−4

90 %: 4.48 × 10−3

90 %: 9.11 × 10−4

50 %: 0.442

50 %: 0.360

50 %: 0.229

90 %: 1.81

90 %: 1.10

90 %: 0.612

50 %: 0.0456

-

73

-

90 %: 0.151
74

75

76

77

78

79

80

81

50 %: 4.75 × 10−3

50 %: 0.153

50 %: 4.75 × 10−3

90 %: 0.0158

90 %: 0.504

90 %: 0.0158

50 %: 0.514

50 %: 0.163

50 %: 0.163

90 %: 1.80

90 %: 0.515

90 %: 0.515

50 %: 1.41 × 10−3

50 %: 1.33 × 10−3

50 %: 6.90 × 10−4

90 %: 4.70 × 10−3

90 %: 4.43 × 10−3

90 %: 3.30 × 10−3

50 %: 0.193

50 %: 0.0490

50 %: 0.00

90 %: 0.659

90 %: 0.163

90 %: 0.0634

50 %: 3.28 × 10−3

50 %: 1.48 × 10−3

50 %: 1.11 × 10−3

90 %: 0.0109

90 %: 4.92 × 10−3

90 %: 4.90 × 10−3

50 %: 0.257

50 %: 0.203

50 %: 0.0899

90 %: 0.793

90 %: 0.666

90 %: 0.499

50 %: 0.342

50 %: 0.246

50 %: 0.0580

90 %: 0.988

90 %: 0.816

90 %: 0.462

50 %: 3.98 × 10−3

50 %: 0.175

50 %: 0.00

90 %: 0.0132

90 %: 0.574

90 %: 0.00

180

82

50 %: 1.44 × 10−4

50 %: 1.36 × 10−3

50 %: 1.44 × 10−4

90 %: 4.79 × 10−4

90 %: 4.50 × 10−3

90 %: 4.79 × 10−4

Table A.1: Comparison of event reconstructions. As the reconstruction used for the neutrino source
searches has changed in this analysis as opposed to previous analyses, this table provides a comparison of the
reconstructed event properties. The angular size of the 50 % and 90 % directional highest posterior density
regions, and the overlap of these regions are given for each reconstruction. Only events with previously
released properties are shown in the table; the reconstructed properties of all events, including full directional
posterior distributions can be found in the data release. The highest posterior density regions of the directions
can be directly computed for the reconstruction used in this analysis, and so are used directly in this
comparison. For the previously used reconstructions, the reconstruction likelihood as a function of direction
is converted to a directional probability density with a smoothing representative of the average angular
resolution of each morphology. This probability density is then re-calibrated to match the angular resolution
obtained from the re-simulations of the events, and the highest posterior density regions computed in this
way are used for the comparison. Events with no properties listed were determined to be coincident muons.
Events without properties listed from this analysis were removed from the sample for reasons discussed in
Section 4.1.

A.3

Source catalog

Source

Type

RA [°]

DEC [°]

TS

ns

TYCHO

SNR

6.36

64.18

0.00

0.00

Cas A

SNR

350.85

58.81

0.200

0.52

IC443

SNR

94.18

22.53

0.00

0.00

LSI 303

XB/mqso

40.13

61.23

0.00

0.00

Cyg X-3

XB/mqso

308.11

40.96

0.0136

0.13

Cyg X-1

XB/mqso

299.59

35.20

0.0209

0.18
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HESS J0632+057

XB/mqso

98.25

5.80

0.00

0.00

SS433

XB/mqso

287.96

4.98

0.00

0.00

Cyg OB2

SFR

308.08

41.51

0.0169

0.15

MGRO J2019+37

PWN

305.22

36.83

3.32 × 10−3

0.07

Crab Nebula

PWN

83.63

22.01

9.72 × 10−3

0.14

Geminga

PWN

98.48

17.77

0.00

0.00

Sgr A*

GC

266.42

−29.01

1.56

1.66

MGRO J1908+06

NI

286.98

6.27

0.00

0.00

W28

SNR

270.43

−23.34

1.17

1.86

RX J1713.7-3946

SNR

258.25

−39.75

0.00

0.00

RX J0852.0-4622

SNR

133.00

−46.37

0.0800

0.54

RCW 86

SNR

220.68

−62.48

0.00

0.00

LS 5039

XB/mqso

276.56

−14.83

0.517

1.97

GX 339-4

XB/mqso

255.70

−48.79

0.00

0.00

Cir X-1

XB/mqso

230.17

−57.17

1.20 × 10−3

0.05

Vela X

PWN

128.75

−45.60

0.148

0.68

HESS J1632-478

PWN

248.04

−47.82

0.00

0.00

HESS J1616-508

PWN

243.78

−51.40

0.00

0.00

HESS J1023-575

PWN

155.83

−57.76

0.00

0.00

MSH 15-52

PWN

228.53

−59.16

0.0285

0.21

HESS J1303-631

PWN

195.74

−63.20

0.00

0.00
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PSR B1259-63

PWN

197.55

−63.52

0.00

0.00

HESS J1356-645

PWN

209.00

−64.50

0.00

0.00

HESS J1614-518

cluster

63.58

−51.82

0.00

0.00

HESS J1837-069

NI

98.69

−8.76

0.00

0.00

HESS J1834-087

NI

278.69

−8.76

1.73

2.77

HESS J1741-302

NI

265.25

−30.20

1.37

1.57

HESS J1503-582

NI

226.46

−58.74

4.09 × 10−4

0.03

HESS J1507-622

NI

226.72

−62.34

0.0473

0.24

S5 0716+71

BL Lac

110.47

71.34

0.00

0.00

1ES 1959+650

BL Lac

300.00

65.15

0.00

0.00

1ES 2344+514

BL Lac

356.77

51.71

0.00

0.00

3C66A

BL Lac

35.67

43.04

0.00

0.00

H 1426+428

BL Lac

217.14

42.67

0.00

0.00

BL Lac

BL Lac

330.68

42.28

0.00

0.00

Mrk 501

BL Lac

253.47

39.76

0.00

0.00

Mrk 421

BL Lac

166.11

38.21

0.00

0.00

W Comae

BL Lac

185.38

28.23

0.00

0.00

1ES 0229+200

BL Lac

38.20

20.29

0.00

0.00

PKS 0235+164

BL Lac

39.66

16.62

0.00

0.00

PKS 2155-304

BL Lac

329.72

−30.23

0.00

0.00

PKS 0537-441

BL Lac

84.71

−44.09

0.00

0.00
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4C 38.41

FSRQ

248.82

38.13

0.00

0.00

3C 454.3

FSRQ

343.49

16.15

0.00

0.00

PKS 0528+134

FSRQ

82.74

13.53

0.00

0.00

PKS 1502+106

FSRQ

226.10

10.49

0.00

0.00

3C 273

FSRQ

187.28

2.05

0.00

0.00

3C279

FSRQ

194.05

−5.79

0.00

0.00

QSO 2022-077

FSRQ

306.42

−7.64

0.00

0.00

PKS 1406-076

FSRQ

212.24

−7.87

0.00

0.00

QSO 1730-130

FSRQ

263.26

−13.08

0.00

0.00

PKS 1622-297

FSRQ

246.52

−29.86

3.26 × 10−3

0.11

PKS 1454-354

FSRQ

224.36

−35.65

0.00

0.00

M82

SRG

148.97

69.68

0.00

0.00

NGC 1275

SRG

49.95

41.51

0.00

0.00

Cyg A

SRG

299.87

40.73

0.114

0.36

3C 123.0

SRG

69.27

29.67

0.00

0.00

M87

SRG

187.71

12.39

0.00

0.00

Cen A

SRG

201.37

−43.02

0.00

0.00

1ES 0347-121

BL Lac

57.35

−11.99

0.00

0.00

1ES 1101-232

BL Lac

165.91

−23.49

2.64

3.67

H 2356-309

BL Lac

359.78

−30.63

0.00

0.00

PKS 0548-322

BL Lac

87.67

−32.27

0.0558

0.55
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PKS 0426-380

BL Lac

67.17

−37.93

0.00

0.00

PKS 2005-489

BL Lac

302.37

−48.82

0.00

0.00

PKS 0727-11

FSRQ

112.58

−11.70

0.510

1.71

PKS 0454-234

FSRQ

74.27

−23.43

0.126

0.86

ESO 139-G12

Seyfert

264.41

−59.94

0.00

0.00

Table A.2: Sources in catalogue search. The sources used for the search described in Section A.1 are
listed above. The name of each source, the source category, and source direction are provided. Additionally,
the best-fit number of source neutrinos and the TS from the search are provided as well.
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Appendix B

HESE diffuse flux measurements

B.1

Data release for additional characterization of the astrophysical neutrino
flux

The different astrophysical and atmospheric models explored in this paper represent only a small portion of
the theoretical model space. To facilitate better model tests and the combination of results from different
experiments and data sets, we provide the data and simulated event information used in the analyses described
in Section 8.1. The data release information is provided in [202].
The data used for the analyses described in Section 8.1 is provided in a json formatted file, which contains
the 102 data events that pass the selection described in Section 4.1. For each data event we provide the
following variables:
• recoDepositedEnergy - The reconstructed deposited energy of the event, given in GeV.
• recoMorphology - The inferred morphology of the event, where 0, 1, 2 correspond to cascades, tracks,
and double cascades, respectively.
• recoZenith - The reconstructed zenith direction of the event, given in radians.
• recoLength - The reconstructed length of the event, given in meters.
A second json formatted file contains the MC events used to compute the expected data event rates. For
each event we provide the following variables:
• primaryType - The simulated initial particle flavor, given in the Monte Carlo numbering scheme
outlined by the Particle Data Group [72].
• primaryEnergy - The simulated true energy of the initial particle (neutrino or muon), given in GeV.
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• primaryZenith - The simulated true zenith direction of the initial particle (neutrino or muon), given
in radians.
• trueLength - The simulated true length between cascades in a double cascade the event, given in
meters.
• interactionType - The simulated neutrino interaction of the initial particle. Values of 1, 2, 3
correspond to CC, NC, and GR interactions, respectively. For simulated atmospheric muons a value of
0 is given.
• weightOverFluxOverLivetime - The MC weight of the neutrino event, divided by the simulated flux
and detector livetime, given in units of GeV sr cm2 . This is set to zero for atmospheric muon events.
• muonWeightOverLivetime - The MC weight for each muon event, divided by the detector livetime.
This is set to zero for neutrino events.
• pionFlux - The nominal conventional atmospheric neutrino flux from pion decay, as described in
Chapter 6, given in units of GeV−1 s−1 sr−1 cm−2 .
• kaonFlux - The nominal conventional atmospheric neutrino flux from kaon decay, as described in
Chapter 6, given in units of GeV−1 s−1 sr−1 cm−2 .
• promptFlux - The nominal prompt atmospheric flux neutrino flux, as described in Chapter 6, given in
units of GeV−1 s−1 sr−1 cm−2 .
• conventionalSelfVetoCorrection - The veto passing fraction for conventional neutrinos, computed
as described in Chapter 6.
• promptSelfVetoCorrection - The veto passing fraction for prompt neutrinos, computed as described
in Chapter 6.
• recoDepositedEnergy - The reconstructed deposited energy of the event, given in GeV.
• recoMorphology - The inferred morphology of the event. 0, 1, 2 correspond to cascades, tracks, and
double cascades, respectively.
• recoLength - The reconstructed length of the event, given in meters.
• recoZenith - The reconstructed zenith angle of the event, given in radians.
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We provide a python3 example code of using the MC information, where the energy dependent neutrino
effective area of the selection is computed and the corresponding distributions are plotted. The output of
this code is shown in Fig. 4.3.
The interpolating b-splines used to perform the systematic corrections, described in Sections 3.2 and 7.2,
are provided as fits files which can be read with the PHOTOSPLINE software package [103].
The final component of this data release is a sample code, also written in python3, which reproduces the
fit of the data to a single power-law astrophysical flux in the same manner as described in Section 8.1.1.1.
The primary goal of these scripts are to provide a working example utilizing the information provided in the
data files, and we encourage readers to use these files as a jumping point into their own analyses. A more
detailed description of the files in this example are provided in the accompanying README file in [202].
To also support analyses of the source search variety, we provide the directional posterior distributions
used in the analyses described in Section A.1. These posterior distributions are parameterized with the FisherBingham eight-parameter distribution (FB8). The directional probability density of the FB8 distribution can
be written as
T

f8 (~x) = c8 (κ, β, η, ~ν )−1 eκ~ν ·Γ

~
x+β [(γ~2 ·~
x)2 +η(γ~3 ·~
x)2 ]

.

(B.1)

In this parameterization Γ is a rotation matrix which also specifies γ~2 and γ~3 , which are the second and
third columns of Γ respectively. The unit vector ~ν specifies a direction. The parameters κ, β, and η, are
scalars that satisfy the conditions κ ≥ 0, β ≥ 0, and |η| ≤ 1. The term c8 (κ, β, η) normalizes the distribution
in direction and in this work is computed using the method described in [246]. In total these can be specified
by eight parameters; the matrix by three parameters, the vector by two parameters, and the scalars by three
parameters. For each event in the sample we provide the parameters of the corresponding FB8 distribution,
as well as a HEALPix compatible fits file that contains an estimate of the integrated probability within each
of the 786432 considered pixels.

